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Abstract

This dissertation studies sources and consequences of regional inequality and mobility.

Chapter 1 uses individual-level longitudinal survey data from the Indonesian Family Life

Survey to produce estimates of mobility in Indonesia. I find that intergenerational income

persistence is low relative to other developed countries. I explore mechanisms of mobility

such as education, location, and sector of work. Contrary to previous evidence in the United

States, I find no evidence of neighborhood effects between urban and rural areas.

Chapter 2, joint with Yu (Alan) Yang and Xiaoyang Ye, studies the effects of region-

based education and migration policies in China that produce regional inequities in quality

of and access to opportunity. We build and calibrate a structural spatial overlapping gener-

ations model that captures China’s institutional setting. We then use the calibrated model

to quantify the effects of changing these policies on intergenerational mobility, welfare, edu-

cation, and the income distribution, with particular interest in outcomes for children born

at the bottom of the parental income distribution. We find that lifting migration restrictions

and equalizing public spending levels increases intergenerational mobility and improves out-

comes for the poorest born in poor provinces at the expense of children born in rich provinces.

Modifying college admissions to a merit-based or equity-based system has modest aggregate

effects, with positive (and negative) effects concentrated among children born to high-income

parents.

Chapter 3, joint with Janet Currie and Molly Schnell, uses quarterly county-level data

from 2006–2014 to examine the direction of causality in the relationship between per capita

opioid prescription rates and employment-to-population ratios in the United States. We

address concerns of simultaneity between economic conditions and opioid prescription rates

using instrumental variables. We instrument for opioid prescription rates of the working-age

population using opioid prescription rates of the elderly, and we instrument for employment-

to-population ratios using a shift-share instrument. Our findings suggest that after control-
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ling for province-level fixed effects, there is no simple causal relationship between economic

conditions and opioid abuse, and thus improving economic conditions is unlikely on its own

to curb the opioid epidemic.
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Chapter 1

Intergenerational Poverty Traps:

Evidence from Indonesia

1.1 Introduction

While a large and long-established literature has sought to understand intergenerational

mobility and its mechanisms, studies have largely focused on developed countries.1 In de-

veloping countries, the high prevalence of poverty makes this an especially compelling topic,

as low intergenerational mobility suggests children born into poverty may be stuck in “in-

tergenerational poverty traps.” It is unclear how well findings generalize from developed to

developing countries, as many characteristics of low-income countries could potentially make

the levels and mechanisms of persistence particularly interesting. Developing countries typ-

ically have a larger informal sector not encompassed by administrative tax data, which are

often used for studies in developed countries. Moreover, low-income countries often have

relatively large agricultural sectors and rural populations often consisting of farmers who

live near subsistence consumption with limited saving and investment opportunities.

In this paper, I use longitudinal panel data from the Indonesian Family Life Survey (IFLS)

from 1993 - 2014 to examine intergenerational income mobility in Indonesia. The paper

contributes to the literature in two main ways. First, I build on literature on intergenerational

mobility by producing estimates of mobility in a large developing country. I adopt definitions

of relative and absolute mobility from previous work in order to compare mobility levels in

1See Corak (2013) for a relatively recent list of references, with recent influential work in the U.S. by
Chetty et al. (2014b)
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Indonesia with those in developed countries. Second, I study mechanisms by exploring the

factors that affect the relationships between parent’s and child’s income such as education,

location, and sector of work. While I am unable to unveil causal relationships, correlations

can still help us understand the channels through which upward mobility occurs, allowing

us to better inform policy targeted at promoting upward mobility.

The degree of intergenerational income mobility and the channels of transmission have

been long-standing questions of economic interest. Early models of persistence can be traced

to Galton (1877). Becker and Tomes (1986) establishes a robust model that incorporates

many facets of the intergenerational tranmission of earnings, assets, and consumption, such

as investment in human capital, bequests, and credit constraints. Since, then a number of

empirical studies have produced estimates across various developed countries, such as the

United States (Mazumder (2005); Corak (2006); Chetty et al. (2014b)), Canada (Corak

and Heisz (1999); Grawe (2004); Chen et al. (2016)), and Nordic countries such as Sweden,

Denmark, Finland, and Norway (Bjorklund and Jantti (2000); Jantti et al. (2006)), among

others.

While the concept has been well-studied in developed countries, evidence on developing

countries lags behind. Given previous theory and findings, it is reasonable to believe that

differently-structured economies and a greater proportion of individuals living in or near

poverty in developing countries could cause a large discrepancy in intergenerational mobility.

Part of the issue is perhaps due to the lack of longitudinal data sets; studies in developed

countries typically use administrative tax income data, which make linking income of parents

and children (dependents) relatively simple. However, similar data in developing countries

is often either unavailable or unrepresentative of the economy due to large informal sectors.

Early studies calculated educational mobility rather than income mobility (Behrman et al.

(2001)). Later studies, largely focused in South America, impute income data based on

father’s education and occupation using a two-step process (Ferreira and Veloso (2006);

Nunez and Miranda (2010); Azevedo and Bouillon (2010)) or have small sample sizes (Ng

(2007)), both of which undesirable in obtaining a precise measurement of intergenerational

income persistence. Recent work by Asher et al. (2018) on India and Alesina et al. (2020) on

Africa has introduced new evidence and methods specific to mobility in developing countries.

I believe that my work contributes to the literature by presenting evidence regarding the

degree and mechanisms of intergenerational income mobility in a large Asian country during

a period of rapid development and using self-reported, individual-level longitudinal data

rather than imputed data to measure income.
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My paper also complements a related body of literature concerning the agricultural pro-

ductivity gap, misallocation of labor, and rural-to-urban migration in developing countries

(Gollin et al. (2014); Restuccia and Rogerson (2017); Hamory et al. (2021); Pulido et al.

(2018); Alvarez (2020)). Though I do not directly measure productivity gaps between agricul-

tural and non-agricultural workers, my results suggest that benefits to rural-urban migration

may depend on circumstances during childhood such as parent income.

My analysis yields four main results. First, the overall intergenerational income elastic-

ity in Indonesia is .259, which ranks low compared to both developed and other developing

countries. Parent’s income has no statistically significant effect on child’s income after con-

trolling for child’s education and sector, suggesting that the channel of persistence works

through the indirect effect of parent’s income on child’s education and sector rather than

a direct relationship between parent’s and child’s income. Second, children growing up in

urban locations exhibit higher levels of income persistence than rural locations under some

specifications of relative mobility, though differences are not significant in the baseline re-

gression. Third, further splitting the sample of rural children into “rural-to-urban migrants”

and “always rural” individuals reveals that a large portion of upward mobility for rural chil-

dren comes from migration into an urban area. Finally, despite the existence of significant

neighborhood effects in previous literature and differences in urban and rural school quality,

there are no neighborhood effects from growing up in urban areas in Indonesia.

The paper proceeds as follows. Section 2 discusses relevant economic conditions and

trends in Indonesia during the time period. Section 3 describes the empirical framework

and data, including explanation of certain data selection decisions. Section 4 reveals the

main results on intergenerational mobility. Section 5 presents a series of robustness checks.

Section 6 concludes.

1.2 Background

Indonesia possesses a number of features that make it an ideal setting for the study. It is a

developing country with a population of 270 million and an economy comparable to other

developing countries: a large agricultural sector, a low-skilled but increasingly-educated

workforce, and a somewhat high, but decreasing, rate of extreme poverty. Considered one

of the five “Tiger Cub Economies”2, Indonesia has recently sustained strong and relatively

stable growth. From 1980 - 1997, the country’s GDP grew at an annual rate of 6.6% (World

2The “Tiger Cub Economies” refer to the five countries (Indonesia, Philippines, Malaysia, Vietnam, and
Thailand) that followed the rapid export-driven growth of the “Asian Tigers” that preceded them.
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Bank). The country fell into a financial crisis from 1997 - 2000, but has since recovered to

previous levels of growth.3. The growth has drawn large inflows of investment and capital

into the Indonesian economy, which makes Indonesia a compelling environment by allowing

me to study patterns of mobility in a country on a stable path of development.

Figure 1.1 displays the trajectories of key economic metrics in Indonesia alongside the

other Tiger Cub economies (excluding Malaysia and Singapore, which developed earlier) as

well as India. Indonesia has sustained steadily decreasing rates of extreme poverty, agricul-

tural work, and population living in rural areas, and a steadily increasing GDP per capita

and employment-to-population ratio. Indonesia is similar to these other countries by these

benchmarks. While this does not imply that findings on mobility in Indonesia should be

applied everywhere, the similarity of economic conditions suggests that evidence from In-

donesia may provide useful insight into factors affecting mobility in economies at similar

stages of development.

1.3 Data

1.3.1 Indonesian Family Life Survey

Data comes from the Indonesian Family Life Survey, a survey conducted by the RAND

Corporation for the purpose of studying processes of economic development. The IFLS is

an on-going longitudinal survey containing individual- and household-level data for 30,000

individuals in 13 of the 27 provinces of Indonesia, representative of 83% of the Indonesian

population. The survey so far has occurred in five waves: IFLS1–IFLS5 (conducted in 1993,

1997, 2000, 2007, and 2014, respectively). The IFLS panel features a number of qualities

that make it ideal for this study. It allows the user to match and track parents and children

with individual-level characteristics such as income, education, migration, sector of work,

and various other socioeconomic factors, as well as household-level data on location (urban

or rural), income, access to health services, and more. Having individual-level survey data

is particularly valuable in my work; many longitudinal surveys in developing countries keep

only household-level data and do not track household members who leave. In addition,

recent work shows that survey data fares better than administrative data in minimizing

measurement error, especially at the bottom of the distribution distribution due to higher

non-response rates (Abowd and Stinson (2013); Hokayem et al. (2015)). Moreover, the IFLS

3I address the effect of the financial crisis on intergenerational mobility estimates in more detail in the
Robustness section.
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Figure 1.1: Indonesia vs. Comparison Countries

(a) Poverty rate (%)

(b) Employment-to-Population Ratio (c) GDP per Capita (2011 $US PPP)

(d) Agricultural Sector Workers (%) (e) Rural population (%)
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Table 1.1: Summary Statistics: IFLS

Survey
IFLS1 IFLS2 IFLS3 IFLS4 IFLS5

Income ($US PPP)* 3,458 3,352 2,455 3,391 4,640
Age 33.82 33.48 33.13 34.57 35.99
Male (%) 48 48 48 49 50
Urban (%) 52 50 51 55 60

Agricultural (%) - 12 14 13 13
Non-Agricultural (%) - 88 86 87 87

Rural (%) 48 50 49 45 40
Agricultural (%) - 59 62 60 56
Non-Agricultural (%) - 41 38 40 44

Worker (%) 63 55 60 54 59
Years of Education 7.25 7.81 8.28 8.92 9.06
HS Graduate (%) 27 31 34 39 39
College Graduate (%) 10 11 12 13 13
N 20,163 25,015 33,269 42,321 47,974

*Income conditional on working and reporting income. Those without income omitted from calculation, not
included as zeros.

has maintained a high re-contact rate; of the 7,224 households (over 22,000 individuals)

originally interviewed in IFLS1, 6,341 (87.8%) of them were either interviewed in all 5 waves

or died. The low attrition rate lowers the risk of selection bias.

Table 1.1 describes all individuals between the ages of 15 and 65 in each wave of the

IFLS survey. A few interesting trends emerge from the cross-sections. As Indonesia develops

over the course of the survey, workers become more educated, more likely to live in urban

locations, and more likely to work in the non-agricultural sector. Given the country’s growth

during this period, these factors are likely also important inputs to upward mobility. The

survey years also encompass the Asian financial crisis in 1997, which caused rampant inflation

and political fallout in Indonesia and explains the decline in real incomes between IFLS1-3.

While this does affect my measurement of permanent income, my analysis adjusts for this

in Section 5.

1.3.2 Sample Selection

I take a number of steps to clean the raw survey data to obtain a sample for which perma-

nent income can be measured with reasonable accuracy. First, because women’s labor force

participation in developing countries involves heavy selection, I restrict the sample to fathers
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and sons4. Second, all individuals in the sample must belong to one of the following four

groups in at least one survey:

1. Their primary activity the past week was working,

2. They worked, tried to work, or helped earn income for at least 1 hour the past week,

3. They have a job or business but were temporarily not working the past week, or

4. They worked a family-owned (farm or non-farm) business during the past week.

These criteria establish a consistent definition of employment using IFLS data, following

Pulido et al. (2018). Finally, I exclude individuals who never report a numerical value for

income between the ages of 25 - 55 in any survey. Labor force participation and income

appears to stabilize across that age range for males (Figure 1.2), allowing me to reduce

selection and lifecycle bias in my measurement of an individual’s earnings.5 After trimming

the dataset, sons are matched to the male household head. The resulting data set includes

4,125 father-son pairs.

Figure 1.2: Labor Force Participation and Earnings by Gender and Age

1.3.3 Income

In this section, I describe my measurement of permanent income.6 Since I am interested

in the relationship between father’s and son’s earnings, I measure income on the individual

4I repeat the analysis including daughters in the Appendix
5While previous studies in developed countries use a much smaller age range, I am unable to do so in

my study without significantly limiting the sample size.
6There are many well-documented difficulties in using survey data from developing countries to measure

permanent income; I address these in Section 4.1.
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level. Each individual’s income is calculated by taking the average individual employment

income across all years in which the individual reports working and earning a numerical

value for income while between the ages of 25 - 55. The IFLS includes data on up to 15

years of income: 1988 - 2000, 2007, and 2014.7. I incorporate as many income observations as

possible to accurately measure a person’s yearly earnings potential across his prime working-

aged career.8

Data on individual-level employment income exists in up to two sources within each

survey, Book K and Book 3. In Book K, only the household head reports the income of

each individual on the household roster. In Book 3, each individual over the age of 15 is

interviewed separately and reports his or her own income. Because self-reported income is

likely more accurate than household head-reported income, I prioritize income reported in

Book 3; if income from Book 3 is unavailable, I use income from Book K. Any surveys in

which an individual has no recorded income (in both Books 3 and K) are considered missing

and not included when calculating average income. 9 While mobility of those with missing

observations of income is theoretically interesting, I omit them in my calculations. To avoid

single-year outliers introducing excessive variation into individual’s permanent income, I

winsorize incomes at the 2.5th and 97.5th percentiles according to the income distribution

within each respective survey year.

The IFLS also includes additional data on education, work sector, migration history, and

health which can be matched on the individual level, and location (urban vs. rural) which can

be matched on the household level. Incomes may differ mechanically across urban and rural

locations due to different prices; higher incomes in urban areas may not necessarily reflect a

higher standard of living, but rather higher prices for expenditures such as housing. In my

analysis, I adjust rural incomes upward using a 1981 urban-rural price index adjustment for

Indonesia from Ravallion et al. (1989).10

Table 1.2 describes the fathers and sons in the sample. In this table, I classify an in-

dividual as “rural” (“urban”) if he lives in a rural (urban) location every year in which

he is surveyed. An individual is “urban during childhood” if he lives in an urban location

7The IFLS collected data about work history in 2007 and 2014 as well, but only asked about income in
years 1988 - 2000.

8Bowles (1972) and Solon (1989, 1992) show that single-year transitory fluctuations in incomes will cause
attenuation and thus underestimates in intergenerational income persistence.

9In most cases, a person did not report income if they did not work or were not surveyed in that year.
However, there are a few who do work, yet do not report income. There are also some who work and report
income equal to zero, but not missing. The latter are included while the former are not.

10Results using unadjusted incomes are similar (albeit with mechanically smaller urban-rural gaps) and
reported in Section 5.
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Table 1.2: Summary Statistics: Sample

Sons Fathers
Average Income ($US PPP) 4,914 5,229

(4,616) (6,071)
Median Income ($US PPP) 3,576 3,391
Urban (%) 60 55

Agricultural (%) 7 15
Non-Agricultural (%) 93 85

Rural (%) 40 45
Agricultural (%) 65 91
Non-Agricultural (%) 35 9

Urban during Childhood (%) 48 -
Years of Education 10.67 6.87

(4.43) (4.55)
HS Graduate (%) 54 20
College Graduate (%) 19 7
Average Age 30.1 44.8

(3.32) (6.52)
# Income Observations 2.13 9.76

Standard deviations in parentheses.

before turning 18, when he presumably lives with his parents and does not have a choice

over location. Since intergenerational mobility concerns the relationship between childhood

circumstances (i.e. initial conditions that are exogenous to the child’s own decision-making)

and future outcomes, “rural (urban) during childhood” is used as the criterion for an rural

(urban) individual for the remainder of the paper. While it is still of interest to study differ-

ential intergenerational income patterns in urban and rural areas separately, I address this

in my analysis by considering migration to an urban area during adulthood as a possible

mechanism of mobility. I classify an individual as “agricultural” (“non-agricultural”) if he

works in the agricultural (non-agricultural) sector for his main job every year in which he

works. Unlike rural or urban status, working in the agricultural sector occurs only during

adulthood, so there is no way to isolate childhood conditions in this case.

The differences between generations in Table 1.2 mirror the trends in Table 1.1: sons are

more likely to live in urban areas and work in non-agricultural jobs than fathers, reflecting

the increase in rural-urban migration in Indonesia and many other developing countries.

Likewise, education is much higher among sons than fathers: the rate of high school and

college graduation for sons is almost three times higher than that of fathers. These two

trends show the structural transformation of Indonesia’s economy toward higher-skilled, non
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manual labor-intensive work. Given this information, it may be surprising that the average

income of sons in the sample is lower than that of fathers, but this likely reflects the younger

age at which sons in the sample work.11 The difference in the number of income observations

between fathers and sons can be explained by the fact that individual-level income data is

available from years 1988 - 2000, 2007, and 2014, and sons are likely to have fewer years as

a working-aged adult in the survey.

1.4 Results

1.4.1 Economy-Wide Intergenerational Mobility

In this section, I report measures of intergenerational mobility for the entire economy and

incorporate evidence regarding the channels of transmission. I follow much of the existing

literature in using the intergenerational income elasticity (IGE) as my main measure of

intergenerational mobility, which is the estimated coefficient of a regression of the log of

child’s income on the log of parent’s income. That is, IGE is the estimated value of β in the

following OLS regression:

yi,c = α + βyi,p + εi (1.1)

where yi,c is the natural log of child’s income, yi,p is the natural log of parent’s income,

and i indexes a parent-child observation. Running this regression for the full sample yields

an estimate of β = .259 (s.e. = .031). This estimate is relatively small compared to both

estimates for the US, which are around .5 in most studies, and estimates for other developing

countries. Table 1.3 lists estimates of intergenerational elasticity in other countries (Corak

(2013)). At .259, Indonesia ranks among higher-mobility countries in terms of IGE. Perhaps

most notably, it ranks highest out of all non-OECD countries on the list; though developing

countries tend to have low mobility, Indonesia appears to be somewhat of an exception.

Whether this results from the two-stage approach used to estimate income in other studies

of developing countries, lower income persistence in Indonesia, or another source (such as

measurement error and attenuation bias) is unclear. This estimate runs somewhat contrary

to previous findings in that poorer countries tend to have higher inequality (World Bank), and

inequality tends to have a positive relationship with IGE (and thus a negative relationship

11Since age changes across the sample and I average income over many years, I do not control for age in
my baseline analysis. Section 5 includes regressions controlling for average age.
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with mobility).12 The Gini coefficient in my sample is .448, which ranks similarly to many

other developing countries according to World Bank estimates.

Table 1.3: Estimates of Intergenerational Elasticity by Country

Country Estimate
Peru .67
China .60
Brazil .58
Chile .52
United Kingdom .50
Italy .50
Argentina .49
United States .47
Switzerland .46
Pakistan .46
Singapore .44
France .41
Spain .40
Japan .34
Germany .32
New Zealand .29
Sweden .27
Australia .26
Canada .19
Finland .18
Norway .17
Denmark .15

Source: Corak (2013)

Previous work shows that the IGE is highly sensitive to a number of empirical issues,

such as lifecycle bias, including zeros, and differences in the variances of parent’s and child’s

income distributions. Chetty et al. (2014b) as well as other studies in recent literature argue

that using a regression of child income rank on parent income rank is less susceptible to

some of these issues. That is, rather than using equation (1), relative mobility is estimated

by the coefficient δ in the regression:

pi,c = γ + δpi,p + ε2i (1.2)

12The relationship between inequality and IGE is well-documented through studies of the Great Gatsby
Curve, which plots a country’s IGE against its Gini coefficient. A table with World Bank estimates of the
Gini coefficient is included in the Appendix.
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where pi,p is parent’s percentile in the parent’s income distribution and pi,c is child’s percentile

in the child’s income distribution. This regression yields a coefficient of δ = .268 (s.e. =

.028), still a low estimate relative to other countries both rich and poor. While IGE and rank

mobility are conceptually different, they are both useful measures of mobility (Mazumder

(2001)). Since IGE provides a longer history of literature with comparable estimates, I focus

my attention on IGE for the remainder of the paper.13

As noted above, one important concern is the possibility that low estimates of the IGE

are explained by measurement error in parent income causing attenuation in relative mobility

estimates. Following Friedman (1957), most analyses of current income employ a standard

statistical framework to account for transitory fluctuations in income:

yi,p,s = yi,p + ei,p,s (3)

yi,c,t = yi,c + ei,c,t (4)

ei,p,s = ρei,p,s−1 + ξi,s (5)

where yi,p,s denotes parent’s earnings in year s and yi,c,t denotes child’s earnings in year t.

Both consist of a permanent income component (yi,p and yi,c for parent and child, respec-

tively) and a transitory shock to earnings (ei,p,s and ei,c,t). Equation (5) imposes a first-order

autoregressive structure on the parent’s transitory shock. Obtaining a consistent estimate

for β in Equation (1) requires an accurate measure of parent’s permanent income yi,p. In

practice, researchers approximate yi,p by averaging income over a large number of years to

minimize these shocks, though the estimate of β will still be attenuated by a factor that de-

creases with the number of years in the average (Mazumder (2005); see Appendix for further

discussion). Therefore, using one or few observations to noisily measure parent’s permanent

income may be problematic.

Previous studies of intergenerational mobility have addressed this issue in various ways.

One useful exercise is to find the coefficient of educational mobility by regressing child’s

education on parent’s education under the assumption that education is a less noisy estimate

of productivity. Hertz et al. (2008) produces estimates for 42 countries between 1994 and

2004 and finds that the unweighted average coefficients across developing countries in Latin

America (.79), Africa (.80), and select countries in Asia (.69) were higher than those in Nordic

countries (.34) and the United States (.54). Repeating this exercise for Indonesia yields

13I address rank-rank and its relationship with IGE in more detail in Section 5. IGE and rank mobility
produce roughly similar results in Indonesia.
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an estimate of .493, which falls more in line with estimates from developed rather than

developing countries. Another common method using education to address measurement

error is to instrument for parents’ earnings. Solon (1992) argues that an IV estimate using

father’s years of education to instrument for father’s log earnings serves as an upper bound

for the true IGE; the estimate from my sample is .512 (se = .049).

Another method excludes observations from individuals with fewer than two years of

income in the sample, so as to decrease the effect of attenuation (Mazumder (2005)). This

method yields an estimate of .233 (se = .027), providing some evidence that low IGE es-

timates in my study are not being driven by attenuation. Finally, given the possibility of

greater measurement error at the low end of the income distribution as well as outliers and

influential points at each end of the parent income distribution, I run the regression on the

sample of parents between the 10th and 90th percentiles of parent income, which yields an

estimate of .270 (s.e. = .021). These estimates are still relatively low and more consistent

with developed countries. The estimates remaining generally consistent provides evidence

that low IGE estimates in my study are not being driven by attenuation, and instead that

sons in Indonesia indeed exhibit relatively low income persistence.

Another concern regarding IGE measurement is lifecycle bias, which affects both the

individual’s observed income and the variance of the transitory component of father’s income

may change over the life cycle. Individual earnings typically flatten out around ages 30 -

50, and Baker and Solon (2003) and Mazumder (2001) find that the variance of income

deviations from the mean follows a U-shape with age, a trend that appears to hold in the

IFLS data (Figure 1.3). The result is that measures of IGE will also depend on the age

distribution of working fathers in the sample. Typical methods of addressing this issue to

minimize the effects of transitory shocks include incorporating more years of father’s earnings

and centering the averages of children’s and parents’ incomes around the age of 40, when

observed incomes are closest to permanent incomes. In my study, it is difficult to deal with

lifecycle bias using any of these methods without severely limiting the size of the dataset.

However, Figure 1.3 shows that the parental age distribution lines up rather well with ages

at which transitory shocks have the smallest variance.

Table 1.4 below summarizes our measures of relative mobility for the sample of fathers

and sons.

Channels of Transmission

An important goal of studying intergenerational mobility is to uncover the channels through

which persistence occurs. Starting with the seminal work of Becker and Tomes (1986), one
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Figure 1.3: Lifecycle Bias, Indonesia

Table 1.4: Estimates of Relative Mobility

Measure Value N
IGE .259*** 4,125

(.031)
IGE: 10th − 90th .306*** 3,303

(.043)
IGE: 2 or more observations .233*** 1,818

(.027)
Rank-rank .268*** 4,125

(.028)
Rank-rank: 10th − 90th .270*** 3,303

(.021)
IGE: IV .512*** 3,932

(.049)
Education .493*** 3,893

(.012)

Standard errors in parentheses. *=.05, **=.01,
*** = .001.

focus in the literature has been to assess the relative importance of genetic and economic

channels of transmission. Genetic transmission refers to parents with high innate ability tend-

ing to have children with high innate ability; if ability is correlated with income, then genetic

transmission will cause income to be correlated across generations. Economic transmission

reflects the possibility that holding innate ability constant, higher parental income yields

beneficial effects on children’s income through investment in children. Becker and Tomes
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(1986) and a large subsequent literature emphasize the investment channel; in a world with

credit constraints, investment in a child’s education will be affected by parental resources.

Other potential economic channels exist as well: if personal networks affect economic oppor-

tunities, then children with higher income parents might receive superior opportunities via

their parents’ connections. If parents are viewed as role models, then parental income might

influence a child’s perception of available opportunities.

Absent an exogenous measure of innate ability, it is not possible to distinguish between

genetic and economic channels; children of high income parents may obtain more education,

but this could be driven by high innate ability or high income. But the data do allow me

to shed light on possible channels of transmission by studying how the effects of parental

variables are changed when I include controls for certain child outcomes. I focus on two char-

acteristics, years of education and sector of employment (agricultural or non-agricultural).

It is well-established in many settings that both education and sector/occupation have sig-

nificant effects on income, and this is true in Indonesia as well. Results from this analysis

Table 1.5: IGE with Controls

Variable (1) (2) (3) (4) (5) (6) (7)
Log(Parent Income) 0.259*** 0.191*** 0.224*** 0.165** 0.110* 0.151** 0.115

(0.031) (0.040) (0.045) (0.054) (0.053) (0.058) (0.061)
Father’s Education 0.035*** 0.036*** 0.010 0.030*** 0.007

(0.007) (0.009) (0.009) (0.009) (0.008)
Father Agricultural -0.308*** -0.228*** -0.181** 0.005 -0.021

(0.067) (0.066) (0.067) (0.090) (0.089)
Son’s Education 0.068*** 0.062***

(0.008) (0.009)
Son Agricultural -0.514*** -0.353**

(0.103) (0.109)
R2 0.028 0.038 0.044 0.052 0.075 0.071 0.093
N 4125 3932 2754 2741 2714 2071 2070

Standard errors in parentheses. *=.05, **=.01, *** = .001.

are presented in Table 1.5. Columns (1)-(4) show how child’s income relates to parental

characteristics. The first column simply reports the IGE coefficient. Columns (2) - (4) add

controls for father’s education, father’s agricultural status, and both, respectively. Father’s

income and education are positively correlated with child’s income, and father’s agricultural

status is negatively correlated with child’s income. One should exercise caution in interpret-

ing the coefficients, as the result could be mechanically driven by large measurement error
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in father’s income relative to education.14 But interestingly, column (4) shows that all three

variables have a statistically significant relationship with child’s income.

Columns (5) - (7) in Table 1.5 further condition the regression on education and agricul-

tural status of the child, altering the effects of parental variables. Columns (5) and (6) show

separately how controlling for son’s education and agricultural status affect the estimates

on parental variables. When only including child’s agricultural status, parental education

remains significant, and when only including child’s education, parental agricultural status

remains significant. However, when including both in column (7), both father’s education

and sector cease to be significant. Taken together, these results suggest that the intergen-

erational transmission channel operates through education and sector of work. That is, to

the extent that father’s income (and other observables) has causal effects on child’s income,

these effects manifest largely through the intermediate channels of educational attainment

and agricultural status, and not directly on income.

Table 1.6: Determinants of Child Observables

Variable (1) (2) (3) (4)
Father’s Education 0.493*** 0.407*** 0.444*** 0.388***

(0.012) (0.015) (0.016) (0.018)
Log(Parent Income) 0.772*** 0.624***

(0.073) (0.089)
Father Agricultural -1.126*** -0.752***

(0.164) (0.169)
R2 0.255 0.281 0.277 0.292
N 3893 3893 2714 2714

(a) Child’s Education

Variable (1) (2) (3) (4)
Father Agricultural 0.459*** 0.435*** 0.407*** 0.401***

(0.014) (0.018) (0.017) (0.019)
Log(Parent Income) -0.023** -0.008

(0.007) (0.008)
Father’s Education -0.013*** -0.012***

(0.002) (0.002)
N 2079 2079 2071 2071

(b) Child Agricultural (Average Marginal Effects)
Standard errors in parentheses. *=.05, **=.01, *** = .001.

14Consider an extreme case in which father’s (true) income and father’s education are perfectly correlated,
but father’s income is measured with error. When including both in a regression, education will appear to
be more predictive simply due to less noisy measurement.
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To better understand these intermediate channels, I next present evidence on the re-

lationship between child’s education and work sector and father’s income, education, and

work sector. Table 1.6a reports coefficients of an OLS regression of child’s education on

parent observables, while 1.6b reports average marginal effects from a logistic regression of

a dummy for child’s agricultural status on the same explanatory variables. Table 1.6a shows

that child’s education is statistically significantly related to father’s income, education, and

work sector, with father’s education providing the most explanatory power. The effects are

economically significant; an additional year of education for the father increases the son’s

education by an expected .39 years. Though the effect of father’s income on son’s education

is statistically significant, the magnitude of the effect is rather small: a 10% increase in

father’s income is associated with an increase in son’s education by just .06 years.

Table 1.6b shows that father’s work sector and education are also strongly associated

with children’s work sector. Again, the estimated effects are economically significant: the

father working in the agricultural sector increases the child’s probability of agricultural work

by 40%15. Interestingly, the effect of father’s income is not significant after controlling for

education. This suggests that child agricultural status is largely inherited from father’s

agricultural status and is not attributed to a financial decision. In fact, 95% (470/495) of

children who work in the agricultural sector also had parents in the agricultural sector.

1.4.2 Urban and Rural Intergenerational Mobility

In this section, I present estimates of relative mobility for urban and rural subsamples of

children (βu and βr, respectively), investigate the channels of transmission for each, and

discuss potential reasons for differences in relative mobility between the groups. Then, I

discuss differences in absolute mobility and highlight the correlates of upward mobility for

each group.

Relative Mobility

While IGE for the full sample suggests a moderately strong relative mobility compared to

other countries, this does not guarantee that different groups in Indonesia exhibit the same

degree of mobility. Table 1.7 reports relative mobility estimates for urban and rural children

15Recall that for an individual to be coded as “agricultural,” he must work in the agricultural sector for
all income observations.
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using specifications from Section 4.1. 16 Non-upper bound IGE estimates for both urban and

rural children remain low relative to other country-wide estimates. The baseline elasticity

is .256, and estimates range from .240 - .305 for urban children, while rural IGE estimates

range from .162 - .284. Some specifications suggest that urban and rural estimates of relative

mobility are significantly different at the 5% level, which I discuss in a later section.

Table 1.7: Urban and Rural Estimates of Relative Mobility

Measure Urban Rural Difference
IGE .256** .162** .094

(.041) (.057) (.070)
IGE: 10th − 90th .240** .284*** -.044

(.065) (.085) (.107)
IGE: 2 or more observations .305** .162*** .142**

(.046) (.038) (.060)
Rank-rank .290** .218*** .072*

(.028) (.028) (.034)
Rank-rank: 10th − 90th .276** .268*** .008

(.036) (.036) (.051)
IGE: IV .627** .516*** .111†

(.089) (.167) -
Education .468** .442*** .026

(.019) (.023) (.029)

Standard errors in parentheses. *=.05, **=.01, *** = .001.
† The limiting distribution of this comparison is χ2(1), and the
χ2-statistic is .47 with a corresponding p-value of .492.

Channels of Transmission

Tables 1.8 and 1.9 reproduce Tables 1.5 and 1.6, respectively, using subsamples of urban and

rural children. In Table 1.10, the coefficients on father’s income, education, and sector are no

longer significant for both urban and rural children after adding child education and sector

controls, similarly to results in Table 1.5. The most noticeable difference from results for the

full sample is that child’s agricultural status is insignificant for urban children, though it is

still significant and associated with a 33.4% decrease in income for rural children. This is

perhaps unsurprising given the low prevalence of agricultural work for urban children. This

suggests that fathers affect children’s incomes through intermediate channels, though they

16For the rank-rank regression, urban and rural income ranks are given by the national parent and child
income distributions, not separate income distributions for urban and rural parents and children. Results
for relative mobility are similar in both cases and are provided in the Appendix.
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differ across groups: education for urban children and education and agricultural status for

rural children.

Table 1.8: IGE with Controls: Urban vs. Rural

Panel A: Urban
(1) (2) (3) (4) (5) (6) (7)

Log(Parent Income) 0.256*** 0.140** 0.253*** 0.143* 0.095 0.122* 0.075
(0.041) (0.049) (0.053) (0.056) (0.055) (0.060) (0.060)

Father’s Education 0.045*** 0.042*** 0.009 0.039** 0.009
(0.009) (0.011) (0.011) (0.012) (0.011)

Father Agricultural -0.151 -0.066 0.050 0.098 0.069
(0.099) (0.103) (0.106) (0.124) (0.122)

Son’s Education 0.082*** 0.080***
(0.011) (0.013)

Son Agricultural -0.444** -0.109
(0.155) (0.168)

R2 0.023 0.040 0.027 0.041 0.080 0.039 0.072
N 1419 1389 1036 1035 1025 909 908

Panel B: Rural
(1) (2) (3) (4) (5) (6) (7)

Log(Parent Income) 0.162** 0.118 0.145* 0.103 0.068 0.077 0.049
(0.057) (0.066) (0.073) (0.085) (0.083) (0.072) (0.075)

Father’s Education 0.037* 0.046** 0.024 0.045** 0.022
(0.014) (0.017) (0.018) (0.015) (0.015)

Father Agricultural -0.148 -0.094 -0.084 -0.007 -0.049
(0.153) (0.151) (0.151) (0.158) (0.157)

Son’s Education 0.058*** 0.068***
(0.014) (0.015)

Son Agricultural -0.481** -0.334*
(0.149) (0.153)

R2 0.009 0.016 0.010 0.019 0.034 0.054 0.081
N 1553 1514 1022 1011 1008 646 646

Standard errors in parentheses. *=.05, **=.01, *** = .001.

Table 1.9 presents evidence on the intermediate channels. As before, a one-year increase

in father’s education is associated with roughly a .45-year increase in rural and urban child’s

education, whereas the effect of parent’s income is statistically significant but small. In ad-

dition, child’s agricultural status largely reflects father’s agricultural status and not income,

though the correlation is much stronger in rural areas: rural children born to fathers in the

agricultural sector are about 64% more likely to work in the agricultural sector themselves,

whereas urban children are only 14% more likely.
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Differences in Urban and Rural Relative Mobility

Differences in relative mobility estimates for urban and rural children are not statistically

significant for every specification in Table 1.9. However, there is some suggestive evidence

that relative mobility is lower in urban than rural areas. In this section, I discuss reasons as

to why urban and rural mobility could potentially differ.

First, the difference could be mechanical. β can be written as:

β =
cov(yi,p, yi,c)

var(yi,p)

and we can rewrite the ratio of IGEs for urban and rural children as:

βu

βr

=

(
cov(yi,p,u, yi,c,u)

var(yi,p,u)

)/(
cov(yi,p,r, yi,p,r)

var(yi,p,r)

)
=

(
cov(yi,p,u, yi,c,u)

cov(yi,p,r, yi,p,r)

)(
var(yi,p,r)

var(yi,p,u)

)
The difference in elasticities could thus be generated by attenuation from either noisy re-

alizations of income (e.g. large transitory shocks) or errors in measurement that increase

variance in incomes. IGE being measured as lower in rural areas could simply be driven

by higher attenuation if rural incomes are measured with more error than urban incomes

(for example, if rural locations have higher rates of informal work and are more subject to

transient shocks such as weather). However, the ratio of rural-urban variances of parent

income in the sample is
vari,p,r
vari,p,u

= 1.028
.744

= 1.382, far lower than the urban-rural IGE ratio

(βu

βr
= .256

.162
= 1.580), suggesting that differences in variance alone cannot fully explain the

difference in IGE. In addition, insofar as rural incomes are subject to higher measurement

error, methods to reduce the effects of measurement error should increase rural estimates of

relative mobility more than urban estimates, decreasing the disparity between them. This

is not the case–using IV, rank-rank, or more observations of income makes differences in rel-

ative mobility larger and significant in some specifications. While the estimates themselves

could potentially be attenuated, the relative comparison between the groups should not have

the same issue.

Thus, one must look beyond mechanical sources in studying disparities in relative mo-

bility. Given that father’s income appears to affect child’s income through intermediate

channels, it is important to consider each channel individually: how father’s income corre-

sponds to children’s characteristics, and separately, how children’s characteristics correspond

to children’s income. Table 1.9, column (2) examines the first part of the channel by regress-
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ing child’s education and agricultural status on parent’s income. Tables 8a and 8c show that

a 10% increase in parent’s income is associated with an increase in child’s education by .184

and .121 years for urban and rural children, respectively, a difference which is significant at

the 1% level.

Looking at the relationship between parent’s income and child’s level of schooling attained

provides a more descriptive understanding of the relationship. Figure 1.4 shows that urban

children are more likely than rural children to graduate high school at each parent income

percentile. Moreover, the relationship between income and rate of college graduation appears

to be stronger for urban children: while children of below-median parents graduate college at

extremely low rates, higher parent incomes above the median increase the college graduation

rate at a significantly higher rate for urban children than rural children. Whether these

features reflect disparities in physical or financial access to education, genetic transmission

of higher ability, or another factor, the relationship between parent’s income and child’s

education appears to be stronger for children growing up in urban areas.

Figure 1.4: HS and College Graduation Rates by Parent Income

Column (7) of Table 1.8 shows how intermediate channels affect relative mobility for

each subset of children. I begin with the contribution of education to differences in relative

mobility. From the results in this regression, it is unclear whether education has different

effects for urban and rural children. However, Mincer regression results in Table 1.10 show

that urban children receive a significantly higher return on an additional year of education

than rural children, largely driven by the difference in work sector composition for children

growing up in each location–children working in the agricultural sector (and more likely

to grow up and live in rural areas) receive a lower return to education due to the low-

skilled nature of agricultural work. Combining results from Tables 1.7—1.9, the relationships

between (i) parent’s income and child’s education and (ii) child’s education and child’s income
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appear to be stronger for urban than rural children, contributing to a higher IGE for urban

children.

Absolute Mobility

Absolute mobility concerns differences in child income conditional on parent income rather

than correlations between parent and child incomes. In particular, absolute mobility as a

concept helps define a metric for upward mobility: fixing a level (or small range) of parent

income, what characteristics are associated with higher child incomes, and how do these

characteristics differ across groups? While absolute mobility for the full sample provides no

additional information to relative mobility, differences in absolute mobility between urban

and rural children allows for level comparisons. I choose to report estimates of average child

income at two benchmarks: $1.90 US PPP per day, which is the World Bank definition of

the international poverty line; and $10 US PPP per day, which has been widely used as the

lower threshold for the “middle class” in developing countries (World Bank; Birdsall, 2010;

Birdsall, Lustig, and Meyer 2013).17

Table 1.11 reports average daily incomes for children born at the poverty and middle-

class thresholds. In the full sample, children born at the poverty line are expected to earn

approximately $4.40 per day. Children born at the middle class threshold are expected to

earn about $6.65 per day. Discrepancies in absolute mobility become clear when comparing

across urban and rural groups. 18 While rural and urban children born to parents in poverty

are expected to earn roughly the same, higher IGE for urban children implies that a difference

emerges at higher incomes. On average, urban children born to middle class parents earn

about $7.16/day while rural children earn $5.82, and the difference increases to about 35 log

points for the richest parents. 19

The positive gap between urban and rural children contrasts Chetty et al. (2014b), who

study absolute mobility gaps at the 25th percentile of parent income and find that children

from urban areas exhibit lower absolute upward mobility (41.7) than those from rural areas

17Providing one benchmark and the appropriate estimate of relative mobility is sufficient to determine
the average income levels at all benchmarks since they are taken from the regression line, but I report both
benchmarks simply as reference levels of interest.

18It is important for this section to recall that rural incomes are scaled upward according to the 1981
price index proposed by Ravallion et al. (1989). My reported income differences thus reflect differences in
adjusted incomes, whereas differences using raw incomes would be greater.

19The fact that children on average earn less than their middle class parents seems surprising, but this
is because children in the sample are on average younger than parents, and a middle-class parent earns an
above-average income, so that their children earning less represents regression to the mean.
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(45.8) in the US. 20 The result is perhaps surprising, but emphasizes that countries at differ-

ent stages of development undoubtedly have different economic conditions associated with

urban and rural locations, so that outcomes in a developed country cannot be generalized

to developing countries.

Figure 1.5: Mobility by Urban Status

There are many potential theories justifying higher absolute mobility for urban children.

Individuals living in urban areas could be selected on the basis of education, productivity,

or other individual qualities. In addition, growing up in an urban area may provide children

access to higher-quality public services and social networks as a child and employment net-

works as an adult (a network or local area effect). I analyze these by incorporating data on

education (for selection effects) and rural-urban migration (for network/area effects).

Education

Education affects human capital and income and thus plays an indisputable role in upward

mobility. Corak (2013) finds that countries with higher returns to schooling also have higher

IGEs. This further entrenches the importance of education: as education becomes more

valuable, people at the bottom of the distribution with less education suffer relatively more,

leading to worse mobility. In a developing country where the poorest individuals may lack

20The analogous percentile estimates in my sample are 46.81 for urban children and 45.38 for rural
children.
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quality (or quantity) of schooling through lack of financial access or otherwise, this could

drive large wedges between the rich and poor. As previously reported in Table 1.10, Mincer

regressions also suggest differential returns to education for children in urban and rural areas,

further driving mobility differences.

How much of the urban-rural absolute mobility gap can be explained by differences in

education alone? The gap ranges up to 35 log points at the top of the parental income

distribution (Figure 1.5), but controlling for education causes this gap to shrink significantly

down to 6 log points for the richest parents, a decrease of 83% (Figure 1.6). Table 1.9,

column (2) suggests that the education of children in urban areas appears more responsive

to changes in parent’s income, so it is unsurprising that controlling for education lowers

income more for urban children relative to rural children born to rich parents.

Figure 1.6: Mobility with Education Controls

The results indicate that children at different points in the parental income distribution

potentially benefit differently from the mechanisms affecting upward mobility. To study this,

I first bin parents and children into quartiles. Then, fixing children born to parents in the

top and bottom quartiles (the least and most “fortunate” children), I observe changes in av-

erage characteristics conditional on each child income quartile to distinguish characteristics

which are associated with upward mobility. The purpose of this exercise is not to identify

causal relationships about the mechanisms of upward mobility, but rather to study the char-

acteristics of individuals who demonstrate upward mobility conditional on their childhood
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Figure 1.7: Urban/Rural Children by Income Quartile, Top- and Bottom-Quartile Parents

circumstances. To better understand the composition of each quartile, Figure 1.7 shows the

rural-urban and income quartile distribution of children within the top and bottom parent

quartiles, respectively. Most children in the bottom parent quartile grow up in rural areas,

while most of the children in the richest parent quartile grow up urban.

Figure 1.8: Education

(a) Log(Income) by Parent Income Quartile

(b) Income by Education
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Figure 1.8a shows average years of education conditional on child outcomes. Education

is clearly associated with upward mobility for all children, with urban children on average

receiving more education than rural children in the same quartile. The urban-rural education

gap in education is larger for children of the richest than the poorest parents: urban children

receive 1.5 - 2 more years of education than rural children within each child quartile. The

gap in education between the rich and poor is rather striking–children with poor parents on

average receive less education than children with rich parents, regardless of the child’s own

economic success. In fact, even the most successful children earn less than a high school

degree on average. Figure 1.8b shows average log incomes conditional on child education

level. Conditional on education level, parent incomes do not appear to have a strong effect

on children’s incomes. Combining the two graphs suggests that successful children born to

the poorest parents obtain their success through some other means in addition to education.

Rural-to-Urban Migration

The availability of high-paying jobs and amenities in urban locations has led to an explosion

of rural-to-urban migration in Indonesia as well as other similar developing countries. A

large body of literature studying spatial sorting of labor finds substantial cross-sectional

productivity gaps across sectors and locations (Miguel and Hamory (2009), Alvarez (2020)),

which are consistent with large benefits to migration that are left unexploited in developing

countries due to migration costs (Bryan et al. (2014), Pulido et al. (2018), Bryan and Morten

(2019)). However, recent work has questioned the magnitude of the urban-to-rural (or non-

agricultural-to-agricultural) gap after adjusting for selection (Hamory et al. (2021), Alvarez

(2020)). Moreover, other papers have found that selective migration accounts for little of

the skill difference between less dense and denser areas and suggest a larger role for “sorting

at birth,” or sorting among the parent generation (Mion and Naticchioni (2009), Combes et

al. (2012)).

In this section, I exploit rural-urban migration both as a method to identify neighborhood

effects during childhood and as a potential channel for upward mobility. I first split the

subsample of rural children into two groups. I define an “always rural” individual as a child

who stays in a rural location throughout the survey, both during childhood and adulthood.

I define a rural-to-urban migrant as a child who spends his childhood in a rural location and

is observed in an urban location at least once after turning 18. An important characteristic

of these migrants is that they have decided to move as adults, not as children when they
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Figure 1.9: Rural Stayers vs. Migrants vs. Urban

presumably lack control over their location.21 45.4% of rural children in the sample are

rural-to-urban migrants.

Figure 1.9 shows binned scatterplots for rural stayers, urban children, and rural-to-urban

migrants. Rural-to-urban migrants appear to have extremely similar absolute mobility levels

to urban children. This suggests a minimal influence of childhood area effects: migrants,

despite growing up in rural areas, on average fare roughly just as well as children growing up

in urban areas at each level of parent income. In addition, rural nonmigrants suffer a wide

disparity in absolute mobility compared to urban children, up to 65 log points at the top of

the parent income distribution. This represents a vast difference from the 35-log point gap

between urban and rural children without separating for migrants in the previous analysis,

suggesting that a significant portion of upward mobility can be attributed to rural children

migrating to urban areas to earn higher incomes rather than rural children capitalizing on

opportunities available in rural areas.

However, this does not imply that any child in a rural area would experience upward

mobility simply by moving to an urban area. Rural-urban migration inevitably encounters

the issue of selection bias—individuals consciously decide to migrate based on perceptions of

the risks and benefits. Table 1.12 shows that rural-to-urban migrants are likely to have richer,

more educated, and non-agricultural parents, and are more educated and substantially less

21While migration in the opposite direction could also be used to help identify effects of growing up in
each location, the number of children who undergo this move is too small to include in any analysis.
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Figure 1.10: Rural-Urban Migration with Controls

likely to work in the agricultural sector themselves. However, they are not as advantaged as

children growing up in urban areas on these metrics.

Figure 1.10 builds on Figure 1.9 by controlling for child’s education and work sector.

Migrants born to poor parents seem to fare better than other children with similar economic

backgrounds. There are a few potential interpretations. Part of this could be a high return to

migration. If one believes that controlling for parent’s and children’s sectors and education

levels captures all effects of selection, then this implies that rural children of the poor can

reap large benefits simply by migrating to an urban area. Previous research finds evidence

consistent with this fact; Pulido et al. (2018)find that there are large benefits to migration

that are not being realized due to the existence of substantial barriers beyond selection on

observables. However, this explanation seems unlikely: children growing up and working in

urban areas also fall below these migrants. Alternatively, one could speculate that migrants

possess some intangible or unobserved trait that helps them succeed; for example, for a

poor child to be able to migrate in the first place, he must be sufficiently hard-working and

risk-taking so as to earn a living in an unfamiliar area.

Both Figures 1.9 and 1.10 support the notion that there is no benefit to growing up in a

urban relative to a rural area beyond a higher likelihood of working in an urban area during

adulthood. A large portion of the difference between urban children and rural non-migrants

in Figure 1.9 can be explained by selection on education and sector in Figure 1.10. In addi-

tion, rural-to-urban migrants fare better than both across most of the income distribution.

This result runs contrary to Chetty et al. (2014b); Chetty and Hendren (2018) and similar
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Figure 1.11: Childhood Exposure Effects

literature documenting the existence of childhood neighborhood effects in the US. These pa-

pers typically find that children who move to better neighborhoods earlier during childhood

receive greater benefits. One method exploits variation in the age of migration and finds

that children converge to outcomes of permanent residents of the destination area at 4.4%

per year of exposure before age 23 (Figure IV of Chetty et al. (2014b)). In Figure 1.11,

I reproduce the exercise using my data and find that for every three years earlier that an

individual moves from a rural to an urban area before turning 24, he converges to urban

area incomes at a rate of 2% (or just .66% per year). 22 Moreover, the slope sharply declines

after the age of 24. This suggests that neighborhood effects of urban areas in Indonesia

are much smaller than those in the United States—the age of migration during childhood

matters little beyond allowing the individual to earn a higher income in an urban area for a

longer period of time.

The minimal impact of neighborhood effects is somewhat surprising given previous lit-

erature. Access to key public goods and quality of amenities are consistently lower in rural

than urban areas in developing countries (Gollin et al. (2014)). In particular, a World Bank

(2013) report finds that in developing countries, rural areas are inferior to urban areas on

almost all measures of health and human capital, and the greatest disparities are found in

the poorest countries. Chetty and Hendren (2018) link public services to mobility, noting

that higher absolute upward mobility is associated with higher school quality among other

characteristics such as lower inequality and better family structure. While I cannot directly

link individuals in the sample to the quality of their schooling during childhood, the IFLS

22I cannot replicate the method exactly due to sample size restrictions, so I bin age of migration into
three-year bins and take average income instead of income at age 24. My exercise is an approximation.

44



includes community-level data on schools that allows me to include school quality metrics

across urban and rural areas. Table 1.13 shows that urban teachers are typically higher-paid,

spend more hours teaching, and more likely to have graduated from college, university, or a

teaching college. However, urban areas also tend to have larger student-teacher ratios. It is

unclear whether these effects offset or simply have no impact; in either case, these differences

in education quality during childhood do not appear to manifest in adulthood outcomes.

My result also relates to the literature documenting large rural and urban (or agricultural

and non-agricultural sector) productivity gaps and the subsequent puzzle of low rural-urban

migration in developing countries.23 While Gollin et al. (2014) document large gaps in

productivity between sectors even after controlling for hours worked and human capital,

Hamory et al. (2021) and Alvarez (2020) find that these gaps can be largely explained by

sorting on individual-level observables. My findings do not contradict either conclusion,

but refine them by suggesting that productivity gaps may differ depending on economic

conditions during childhood and potentially unobservable individual traits.

1.4.3 Nonlinearities in Relative Mobility

Previous literature on intergenerational mobility includes a significant subliterature regard-

ing potential nonlinearities in the relationship between parent and child log earnings. The

seminal work of Becker and Tomes (1979, 1986) introduces a model in which credit con-

straints impede child investment, causing the relationship to be concave if poor households

are borrowing-constrained. Follow-up work posits an alternative hypothesis of convexity

driven by educational policies and institutions designed to provide equal opportunities to

human capital formation, which would be particularly beneficial to children of poorer par-

ents (Han and Mulligan (2001), Grawe and Mulligan (2002)). Empirical studies have pro-

vided varying evidence as to whether these relationships exist in the data: Couch and Lillard

(2004) and Mazumder (2005) find evidence of credit constraints and a concave relationship

in the US, but Mulligan (1999) finds that estimates of persistence are the same for both the

financially constrained and unconstrained using PSID data. Bratsberg et al. (2007) uncover

a convex relationship in Nordic countries, and Corak and Heisz (1999) find the same in

Canada. The nature of the relationship is particularly interesting in a poor country con-

text, where financial institutions are less developed and accessible, potentially causing credit

constraints to bind for a relatively large share of the population.

23I focus on childhood location rather than sector because intergenerational mobility concerns the effect of
childhood conditions on adulthood outcomes, and working in the agricultural sector occurs during adulthood.
Analysis of agricultural productivity gaps conditional on parent income is included in Section 5.
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The true functional form of the relationship between parent and child log income remains

unclear, or at least varies across different countries. Previous studies in developed countries

address this question using different methods. Bratsberg et al. (2007) report earnings elas-

ticities at the 10th, 50th, and 90th percentiles by adding higher-order polynomials in addition

to the linear model for IGE. Mazumder (2005) compares elasticities in net worth for varying

thresholds of poor vs. rich households in the U.S. and find that credit constraints might

play a role in decreasing mobility for the poor. It is undoubtedly a worthwhile study in a

developing country context, especially given the relatively large proportion of poor families

and the potential prevalence of credit constraints. Table 1.14 replicates these methods to

explore the possible existence of nonlinearities in the father-son log income relationship in

Indonesia.

Using a fourth-order polynomial provides no evidence of credit constraints; in fact, rela-

tive mobility appears to be greater for children of the poorest parents. IGE is .181 at the 10th

percentile, which is lower than the general population estimate. However, IGE for children of

below-median parents is somewhat higher than children of above-median parents, suggesting

that children of poorer parents may indeed face credit constraints. Data on knowledge of and

access to financial institutions is only available in 2007 and 2014 waves of the survey when

most children in the survey are already income-earning adults, so I am unable to match most

individuals to their parent’s access to credit during childhood. However, Table 1.15 reports

mean rates of access to borrowing (formal or informal), access to banking, successful and

rejected borrowing (conditional on attempting to borrow), and amounts borrowed in 2007

and 2014 for each child income quartile. It appears that richer children have slightly better

access to formal banking and higher credit, and insofar as access to financial institutions

along the relative income distribution has not changed between generations, this suggests

that credit constraints could lower mobility by hindering investments in businesses or hu-

man capital. However, it is difficult to draw conclusions without sufficient data on parental

borrowing during childhood, and I leave further exploration to future work.

Nonlinearities: Urban and Rural

Given the potential existence of nonlinearities and the fact that rural children are more

likely to be born to poorer parents, it is reasonable to believe that the two groups could face

different severities of credit constraints as well. However, sample sizes become somewhat

restrictive and standard errors become large, leading to many insignificant estimates in

Table 1.16. While rural children between the 10th − 50th parents percentiles seem to exhibit

low relative mobility relative to the full rural sample, including the 0th − 10th percentiles
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nullifies this result. Given the imprecision of estimates, it is difficult to identify nonlinearities

or differences in nonlinearities between urban and rural children, and one should take caution

in interpreting these results.

1.5 Robustness Checks

In this section, I perform a series of robustness checks. First, I compare estimates of relative

mobility and differences in absolute mobility using percentiles instead of log income.

The statistical relationship between IGE and rank-rank relative mobility is as follows:

IGE = ρyc,yp
SD(yc)

SD(yp)

Rank-Rank Slope = ρpc,pp

where ρ denotes the correlation between variables in the subscript and SD() denotes standard

deviation. ρyc,yp and ρpc,pp are closely related scale-invariant measures of the association

between children’s and parent’s income. Thus, IGE differs from the rank-rank slope in that

IGE depends on changes in the variances of income across generations—intuitively, higher

variance in children’s incomes increases the effect of a given change in parents’ incomes

when the variance of children’s incomes is higher than that of parents’ incomes. Given that

variance of father’s income is greater than variance of son’s income in my sample (Table 1.2),

it is not surprising that the rank-rank estimate is slightly higher.

Table 1.17, Panels A and B produce analogous estimates from Columns (1) and (7) of

Tables 1.5 and 1.8, respectively, using income percentiles instead of log income. Results

are generally quite similar: the regression without controls suggests that for an increase

in father’s income by 10 percentiles, child’s expected rank increases by 2.68 percentiles for

the full sample, 2.18 percentiles for rural children, and 2.90 percentiles for urban children

(Column 1). However, one notable difference is that father’s income percentile remains

significant even after controlling for son’s education and work sector in all three samples

(Column 7). The fact that parent’s income percentile remains significant could reflect the

decrease in variance in incomes between generations: while a change in parent’s income rank

significantly affects child’s income relative to other children in the income distribution, a

change in parent’s log income does not significantly affect child’s log income.

An alternative method to calculate income rank in measuring rank-rank relative mobil-

ity is to calculate parent and child income ranks based on ranks within a relevant income
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distribution (for example, comparing rural children only to other rural children and not the

entire income distribution).24 Table 1.18 provides estimates for urban and rural subsamples

using the local income distribution, and results are likewise robust to this change.

Figure 1.12: Absolute Mobility: Log Income vs. Percentiles

(a) No Controls

(b) Education and Sector Controls

Income percentiles also produce similar absolute mobility results. Figure 1.12 shows

that while absolute mobility gaps are expressed in terms of percentiles instead of log points,

the general patterns in comparing rural children, urban children, and rural-to-urban movers

remain roughly the same. If anything, the disparity between migrants and children who

stay urban or rural becomes more clear, especially after controlling for observables: a gap of

roughly 4 percentiles persists across the entire parent income distribution, again suggesting

that there may be unobserved attribute of migrants beyond education, sector, and parent’s

income that contributes to better outcomes.

24Previous work (Chetty et al. (2014b) does this but finds similar estimates to using the national distri-
bution, so they omit it from the main analysis.
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Figure 1.13: Absolute Mobility: Unadjusted Income

Recall that incomes earned in rural areas are adjusted upward using Indonesia’s 1981

rural-to-urban price adjustment index by Ravallion et al. (1989) to account for income dif-

ferences that reflect differences in quality of life and not simply higher prices. Repeating my

analysis in Table 1.20 and Figure 1.13 shows that relative mobility results are robust to this

change, while the gap in absolute mobility for children of the richest parents mechanically

increases from 65 to 77 log points.

Another issue in my data is lifecycle variation in income: namely, differences in the

variances of transitory earnings at different points in the lifecycle. Since the earnings profile

tends to flatten around age 40, realizations of income at ages that deviate too far from

this age are noisy measures of an individual’s true earnings potential. Specifically, Grawe

(2006) finds that earnings persistence estimates decrease by 50% when fathers are observed

at age 55 rather than age 40, and estimates increase with the age at which sons’ incomes

are measured. 25 Since my measure of income averages over multiple observations, I cannot

control for age in my regressions. However, I can repeat the analysis controlling for father’s

and son’s average age across income measurements. Table 1.20 reproduces columns (1) and

(7) from Tables 1.5 and 1.8 show that relative mobility results are largely robust to including

age controls, and reproducing Figures 1.5 and 1.9 with unadjusted incomes in Figure 1.14

shows that absolute mobility results are barely affected as well.

Next, I repeat the analysis on groups defined by sector of work (agricultural or non-

agricultural) rather than location. Table 1.21 replicates Columns (1) and (5) from Table 1.5

and reveals that that IGE for agricultural workers is higher than that for non-agricultural

25Haider and Solon (2006) also demonstrate that IV estimates are likely downward-biased if children’s
incomes are measured under age 40 and fathers’ incomes over age 40. My main results are not IV estimates,
so I omit them from my analysis.

49



Figure 1.14: Absolute Mobility: Age Controls

(a) Rural vs. Urban Children

(b) Rural-to-Urban Migration

workers, though the difference is not statistically significant. Given that agricultural work

strongly correlates with rural children, this result is somewhat surprising in that it reflects

the reverse of the observed relationship between urban and rural relative mobility. If the

difference does indeed exist, it is not immediately clear what causes it. Another peculiar

result is that parent’s income is still significant for agricultural workers even after controlling

for father’s and son’s education and father’s sector. This could potentially explained by the

physical nature of agricultural work, which would diminish the effect of education conditional

on parent’s income and make income highly dependent on the capacity of an individual

to produce output. Then, if children produce on land inherited from their parents, then

parent’s income could have a strong effect as a proxy for the scale of the child’s agricultural

operation. This explanation is pure speculation, but since working (and staying) in the

agricultural sector does not condition on childhood conditions, it is beyond the scope of

a study on intergenerational mobility and is left for future work. Figure 1.15 shows that
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Figure 1.15: Absolute Mobility: Non-Agricultural vs. Agricultural

differences in non-agricultural and agricultural absolute mobility are slightly larger than

urban and rural differences, though the pattern is consistent with differences between always

urban and always rural children in Figure 1.9. Controlling for education mostly shrinks the

gap at the top of the distribution just as it does for urban and rural children.

Finally, I adjust my income calculations to account for incomes earned between 1997 -

2000, which are likely lower in response to the Indonesian financial crisis in August 1997.

In 1997, Indonesia fell into a financial crisis after the rupiah’s value was allowed to float.

The rupiah to dollar exchange rate preceding the crisis was 2,600 rupiah to $1 US. By

mid-1998, this had ballooned to over 14,000:1. The economy had largely recovered by 2000

and has since sustained 4-6% growth during the 2000s. The financial crisis introduces a

particular challenge in measuring income in my sample as incomes measured between 1997

- 2000 are likely depressed due to the financial crisis. Since each individual earns income in

different years, those with incomes measured in those years would then have mechanically

lower incomes that would bias my results. To address this, I repeat the analysis using two

methods. First, I add year dummies for both fathers and sons (separately) to the specification

that are equal to 1 if the individual’s average income includes income from that year, and 0 if

not. Second, I calculate an alternative measure of income by dropping income between years

1997 - 2000. Table 1.22 below reproduces columns (1) and (7) of Tables 1.5 and 1.8 with these

two alternative specifications along with the baseline regression for comparison. Results are

largely robust to these alternative specifications. In particular, the relative comparisons of

relative mobility for urban and rural subsamples remain the same.
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1.6 Conclusion

In this paper, I use representative panel survey data from the IFLS to analyze intergenera-

tional mobility in Indonesia and the factors that affect it. My results show that parent-child

income persistence is relatively low compared to other countries, both developing and de-

veloped. I find suggestive evidence that income persistence is not driven through a direct

mechanism from parent’s income to children’s income, but rather through its effects on inter-

mediate channels such as children’s education and work sector. While the difference in IGE

for urban and rural children is not statistically significant, alternative specifications suggest

that rural children could exhibit less persistent income mobility than urban children. This

appears to be driven by a stronger relationship for urban children between parent’s income

and child’s education, and subsequently, child’s education and child’s income.

While rural children exhibit better relative mobility than urban children, urban children

are still expected to earn higher incomes conditional on parent income across most of the

parent income distribution. This is particularly true for urban children raised by rich parents,

as the gap in expected income grows to 35 log points for children of the richest parents. Most

of this can be explained by selection, as controlling for education shrinks this gap to 6 log

points. Separating rural children into rural-to-urban migrants and always rural individuals

reveals additional findings about the effect of childhood circumstances. First, about half

of upward mobility for rural children can be associated with migration to urban areas as

opposed to earning higher incomes in rural areas. Second, children who migrate earn incomes

comparable to children growing up in rural areas. After controlling for these observables,

migrants still compare favorably to children in either location type, especially at the bottom

of the income distribution.

Contrary to previous findings in developed countries and indirectly related work in de-

veloping countries, I find no neighborhood effects for children growing up in either location.

Most of the difference between urban and rural children can be explained by selection, and

migrants growing up in rural areas and working as adults in urban areas fare just as well

(if not better) than children growing up and working in urban areas. This occurs despite

apparent differences in metrics of public school quality.

While results appear to be robust to adjustments, such as those to address measurement

error and attenuation, the data is still limited by a somewhat small sample size compared

to previous studies in developed countries. In particular, more precise estimates of IGE for

rural and urban children could reveal a statistically significant difference that could help

us understand the true nature of intergenerational mobility in these areas. Future work
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incorporating upcoming waves of the IFLS could improve precision as well as shed light on

whether patterns of persistence change over time.

Despite the fact that Indonesia is a developing country with a large poor population,

children appear to exhibit strong relative mobility and are unlikely to fall into intergenera-

tional poverty traps. Given that these findings somewhat diverge from previous estimates of

relative mobility in developing countries, it is certainly possible that Indonesia is an outlier

among them. Moreover, the channels diverge from mechanisms previously established in

developed countries. These discrepancies demonstrate that intergenerational mobility in a

developing country as a complex and interesting question, potentially unique to conditions

within each country. The dearth of literature hopefully encourages future work in the area,

which can help reveal areas of need for policy intervention targeting childhood circumstances

and engender economic opportunities for the world’s most vulnerable children.
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Table 1.9: Determinants of Child Observables: Urban vs. Rural Children

Variable (1) (2) (3) (4) (5)
Father’s Education 0.468*** 0.397*** 0.447*** 0.399***

(0.019) (0.024) (0.022) (0.027)
Log(Parent Income) 1.841*** 0.760*** 0.562***

(0.130) (0.143) (0.165)
Father Agricultural -1.686*** -1.441***

(0.357) (0.366)
R2 0.265 0.141 0.283 0.316 0.325
N 1375 1400 1375 1025 1025

(a) Child’s Education (Urban)

Variable (1) (2) (3) (4) (5)
Father Agricultural 0.181*** 0.167*** 0.139*** 0.139***

(0.009) (0.011) (0.010) (0.011)
Log(Parent Income) -0.046*** -0.015 0.001

(0.009) (0.008) (0.008)
Father’s Education -0.009*** -0.009***

(0.002) (0.002)
N 910 1219 910 909 909

(b) Child Agricultural (Average Marginal Effects, Urban)

Variable (1) (2) (3) (4) (5)
Father’s Education 0.442*** 0.381*** 0.408*** 0.367***

(0.023) (0.025) (0.029) (0.031)
Log(Parent Income) 1.205*** 0.660*** 0.581***

(0.107) (0.111) (0.135)
Father Agricultural -0.632 -0.221

(0.324) (0.337)
R2 0.168 0.081 0.190 0.149 0.166
N 1508 1547 1508 1008 1008

(c) Child’s Education (Rural)

Variable (1) (2) (3) (4) (5)
Father Agricultural 0.688*** 0.661*** 0.649*** 0.639***

(0.072) (0.077) (0.072) (0.075)
Log(Parent Income) -0.108*** -0.030 -0.014

(0.015) (0.018) (0.019)
Father’s Education -0.018*** -0.017***

(0.005) (0.005)
N 652 1006 652 646 646

(d) Child Agricultural (Average Marginal Effects, Rural)
Standard errors in parentheses. *=.05, **=.01, *** = .001.
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Table 1.10: Mincer Regressions for Urban and Rural

Variable Urban Rural Difference
Years of Education 0.067*** 0.054*** 0.013*

(0.004) (0.005) (0.007)
Age 0.286*** 0.265*** 0.021

(0.018) (0.025) (0.030)
Age Squared -0.004*** -0.003*** -.000

(0.000) (0.000) (0.000)
N 5,375 3,762
R2 0.186 0.158

(a) Mincer Regressions for Urban and Rural

Variable Non-Agricultural Agricultural Difference
Years of Education 0.065*** 0.043*** 0.022**

(0.004) (0.008) (0.009)
Age 0.329*** 0.208*** 0.121***

(0.019) (0.029) (0.034)
Age Squared -0.004*** -0.003*** -.002**

(0.000) (0.000) (0.001)
N 6,282 1,795
R2 0.202 0.096

(b) Mincer Regressions for Non-Agricultural and Agricultural
Standard errors in parentheses. *=.05, **=.01, *** = .001. Results come
from repeated cross-section instead of panel data to avoid issues with ages
changing across the panel. Individuals could appear more than once if they
work multiple times during the survey.

Table 1.11: Expected Daily Childhood Income for Given Parent
Income ($US PPP)

Parent Income
Poverty ($1.90/day) Middle Class ($10/day)

Full Sample* 4.40 6.65
Rural 4.45 5.82
Urban 4.76 7.16

*Values for the full sample are only mechanically related to rela-
tive mobility but are provided for reference.
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Table 1.12: Selection into Migration

Rural (Stayer) Rural-to-Urban Migrant Difference Urban
Parent Income ($US PPP) 3289 3705 416* 6077

(226)
Years of Education (Parent) 4.96 6.06 1.09** 8.27

(.204)
Years of Education 8.78 10.65 1.87** 11.82

(.214)
Agricultural (Parent) .897 .729 -.168** .140

(.023)
Agricultural .628 .137 -.492** .075

(.027)

Table 1.13: Measures of School Quality: Rural vs. Urban

Year
1993 1997 2000 2007 2014

School Level Variable Rural Urban Rural Urban Rural Urban Rural Urban Rural Urban
Elementary Student-Teacher Ratio 36.9 41.0 25.3 23.6 26.7 8.4 12.8 19.9 15.0 20.3

Teacher Salary ($US PPP) 3748 4200 4852 4768 5394 5488 5667 6915 6237 7506
Hours Teaching 33.9 31.4 29.3 27.3 31.8 30.9 30.2 31.1 29.2 31.9
Need More Classrooms (%) 52.1 52.2 47.3 47.9 63.4 56.1 48.3 60.3
College-Educated Teacher (%)* 12.7 29.4 44.8 64.1 42.5 47.5 63.7 78.6 87.8 95.1

Junior High Student-Teacher Ratio 21.9 32.9 16.3 18.2 16.1 17 13.3 14.9 12.1 16.2
Teacher Salary ($US PPP) 2479 3253 2746 3650 2965 3965 7243 6963 6684 7402
Hours Teaching 22.5 24.9 20.9 22 21.7 23.6 25.4 28.8 26.4 32.2
Need More Classrooms (%) 73.2 66.6 71.7 57.8 68.5 60.1 75.5 69.1
College-Educated Teacher (%)* 82.6 95.2 89.5 97.4 85.9 92.0 86.5 93.7 97.1 98.9

Senior High Student-Teacher Ratio 26.7 32.4 13.7 15.4 12.3 16.2 10.4 10.9 11.1 13.9
Teacher Salary ($US PPP) 2631 3304 3037 3848 3266 3880 3178 5595 3335 7930
Hours Teaching 21.6 27.8 19.7 21.5 21.8 22.7 25.5 30 27.6 33
Need More Classrooms (%) 73.3 70.9 69.8 64.8 74.6 66.9 74.9 72.6
College-Educated Teacher (%)* 98.1 98.7 98.6 99.7 92.6 96.6 93.5 97.7 98.1 98.8

*Includes graduating from a teaching college
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Table 1.14: Nonlinearities in IGE

Percentile Range Estimate Percentile Estimate
≤ 50 .266*** 10 .181

(.072) 25 .233
>50 .195** 50 .284

(.072) 75 .287
10 —50 .326*** 90 .234

(.097)
50 —90 .249

(.131)
10 —90 .306***

(.043)
10 —100 .276***

(.034)
0 —90 .272**

(.038)

* = .05, ** = .01, *** = .001. Standard errors in parentheses.
Percentile range estimates come from IGE regressions using par-
ents in the corresponding percentile bracket (Mazumder (2005)).
Percentile point estimates use a fourth-order polynomial in
Log(Father’s Income) to measure IGE at different points along
the parent income distribution (Bratsberg et al. (2007)).

Table 1.15: Access to and Usage of Financial Institutions

Child Income
Quartile

Access to
Borrowing

Access to
Formal Banking

Borrowed
Succesfully

Rejected from
Borrowing

Amount Borrowed
(2007) (US PPP)

Amount Borrowed
(2014) (US PPP)

1 .96 .82 .98 .13 1568 1605
2 .96 .85 .97 .10 2392 2876
3 .97 .87 .96 .10 3234 3400
4 .99 .93 .95 .09 7759 9994
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Table 1.16: IGE: Nonlinearities, Urban. vs. Rural

Parent Percentile(s) Urban Rural Difference Percentile Urban Rural
≤ 50 .176* .146 .031 10 .264 .061

(.087) (.097) (.131) 25 .258 .224
>50 .260** -.099 .359 50 .246 .279

(.099) (.205) (.228) 75 .252 .139
10—50 .082 .333* -.251 90 .285 -.164

(.126) (.143) (.191)
50—90 .185 .022 .163

(.190) (.282) (.340)
10—90 .240*** .284*** -.044

(.065) (.085) (.107)
10—100 .263*** .219** .044

(.048) (.076) (.090)
0—90 .239*** .186** .053

(.052) (.02) (.081)

* = .05, ** = .01, *** = .001. Standard errors in parentheses when applicable. Urban and rural
percentiles based on economy-wide, not subsample, percentiles. The first four estimates run
IGE regressions on subsamples of data. All others use a fourth-order polynomial in Log(Father’s
Income) to measure IGE at different points along the parent income distribution.
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Table 1.17: IGE vs. Rank-Rank

Panel A: No Controls
Full Sample: IGE Full Sample: RR Rural: IGE Rural: RR Urban: IGE Urban: RR

Log(Parent Income) 0.259*** 0.162** 0.256***
(0.031) (0.057) (0.041)

Parent Income Percentile 0.268*** 0.218*** 0.290***
(0.015) (0.028) (0.028)

R2 0.028 0.072 0.009 0.041 0.023 0.069
N 4125 4125 1553 1553 1419 1419

Panel B: Full Controls
Full Sample: IGE Full Sample: RR Rural: IGE Rural: RR Urban: IGE Urban: RR

Log(Parent Income) 0.115 0.049 0.075
(0.061) (0.075) (0.060)

Parent Income Percentile 0.128*** 0.097* 0.127**
(0.026) (0.045) (0.041)

Father’s Education 0.007 0.259 0.022 0.353 0.009 0.316
(0.008) (0.160) (0.015) (0.306) (0.011) (0.239)

Father Agricultural -0.021 0.802 -0.049 1.977 0.069 -0.948
(0.089) (1.659) (0.157) (3.140) (0.122) (3.392)

Son’s Education 0.062*** 1.792*** 0.068*** 1.822*** 0.080*** 2.125***
(0.009) (0.160) (0.015) (0.261) (0.013) (0.264)

Son Agricultural -0.353** -8.238*** -0.334* -10.593*** -0.109 -3.477
(0.109) (1.855) (0.153) (2.497) (0.168) (4.154)

R2 0.093 0.187 0.081 0.177 0.072 0.177
N 2070 2070 646 646 908 908

Standard errors in parentheses. IGE uses log income; RR measures the
rank-rank slope

Table 1.18: Rank-Rank: Ranks within Distribution

Rural: Baseline Rural: Within Urban: Baseline Urban: Within
Parent Income Percentile 0.218*** 0.199*** 0.290*** 0.276***

(0.028) (0.025) (0.028) (0.025)
R2 0.041 0.040 0.069 0.076
N 1553 1553 1419 1419

Standard errors in parentheses. “Within” uses income distribution within rural and urban subsamples.

Table 1.19: IGE with Unadjusted Income

Full Sample Rural Urban Full Sample Rural Urban
Log(Parent Income) 0.267*** 0.161** 0.236*** 0.098 0.053 0.083

(0.030) (0.054) (0.044) (0.055) (0.075) (0.063)
Edu/Sector Controls No No No Yes Yes Yes
R2 0.033 0.009 0.022 0.111 0.097 0.082
N 4125 1553 1419 2070 646 908

Standard errors in parentheses.
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Table 1.20: IGE with Parent and Child Age Controls

Full Sample Rural Urban Full Sample Rural Urban
Log(Parent Income) 0.254*** 0.168** 0.259*** 0.092 0.057 0.059

(0.031) (0.061) (0.043) (0.060) (0.079) (0.060)
Edu/Sector Controls No No No Yes Yes Yes
R2 0.036 0.016 0.030 0.106 0.094 0.080
N 4113 1550 1416 2063 643 906

Standard errors in parentheses.

Table 1.21: Agricultural vs. Non-Agricultural

Non-Agricultural Agricultural Difference Non-Agricultural Agricultural
Log(Parent Income) 0.196*** 0.280*** 0.084 0.032 0.274***

(0.030) (0.060) (0.095) (0.044) (0.073)
Edu/Father’s Sector Controls No No No Yes Yes
R2 0.017 0.031 0.064 0.043
N 2372 682 1581 489

Table 1.22: IGE with Controls, Adjusting for Financial Crisis

Full Sample
Baseline Yr Dummies Ex. 1997 - 2000 Baseline Yr Dummies Ex. 1997 - 2000

Log(Parent Income) 0.259*** 0.279*** 0.190*** 0.115 0.109 0.024
(0.031) (0.031) (0.026) (0.061) (0.059) (0.042)

Year Dummies No Yes No No Yes No
Edu/Sector Controls No No No Yes Yes Yes
R2 0.028 0.066 0.017 0.093 0.137 0.086
N 4125 4125 3950 2070 2070 2014

Urban
Baseline Yr Dummies Ex. 1997 - 2000 Baseline Yr Dummies Ex. 1997 - 2000

Log(Parent Income) 0.256*** 0.288*** 0.210*** 0.075 0.102 0.038
(0.041) (0.045) (0.042) (0.060) (0.064) (0.057)

Year Dummies No Yes No No Yes No
Edu/Sector Controls No No No Yes Yes Yes
R2 0.023 0.055 0.018 0.072 0.101 0.068
N 1419 1419 1390 908 908 897

Rural
Baseline Yr Dummies Ex. 1997 - 2000 Baseline Yr Dummies Ex. 1997 - 2000

Log(Parent Income) 0.162** 0.162** 0.125* 0.049 0.024 0.044
(0.057) (0.060) (0.053) (0.075) (0.075) (0.067)

Year Dummies No Yes No No Yes No
Edu/Sector Controls No No No Yes Yes Yes
R2 0.009 0.042 0.006 0.081 0.155 0.074
N 1553 1553 1533 646 646 640

Standard errors in parentheses.
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Appendix

Table 1.A.1: Gini Estimates by Country

Country Year Gini Estimate
Ukraine 2018 26.1
Iceland 2015 26.8
Norway 2017 27.0
Belgium 2017 27.4
Finland 2017 27.4
Netherlands 2017 28.5
Denmark 2017 28.7
Sweden 2017 28.8
Poland 2017 29.7
France 2017 31.6
Germany 2016 31.9
Switzerland 2017 32.7
Portugal 2017 33.8
Canada 2013 33.8
Greece 2017 34.4
Australia 2014 34.4
Spain 2017 34.7
United Kingdom 2016 34.8
Luxembourg 2017 34.9
Italy 2017 35.9
Romania 2017 36.0
Serbia 2017 36.2
Russian Federation 2018 37.5
United States 2016 41.4
Turkey 2018 41.9
Mexico 2018 45.4

Country Year Gini Estimate
Myanmar 2017 30.7
Egypt, Arab Rep. 2017 31.5
Korea, Rep. 2012 31.6
Bangladesh 2016 32.4
Japan 2013 32.9
Vietnam 2018 35.7
Lao PDR 2012 36.4
Thailand 2018 36.4
India 2011 37.8
China 2016 38.5
Burundi 2013 38.6
Indonesia 2018 39.0
Uruguay 2018 39.7
Sri Lanka 2016 39.8
Senegal 2011 40.3
Iran, Islamic Rep. 2017 40.8
Malaysia 2015 41.0
Argentina 2018 41.4
Madagascar 2012 42.6
Peru 2018 42.8
Uganda 2016 42.8
Philippines 2015 44.4
Chile 2017 44.4
Venezuela, RB 2006 46.9
Colombia 2018 50.4
Brazil 2018 53.9
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1.A.1 Discussion of Empirics (adapted from Mazumder (2005))

Recall equations (3) - (5), which define the framework for transitory fluctuations in income

(Friedman (1957)):

yi,p,s = yi,p + ei,p,s (3)

yi,c,t = yi,c + ei,c,t (4)

ei,p,s = ρei,p,s−1 + ξi,s (5)

as well as equation (1), the regression for IGE:

yi,c = α + βyi,p + εi (1)

where yi,p,s denotes parent’s earnings in year s and yi,c,t denotes child’s earnings in year t.

Both consist of a permanent income component (yi,p and yi,c for parent and child, respec-

tively) and a transitory shock to earnings (ei,p,s and ei,c,t). Obtaining a consistent estimate

for β in Equation (1) relies on obtaining an accurate measure of parent’s permanent income

yi,p. In practice, researchers approximate yi,p by averaging income over a number of years T

to minimize these shocks:

plimβ̂ = βλT

where

λT =
σ2
yp

σ2
yp +

1
T
ασ2

ep

and

α = 1 + 2ρ
T − 1−ρT

1−ρ

T (1− ρ)
(6)

Thus, the estimate is attenuated by a factor of λT , also called the “reliability ratio.”

When ρ = 0 (or no serial correlation in the error term), increasing T decreases the influence

of the variance of the transitory error term. However, in the presence of serial correlation,
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λT becomes much more complicated in response to changes in T . Mazumder (2005) simu-

lates attenuation coefficients for various parameterizations of ρ and finds that for fixed ρ,

increasing T decreases the amount of attenuation. He finds that for ρ = .5 and a reasonable

parameterizations of variances, a 5-year average of fathers’ earnings would cause esatimtes

of β to be downwardly biased by approximately 30%. However, he also notes that the equa-

tions may not provide a sufficient framework for the earnings process. For more details, see

Mazumder (2005).

1.A.2 Rank-Rank Mobility Estimates using Within-Region In-

come Distributions

In this subsection, we repeat the rank-rank regressions defining income percentile ranks

within rural and urban subpopulations instead of the national income distribution. Results

are similar in absolute and relative magnitude to the rank-rank results presented in Table 1.8:

mobility is higher for children growing up in rural areas.

Table 1.A.2: Urban and Rural Estimates of Rank-Rank Mobility: Within-Sample

Measure Urban Rural Difference
Rank-rank .276*** .199*** .077*

(.025) (.025) (.036)
Rank-rank: 10th − 90th .245*** .256*** -.011

(.035) (.034) (.049)
IGE: IV .571*** .512*** .049†

(.052) (.069) -

Standard errors in parentheses. *=.05, **=.01, *** = .001.
† The limiting distribution of this comparison is χ2(1), and the
χ2-statistic is .45 with a corresponding p-value of .501.

1.A.3 Full Survey Results: Gender Differences

In this section, I repeat some of the baseline analysis for the full survey, including daughters in

addition to sons. Below, Tables 1.A.3—1.A.5 reproduce Tables 1.4, 1.5, and 1.7, respectively.

A few patterns emerge from comparing Tables 1.5 and 1.A.4: coefficients on parent income

and father’s education are higher for the full sample than for the subsample of sons in columns

(1) and (7), respectively. This suggests that daughter’s incomes are more dependent on

father’s income and education than son’s income, driving the coefficients upward; in fact, a

regression of daughter’s log income on father’s log income yields an IGE of .354.
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Table 1.A.3: Full Sample Estimates of Relative Mobility

Measure Value N
IGE .289*** 7,974

(.021)
IGE: 10th − 90th .389*** 6,379

(.033)
IGE: 2 or more observations .265*** 3,262

(.019)
Rank-rank .272*** 7,974

(.011)
Rank-rank: 10th − 90th .271*** 6,379

(.015)
IGE: IV .622*** 7,576

(.039)
Education .521*** 7,504

(.008)

Standard errors in parentheses. *=.05, **=.01,
*** = .001.

Table 1.A.4: Full Sample IGE with Controls

Variable (1) (2) (3) (4) (5) (6) (7)
Log(Parent Income) 0.295*** 0.169*** 0.218*** 0.133*** 0.077** 0.128*** 0.078*

(0.020) (0.023) (0.026) (0.030) (0.029) (0.032) (0.033)
Father’s Education 0.055*** 0.051*** 0.022*** 0.050*** 0.022***

(0.005) (0.006) (0.006) (0.006) (0.006)
Father Agricultural -0.490*** -0.375*** -0.323*** -0.209** -0.229***

(0.052) (0.052) (0.052) (0.068) (0.067)
Child’s Education 0.072*** 0.072***

(0.006) (0.007)
Child Agricultural -0.580*** -0.390***

(0.100) (0.101)
R2 0.033 0.047 0.052 0.065 0.089 0.087 0.108
N 7974 7576 5314 5287 5235 4192 4187

Standard errors in parentheses. *=.05, **=.01, *** = .001.

Table 1.A.5 reveals a similar pattern, particularly for children growing up in urban areas.

The IGE for women growing up in urban areas is .345, relative to .169 for women growing up

in rural areas. The corresponding female urban and rural rank-rank mobility estimates are

.309 and .194, respectively. Moreover, the gaps between urban and rural mobility estimates

using the full sample are statistically significant, which is not a feature when using sons

alone. This suggests that in particular, women growing up in urban areas exhibit higher

intergenerational income persistence and lower mobility.
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Table 1.A.5: Full Sample Urban and Rural Estimates of Relative Mobility

Measure Urban Rural Difference
IGE .345** .169** .176**

(.034) (.040) (.053)
IGE: 10th − 90th .424** .323*** .101

(.059) (.066) (.088)
IGE: 2 or more observations .298** .191*** .142**

(.035) (.033) (.060)
Rank-rank .309** .194*** .114***

(.021) (.020) (.029)
Rank-rank: 10th − 90th .308** .241*** .067

(.027) (.027) (.038)
IGE: IV .745*** .590*** .155†

(.076) (.100) -
Education .466** .464*** .002

(.014) (.016) (.021)

Standard errors in parentheses. *=.05, **=.01, *** = .001.
† The limiting distribution of this comparison is χ2(1), and the χ2-statistic
is 1.53 with a corresponding p-value of .217.

There could be various explanations for this finding. In developing countries, low female

labor force participation is often driven by economic and social factors such as educational

attainment and social norms. Daughters especially in higher-income households likely en-

joy substantially better educational opportunities and may face less social pressure with

high-achieving parents who serve as role models, which would significantly increase their

probability of working. We leave further exploration of the mechanisms to future work.

1.A.4 Contribution of Agricultural Sector to IGE

Suppose the “true” models of income for urban children (yu,c) and rural children (yr,c),

respectively, are:

yu,c = a0 + a1educ + ε1 (Urban)

yr,c = b0 + b1educ + b2agc + ε2 (Rural)

where educ is child’s education, agc is child’s agricultural status, and yu,c and yr,c are urban

and rural child’s incomes, respectively. The variables are chosen based on the significant
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variables in each respective regression from Table 1.8 Panels A and B, Column (7). 26 I then

run the IGE regressions:

yu,c = c0 + c1yu,p + u1 (Urban)

yr,c = d0 + d1yr,p + u2 (Rural)

where yu,p and yr,p denote urban and rural parent’s incomes, respectively. The IGE coeffi-

cients c1 and d1 are then given by:

c1 =
cov(yu,c, yu,p)

var(yu,p)
(Urban)

=
a1cov(educ, yu,p) + cov(ε1, yu,p)

var(yu,p)

d1 =
cov(yr,c, yr,p)

var(yr,p)
(Rural)

=
b1cov(educ, yr,p) + b2cov(agc, yr,p) + cov(ε2, yu,p)

var(yr,p)

where cov(.,.) and var(.) are the covariance and variance functions, respectively.

26While these are not the true models of income, using this framework can help us understand how each
component contributes to IGE.
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Chapter 2

Intergenerational Mobility Effects of

Region-Based Education and

Migration Policies in China

2.1 Introduction

Understanding the mechanisms of intergenerational income mobility and inequality has long

been a question of interest for economists. Previous literature has found childhood loca-

tion to be a key factor, having substantial impacts on future social mobility and income.

(Benabou (1993), Fernandez and Rogerson (1996, 1998), Chetty et al. (2014b), Eckert and

Kleineberg (2021)). There are many channels underlying this relationship, with location-

based government policies often serving as a primary factor. Many countries employ policies

that generate dispersion in regional opportunity, which can have drastic consequences for

inequality and intergenerational mobility. While most previous work studying this connec-

tion has focused on developed countries, higher incidence of poverty in developing countries

makes it a compelling topic in low-income contexts, as low mobility implies that children

born in poverty tend to stay in poverty as adults. It is thus especially important to evaluate

the role and impact of regional policies on promoting social mobility and reducing inequality

in developing countries.

China represents an ideal economic and institutional setting to study this question. Its

rapid growth over the past 40 years has given rise to prosperous cities and lifted many out

of poverty, but has also been accompanied by substantial increases in regional inequality

(Kanbur and Zhang (2005), Xu (2011), Zhang and Zou (2012)). Three region-based policies

67



have potentially contributed to this outcome. First, public K-12 education spending is de-

centralized to local governments, with the amount of spending in each province coming from

local government revenue and community contributions. Second, the central government

(specifically, the Ministry of Education) dictates the number of students from each province

who are admitted to public colleges in China. Third, China’s Hukou, or residential permit,

system requires individuals to obtain a local provincial Hukou in order to access key public

resources such as health care, public schooling, subsidized housing markets, social pension,

and other important provisions; individuals can and often do migrate without a Hukou, but

cannot access these resources.

Each of the policies affects the opportunities available to children based on birth location.

Children born in richer regions receive higher levels of per-student spending on K-12 public

education and receive larger allocations of seats at public colleges relative to the number

of applicants in the province. The Hukou system limits migration, especially from rural to

urban areas, by imposing substantial moving costs for potential migrants. Children born

in low-income areas with lower-quality public and private resources thus not only face in-

equities in the quality of opportunities available to them at birth, but also cannot access

opportunities in better-resourced regions through parental migration. These policies gen-

erate intergenerational persistence in education and location, leading to intergenerational

persistence in income.

To study the impacts of these policies, we build a two-province heterogeneous-agent model

of overlapping generations that captures key features of the Chinese institutional context

and use it to evaluate the effects of the country’s public education and migration policies

on aggregate outcomes such as per capita income, inequality, intergenerational mobility, and

welfare, as well as individual outcomes such as education, individual earnings, and migration.

To do this, we first aggregate individual- and province-level data on college admissions,

income, and migration across rich and poor provinces to generate an “aggregate rich” and

an “aggregate poor” province. Second, we calibrate the model’s steady state to match key

features of the aggregated provinces. Finally, we use the calibrated model to carry out

several counterfactual experiments to understand how China’s institutional setting impacts

the outcomes of interest.

We conduct four policy experiments, which we call “Hukou,” “Public Spending,” “Merit,”

and “Equity.” The Hukou policy lifts Hukou migration costs, removing a longstanding barrier

to regional migration in China. This allows individuals to move freely from the poor to the

rich province with full access to public resources and housing markets, improving efficiency

68



in sorting across locations. The Public Spending counterfactual equalizes per-student public

spending across provinces, eliminating quality differences in childhood education.

Equity and Merit modify provincial college seat allocations, holding total seats fixed. In

Equity, each province sends an equal proportion of children to each tier of college, improving

college opportunities for children in the poor province. In Merit, students with the highest

level of pre-college human capital are assigned seats at the top college with seats available

regardless of birth region, effectively removing the provincial aspect of college allocations.

The policies interact, with education policies determine the level of opportunity within

regions, and the Hukou policy determines who can take advantage of these opportunities.

Together, they contribute to a widely-held notion that rural, low-income families have few

options for upward mobility, leading to criticism and social unrest. While the Hukou system

has been somewhat relaxed in recent years, significant obstacles remain: in June 2022,

Shanghai eased Hukou requirements by waiving social pension payments for graduates of

the world’s top 50 universities.1 Still, the situation leaves scope for further adjustments,

motivating the analysis using our model.

We estimate the policy effects on long-run, steady state outcomes as well as short-term

effects on a fixed population (namely, the baseline steady state). The former exercise exam-

ines aggregate effects on the entire population while the latter allows us to identify effects

on interesting subgroups of the population (e.g. regional populations or income quartiles)

without encountering selection issues regarding differences in regional compositions of human

capital or income between counterfactual steady states.

For the remainder of the paper, we express welfare changes in terms of the compensating

consumption equivalent as a percentage of baseline consumption.2 We find that the Hukou

and Public Spending counterfactual policies have significant effects on spatial distributions

of income and education, intergenerational mobility, and welfare in the steady state. We

observe that lifting Hukou migration restrictions decreases steady state inequality by 3.7%

and intergenerational elasticity by 4.2%, increases population size in the rich province, and

produces overall welfare gains of 8%. We also find that short-run impacts on children vary

across regions and parental income quartiles. The policy increases average welfare by 14.1%

for children born in the poor province and decreases welfare by 2.2% in the rich province,

with children born to higher-income parents in the rich region particularly worse off. Even

though the policy lifts migration costs, the primary short-term beneficiaries in the short

term are not migrants themselves, but rather individuals who do not migrate: welfare in

1Chen (2022)
2We describe this computation in more detail in the Policy Evaluation section.

69



poor regions increases from the option value of unrestricted migration and lower housing

prices after net outflow of migration.

Equalizing regional per-student public spending decreases steady state intergenerational

persistence by 6.7%, produces overall welfare gains of 3.7%, and increases population size

in the poor province. As expected, the policy benefits almost all children born in the poor

province and harms almost all children born in the rich province, increasing welfare in the

poor province by 14.5% and decreasing welfare in the rich province by 12.9%. We find that

welfare gains in the poor province are driven by improved human capital accumulation and

less migration, while the only beneficiaries of the policy in the rich province are children whose

parents do not have a Hukou and thus cannot access the rich province’s public schooling.

Changing college allocations has modest effects on steady state inequality, intergenera-

tional elasticity, population size, and welfare, but has noticeable short-term impacts on the

distribution of college admissions for children born across quartiles of parent income. Under

the Merit counterfactual, we reallocate seats from the poor to the rich province, decreas-

ing (increasing) welfare in the poor (rich) province by 4.2% (9.4%) through lower (higher)

educational attainment and human capital. Under the Equity counterfactual, we reallocate

seats from the rich to the poor province, increasing welfare for those born in poor provinces

by 3.7% by providing better access to education. Interestingly, many children in the rich

province are also better off from this policy as a smaller college allocation incentivizes greater

parental investment into children’s human capital by raising standards for college admission

from the rich province. For both of these allocations, effects are most concentrated among

children of higher-income parents who are most likely to have educational attainment out-

comes improved or worsened by the policy.

Previous Literature

Our work follows several strands of related literature. First, we build on an extensive body

of work using overlapping-generations models to study intergenerational outcomes and the

income distribution, beginning with the seminal works of Becker and Tomes (1979, 1986)

and Loury (1981). Later work augments these models with spatial equilibria and various

public school finance policies. Durlauf (1996) develops a theory of income inequality driven

by endogenous selection into neighborhoods. Fernandez and Rogerson (1996, 1998) and

Bénabou (2002) add public education expenditure policy to this theory and find that redis-

tributive policies can improve outcomes for poor communities as well as steady-state income

and welfare for the overall population. Lee and Seshadri (2019) build a model with multiple

stages of human capital investment across the parent’s and child’s life cycle, identifying the
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importance of early childhood investments (when parents are most likely to face borrowing

constraints) in the calibrated model. Their results suggest that education subsidies pro-

vided during early childhood have a significant effect on income persistence. In a similar

vein, Eckert and Kleineberg (2021) assess the spatial general equilibrium effects of equating

school funding, finding that positive effects on children’s education in low-skilled families

are attenuated by residential choices of those families toward locations with lower education

quality in general equilibrium. Zheng and Graham (2022) find that the use of property taxes

to fund public education engenders inequality and low intergenerational mobility, as low-

income households cannot afford to live in neighborhoods with high housing prices and their

corresponding high-quality schools. Kotera and Seshadri (2017) evaluate different education

funding program options across districts within states and conclude that funding programs

with more equal distributions of public school spending result in higher rank-rank intergener-

ational mobility. Notably, most of this literature centers around the United States and other

developed countries, with much less work on developing countries. Our work adapts various

features of previous models into our own, with China representing a unique institutional and

economic setting to study these types of policies.

Second, we contribute to the literature estimating economic effects of policies specific

to China, with the college admissions mechanism and Hukou policy attracting significant

attention. Yang (2020) and Guo et al. (2018) estimate effects of merit-based rather than

provincial quota-based college admissions. While they report dissenting conclusions on the

change in implied regional shares of the student body and income, both acknowledge the

role of college admissions in perpetuating regional inequality.

Previous studies of Hukou policy have focused on cross-sectional effects on migration,

urbanization, labor force composition, or regional income disparities (Whalley and Zhang

(2007); Bosker et al. (2012); Dreger and Zhang (2017); Wang et al. (2020); Dulleck et

al. (2020)). Our overlapping generations model brings a fresh perspective to examine the

intergenerational impacts of these policies, exploring an additional channel through which

the Hukou effects occur. Sieg et al. (2020) uses a model to estimate the effect of the Hukou

on migration and human capital development in a way similar to ours, but our framework

includes the college admissions mechanism and studies a broader set of policies and outcomes.

To our knowledge, our paper builds the richest model of China’s institutions that can quantify

both short- and long-term individual and economy-wide policy effects of college admissions

and Hukou policies on inequality and intergenerational mobility.

Third, we build on previous literature concerning intergenerational mobility in developing

countries. The question of intergenerational mobility has attracted significant attention, but
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has largely focused on developed countries (Chetty et al. (2014b,a), Solon (1999), Corak

(2013), Patrizio (2007); see Black and Devereux (2011) for a relatively recent list of refer-

ences). It is unclear whether these findings hold in developing countries, where different

existing income distributions and institutions could change the mechanisms underlying in-

come persistence. Hnatkovska et al. (2013) and Asher et al. (2018) studies the effect of the

caste system on mobility in India. Alesina et al. (2020) examines intergenerational mobility

in educational mobility across 27 countries in Africa, revealing that historical and geograph-

ical features had a substantial impact on mobility. Fan et al. (2021) and Yan and Deng

(2022) estimate the intergenerational elasticity in China and obtain a value of .41, which we

use as a target in our model. Our work builds a structural framework to better understand

the institutions and other channels underlying intergenerational mobility in China.

Finally, we contribute to literature studying the effects of college admissions policies on

income, welfare, and intergenerational mobility. One strand of this literature builds sim-

ilar overlapping-generations models to assess policy counterfactuals (Abbott et al. (2019),

Capelle (2020), Herskovic and Ramos (2019)). Abbott et al. (2019) conduct policy exper-

iments varying the size and nature of the federal grant program and loan limits, finding

increases in GDP and welfare attributed to status-quo federal aid along with greater gains

from potential aid expansion. Capelle (2020) similarly experiments with financial aid and

government transfers to colleges to study changes in welfare, inequality, and intergenera-

tional mobility. Herskovic and Ramos (2019) evaluate Affirmative Action college admissions

policies in Brazil, finding that these policies increase aggregate output and welfare while re-

ducing intergenerational elasticity. This literature also includes studies of centralized college

admissions systems, which are common in both developing and developed countries. These

studies are largely empirical, employing changes in college admissions mechanisms or specific

features of the existing mechanisms such as test score cutoffs to identify treatment effects.

Otero et al. (2021) finds that affirmative action in the centralized admissions system in Brazil

increased income for targeted students and decreased income for non-targeted students in

almost a one-to-one manner, increasing equity without affecting overall efficiency. Mari et al.

(2020) detect persistent effects on enrollment and elite formation from introducing a purely

meritocratic admissions system in Japan due to displacement of rural applicants by urban

applicants in higher education. We augment previous models with important characteristics

of the Chinese institutional setting; namely, we integrate location-based education spending,

college admissions, and Hukou policies to produce a unique framework for studying effects

of college admissions policies.
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Our paper proceeds as follows. Section 2 describes the institutional setting in China.

Section 3 details the model. Section 4 outlines the data sets used and the model calibration

process. Section 5 describes results of the model. Section 6 discusses the significance and

potential policy implications of our results and concludes.

2.2 Background

China’s economy and social structures have evolved significantly over the past 40 years,

largely guided by the central government’s planning and policy decisions. While the country

has developed into an economic powerhouse during this period, there have been fears that

growth has favored rich urban areas and left poor rural areas behind. Aforementioned

regional education and migration policies exacerbate the issue by producing inequities in

both levels of and access to opportunities and resources within a region, becoming a source

of social discontent within the country.

Location-based education policies influence the level of opportunity within a region. De-

centralized education spending causes K-12 public education funding in rich areas to be

higher than that in poor areas. Tsang (1996) provides a detailed account of China’s decen-

tralization of public education finance. In 1985, China reassigned responsibility for financing

of secondary education from the central government to lower-level governments.3 As a result,

poorer areas tend to have poorly-funded public schools. Figure 2.1 plots logged provincial

per-student K-12 public education spending against logged provincial GDP per capita, re-

vealing a clear positive relationship. The government has the capacity to mitigate gaps in

public education quality by providing categorical grants and education subsidies to poorer ar-

eas. However, efforts to reduce these inequities have been insufficient to eliminate persistent

gaps in educational quality.4

Moreover, the Ministry of Education allocates seats for admission to public colleges at the

provincial level. Students are assigned to schools based on their preferences and performance

on the Gaokao, or National College Entrance Exam (NCEE). The test varies by province, and

students with the highest scores on the NCEE within their respective province receive seats at

their top-choice schools until the school’s provincial quota is filled.5 Richer provinces receive

more seats proportional to the number of applicants at higher-quality colleges, particularly

3Financing for primary education was the responsibility of the provincial government.
4Using 1989 data for 29 regions, Tsang (1996) calculates the correlation between per capita gross regional

product with budgeted regional per-student primary and secondary education expenditures to be .9.
5The process of college seat allocation is detailed in the Appendix, but the mechanism itself is not

important to our paper.
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Figure 2.1: Provincial K - 12 Per-Student Public Spending vs. GDP per Capita

4-year and elite colleges. Figure 2.2 plots the 4-year college attendance rate (relative to

the provincial age-18 population) against logged provincial GDP per capita, again showing

that richer provinces send a higher percentage of their students to 4-year colleges. This is

especially pertinent in China, where a cultural emphasis on higher education as a signal of

both productivity and social status produces a strong correlation between an individual’s

schooling and his or her future success.

Previous literature (Yang (2020); Loyalka et al. (2017)) studying the efficiency of the

allocation mechanism (in terms of allocating students with the highest human capital to

the best schools) finds mixed results. Our model aligns with Yang (2020) in that eliminat-

ing provincial quotas provides more seats to richer regions; in other words, the “marginal

student” (the lowest-skilled student admitted to a college) from a rich province has higher

human capital than the marginal student from a poor province.6

China’s Hukou, or residential permit, policy institutes barriers to migration into richer

provinces, particularly from rural to urban regions. The Hukou system was originally insti-

tuted in 1958 to maintain a large rural workforce and curb urban population growth. Though

the system is not as strict as it once was, it still continues to restrict rural-to-urban migration

6We note that development of pre-college human capital includes the effects of childhood conditions on
cognitive development, which could explain the gap between the rich province’s and the poor province’s
marginal student. This creates a challenge in defining the “fair” allocation of seats across provinces; for this
reason, we describe the mechanism in terms of efficiency instead of fairness.
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Figure 2.2: 4-year College Enrollment vs. GDP per Capita

today: individuals must possess a local Hukou to access the province’s college allocation,

K-12 public schooling, social insurance, subsidized housing markets, healthcare, and other

key public provisions. Obtaining a Hukou in a desirable location is difficult and costly, often

requiring some combination of employer sponsorship, a degree from a high-ranked college,

a government job, a “special talent,” and contribution into the region’s social pension sys-

tem for a number of years. This restricts access to better public resources and educational

opportunities for current and potential migrants and their children. The issue is prevalent

for a large portion of China’s population: rural migrant workers comprise 36% of the labor

force in China, with 60% of them long-distance migrants (China Labour Bulletin (2022)).

2.3 Model

In this section, we develop our spatial, heterogeneous-agent model with overlapping genera-

tions that characterizes salient features of the Chinese institutional setting. We use the model

to study effects of Chinese policies on inequality, intergenerational mobility, and welfare.

The basic setup of the model comes from the standard Becker and Tomes (1979) overlap-

ping generations framework. The economy is populated by a unit mass of dynastic house-

holds. Each household consists of two individuals, an adult and a child. Individuals live for
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two periods, one period as a child and one period as an adult, with each adult having one

child.

We augment the model with features that encapsulate China’s major regional policies.

Our model has two representative provinces (a “rich,” or high-productivity , and a “poor,”

or low-productivity, province) that differ in effective wages, housing costs, social security

benefits, public education spending levels, and schooling allocations. First, we model Hukou

restrictions by imposing migration costs on poor-to-rich migrants who did not attend the

elite college. Individuals are permitted to migrate across provinces without a Hukou, but

they receive lower wages, pay higher housing costs, and cannot access local social security

benefits, college allocations, or public schooling for their children.7

Second, we model educational policies. The rich province receives higher public education

spending, resulting in higher childhood education quality in the rich province. We model

regional college quotas by distinguishing three levels of educational attainment (high school,

four-year college, and tier-1, or elite, college), where the two colleges admit different shares

of children from each province. Each college’s provincial quota combined with the human

capital distribution in each province implies a human capital threshold for each province and

college, where students are admitted to a college if their pre-college human capital exceeds

the respective threshold for their households’ Hukou region.

In the following subsections, we detail how our model emulates the institutional setting

and describe each step in individual decision-making.

2.A.1 Adult Consumption and Investment Decisions

At the beginning of each period, each dynasty is characterized by five state variables: its

province (r ∈ {ℓ, h}, corresponding to the low-productivity and high-productivity province,

respectively), the effective human capital of the parent (H2), an idiosyncratic income shock

(ξy), an idiosyncratic preference shock for location (ξr), and Hukou status m ∈ {0, 1}, where
m = 0 denotes that the parent possesses the local Hukou. Migration decisions for the

child occur at the end of each period immediately before the child becomes an adult, so r

designates the region where the adult works and the household resides in the current period.

Adults earn labor income y given by:

7In reality, children of non-Hukou migrants either stay in their hometown with extended family (“left-
behind” children) or migrate with their parents. In the former case, previous literature has shown that that
left-behind children suffer worse human capital outcomes (Zhang et al. (2014)). In the latter case, children
typically cannot attend local public schools and instead attend private migrant schools, which are expensive
and lower quality than the public schools in the area. We abstract away from the difference and assume that
the two options are effectively the same in terms of human capital accumulation.
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y = w̄αrH2ξy,r (2.1)

where w̄ is the wage per unit of human capital, αr represents a provincial wage premium

(normalized to 1 for r = ℓ), and H2 is the adult’s human capital after college. The idiosyn-

cratic income shock ξy,r is realized before the current period but after the migration decision

in the previous period, and is lognormally distributed with mean 0 and standard deviation

σy,r. It is i.i.d both across dynasties and time.

Income is taxed at a provincial rate of τr to fund provincial spending on primary and

secondary education. Each household purchases one unit of housing at province-specific

housing price Pr. Individuals maximize utility u(c, ξr) by allocating remaining income be-

tween consumption c and private investment in child’s human capital x. Government social

insurance guarantees that adults holding a local Hukou for province r receive at least ȳr

in income after housing expenditure. They cannot save or borrow, so the dynasty’s only

mechanism to transfer resources to future periods is investment in the human capital of the

child. Adult holders of a local Hukou (m = 0) thus face the following budget constraint:

c+ x = max{(1− τr)y − Pr, ȳr} (2.2)

All households residing in the poor province hold the local Hukou (m = 0). A household

without a Hukou (m = 1) in the rich province faces several costs:

(i) It incurs a “migrant investment tax” τm,x, which represents the cost of educating their

child at low-quality, private migrant schools in the rich province.8

(ii) It suffers a pecuniary “migrant wage tax” τm,y, which captures the lower pay relative

to Hukou holders that migrants tend to receive, conditional on human capital.

(iii) It pays a “housing tax” τm,P , which represents their lack of access to subsidized local

housing markets.

(iv) It does not receive the rich region’s social insurance ȳh, instead receiving ȳℓ.

(v) The household’s child competes with children from the poor province for college seats.

8Equivalently, the cost of educating a “left-behind” child.
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This specification captures the costs of migration for individuals who move from poor

to rich regions without a Hukou. We can re-express their consumption decision as simply

the rich Hukou holder’s problem with the following modifications. A household in the rich

region with Hukou status m = 1 earns income y given by (1
′
):

y = (1− τm,y)w̄αrH2ξy,r (1
′
)

and faces the alternative budget constraint (2
′
) as adults:

c+ (1 + τm,x)x = max{(1− τh)(1− τm,y)y − (1 + τm,P )Ph, ȳℓ} (2
′
)

The adult faces these costs for one generation, and the child receives the rich province

Hukou (m = 0) if he remains there in the next generation.

2.A.2 Children’s Education

For the remainder of the paper, we denote the next generation with ′ when the notation is

unambiguous. Children are born in parent’s province of work r, and their human capital

accumulation occurs in two stages. In the first stage, they attend K-12 schooling in the region

where the household resides. Their human capital from schooling depends on (i) parent’s

human capital H2, (ii) private investment x, (iii) region-specific public funding x̄r, and (iv)

human capital shock ξ
′
H , occurring after the private investment decision. Pre-college human

capital H
′
1 is given by:

H
′

1 = Hν
2 (ωx

ρ + (1− ω)x̄ρ
r)

µ
ρ ξ

′

H (2.3)

where ν ∈ [0, 1], ω ∈ [0, 1], µ ∈ [0, 1], and ρ ∈ [0, 1] are parameters.9 ν, µ, and ρ are

elasticities: ν is the elasticity of child’s human capital with respect to parent’s human capital;

ρ is the elasticity of substitution between public and private education spending; and µ is the

elasticity of child’s human capital with respect to private and public composite investment.

The constant ω is the weight on private relative to public education spending. The shock

ξ
′
H is iid across children and generations and is lognormally distributed with mean 0 and

standard deviation σH . It is realized after the private human capital investment decision.

In the second stage, children potentially accumulate additional human capital depending

upon college attendance. After completing K - 12 education, children are allocated to the

9Kotera and Seshadri (2017) use a similar formulation for the US.
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four-year college (e
′
= 2) or the elite college (e

′
= 3) based on pre-college human capital H

′
1

and each college’s provincial quota. Each quota implies a province-specific human capital

cutoff H̄r,e, where children are admitted to college e if H
′
1 exceeds H̄r,e for their birth region

r. Children who do not attend either college finish with a high school education (e
′
= 1).

That is,

e
′
=


1, if H

′
1 ∈ [0, H̄r,2)

2, if H
′
1 ∈ [H̄r,2, H̄r,3)

3, if H
′
1 ∈ [H̄r,3, H̄)

(2.4)

Children born to households in the rich province without the local Hukou cannot access

local public schools or the rich province’s college allocation; they accumulate human capital

according to (3
′
):

H
′

1 = Hν
2 (ωx

ρ + (1− ω)x̄ρ
ℓ )

µ
ρ ξ

′

H (3
′
)

and compete with children in the poor province, receiving education according to the fol-

lowing rule (4
′
):

e
′
=


1, if H

′
1 ∈ [0, H̄ℓ,2)

2, if H
′
1 ∈ [H̄ℓ,2, H̄ℓ,3)

3, if H
′
1 ∈ [H̄ℓ,3, H̄)

(4
′
)

College is assumed to be costless, and the return to college is increasing in quality so that

children will attend the highest-quality school where they are admitted. Children complete

college with effective human capital H
′
2 = αe′H

′
1.

2.A.3 Migration Decision and Migration Costs

After college, children realize an idiosyncratic location preference shock ξ
′
r ∼ N(µM,r, σ

2
M),

which represents their preference to remain in the birth location. If the child chooses not

to migrate, they realize ξ
′
r in the next period. Then, children in both provinces make a

migration decision to maximize expected continuation utility.
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Children who relocate from the rich region to the poor region receive a Hukou and migrate

costlessly (m′ = 0). However, children who migrate from the poor to the rich province receive

a Hukou only if they attended the elite college. Otherwise, while they live and work in the

rich region, they face Hukou costs (m′ = 1). The asymmetry between poor-to-rich and rich-

to-poor migration is intentional: it is difficult obtain a Hukou in rich cities, where higher

wages and better quality of public resources drive competition for living space, but not in

poorer areas.

After the migration decision, the child realizes a lognormal wage shock ξy,r′ ∼
logN(0, σy,r′ ), becomes an adult, and has his own child. The next state begins with

state variables r
′
, H

′
2, ξy,r′ , ξr′ , and m

′
.

Figure 2.3 below is a timeline of the events in the model.
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2.A.4 Housing Prices

Regional housing prices are given by Pr = ArN
σP
r , where Ar is a province-specific constant

that captures housing demand, Nr is population size of province r, and σP is the inverse

price elasticity of housing supply.

2.A.5 Steady State Equilibrium

Our baseline results study both differences in steady state equilibria across counterfactuals

and transition paths between steady states. In this subsection I define a steady state equi-

librium.10 There are several values that households take parametrically: regional housing

prices Pr, regional tax rates τr, regional public spending levels x̄r, and college admission

thresholds H̄r,e. These values are constant in equilibrium so I suppress them as arguments.

Let Vr(H, ξy, ξr,m) represent the value function for an adult living and working in region r

with human capital H, income shock ξy, home-province preference shock ξr, and Hukou sta-

tus m. Adults allocate income less taxes and housing costs into current-period consumption

and investment to maximize dynastic utility. Investment increases future utility by im-

proving children’s human capital and subsequent education and migration outcomes. These

tradeoffs are made explicit in the Bellman equations that follow. The Bellman equation for

a household in the poor province is given by:

10We discuss transition dynamics in a later section.
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Figure 2.3: Timeline of Model Events and Decisions
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Vℓ(H2, ξy,ℓ, ξℓ, 0) = max
c,x

u(c, ξℓ) + β max E


Vℓ(H

′
2, ξ

′

y,ℓ, ξ
′

ℓ, 0),

1[e
′ ≤ 2]Vh(H

′
, ξ

′

y,h, 0, 1),

1[e
′
= 3]Vh(H

′
, ξ

′

y,h, 0, 0)

s.t. c+ x = max((1− τℓ)w̄H2ξy,ℓ − Pℓ, ȳℓ)

H
′

1 = Hν
2 (ωx

ρ + (1− ω)x̄ρ
ℓ )

µ
ρ ξ

′

H

e
′
=


1, if H

′
1 ∈ [0, H̄ℓ,1)

2, if H
′
1 ∈ [H̄ℓ,1, H̄ℓ,2)

3, if H
′
1 ∈ [H̄ℓ,2, H̄)

H
′

2 = αe′H
′

1

r′ = argmax
r∗∈{ℓ,h}

E(Vr∗(H
′

2, ξ
′

y,r∗ ,1[r
∗ = ℓ]ξ

′

ℓ,1[r
∗ = h]1[e

′
< 3])

logξ
′

y,r′
∼ N(0, σ2

y,r′
)

logξ
′

H ∼ N(0, σ2
H)

ξ
′

ℓ ∼ N(µM,ℓ, σ
2
M)

Note that because the children are born in the poor province, they realize preference shock

ξ
′

ℓ as an adult if they decide to not migrate, and they face one period of migration costs if

they do not obtain an elite college education.

The Bellman equation for a household with a Hukou in the rich province is given by:
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Vh(H2, ξy,h, ξh, 0) = max
c,x

u(c, ξh) + β max E

Vℓ(H
′
2, ξ

′

y,ℓ, 0, 0),

Vh(H
′
2, ξ

′

y,h, ξ
′

h, 0)

s.t. c+ x = max((1− τh)αhw̄H2ξy,h − Ph, ȳh)

H
′

1 = Hν
2 (ωx

ρ + (1− ω)x̄ρ
h)

µ
ρ ξ

′

H

e
′
=


1, if H

′
1 ∈ [0, H̄h,2)

2, if H
′
1 ∈ [H̄h,2, H̄h,3)

3, if H
′
1 ∈ [H̄h,3, H̄)

H
′

2 = H
′

1αe′

r′ = argmax
r∗∈{ℓ,h}

E(Vr∗(H
′

2, e
′
, ξ

′

y,r∗ , 0, 0))

logξ
′

y,r′
∼ N(0, σ2

y,r′
)

logξ
′

H ∼ N(0, σ2
H)

ξ
′

h ∼ N(µM,h, σ
2
M)

Finally, the Bellman equation for a household without a Hukou in the rich province is

given by:
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Vh(H2, ξy,h, 0, 1) = max
c,x

u(c, 0) + β max E

Vℓ(H
′
2, ξ

′

y,ℓ, 0, 0),

Vh(H
′
2, ξ

′

y,h, ξ
′

h, 0)

s.t. c+ (1 + τm,x)x = max((1− τh)(1− τm,y)αhw̄H2ξy,h − (1 + τm,P )Ph, ȳℓ)

H
′

1 = Hν
2 (ωx

ρ + (1− ω)x̄ρ
ℓ )

µ
ρ ξ

′

H

e
′
=


1, if H

′
1 ∈ [0, H̄ℓ,2)

2, if H
′
1 ∈ [H̄ℓ,2, H̄ℓ,3)

3, if H
′
1 ∈ [H̄ℓ,3, H̄)

H
′

2 = H
′

1αe′

r′ = argmax
r∗∈{ℓ,h}

E(Vr∗(H
′

2, ξ
′

y,r∗ , 0, 0))

logξ
′

y,r′
∼ N(0, σ2

y,r′
)

logξ
′

H ∼ N(0, σ2
H)

ξ
′

h ∼ N(µM,h, σ
2
M)

Note the differences in costs of investment (τm,x), income (τm,y), housing (τm,P ), human

capital accumulation (x̄ℓ instead of x̄h), and thresholds for college attendance (H̄ℓ,e instead

of H̄h,e) from the previous specification for a rich province Hukou holder.

We proceed to define the steady state. Let µr(H2, ξy,r, ξr,m) represent the measure over ef-

fective human capitalH2, income shocks human capital ξy,r, location preference shock ξr, and

Hukou status m in province r. Let T (µℓ, µh) = (µ
′

ℓ, µ
′

h) be the mapping from the measures

in period t to the measures in period t+ 1. We define a steady state equilibrium as follows:

given housing prices {P ∗
ℓ , P

∗
h}, regional human capital thresholds {H∗

ℓ,2, H
∗
ℓ,3, H

∗
h,2, H

∗
h,3}, and

public spending levels {x̄ℓ, x̄h}, a steady state in our model is a pair (µ∗
ℓ , µ

∗
h) such that:

1. Households maximize utility.

2. (µ∗
ℓ , µ

∗
h) is a fixed point of the mapping T , i.e. T (µ∗

ℓ , µ
∗
h) = (µ∗

ℓ , µ
∗
h).

3. Housing and labor markets clear.
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2.4 Model Calibration

In this section, we discuss our model calibration. We first describe our sources of data. We

then outline the steps we take to aggregate province-level data into moments that discipline

the representative poor province and rich province in our model. Finally, we detail the

calibration process, in which we choose parameters to calibrate the steady state of the model

to match important features of China such as educational attainment, intergenerational

mobility, and the income distribution. For the remainder of the paper, we refer to the model

calibrated to current Chinese data the “baseline” model.11

2.A.1 Data Sources

We combine data from multiple sources to calculate key moments that guide our calibration.

We use administrative province-level college enrollment data in 2011, which informs the

number of applicants and admitted students for each tier of college (tier 1, tier 2, 4-year,

Project 211, Project 985, and Peking or Tsinghua University) from each province.12 We

combine this with provincial age-7 population counts from the 2000 Chinese Census (as

these children applied for college in 2011) to calculate admissions rates for each province and

tier of schooling. Our primary source for other province-level data is the National Bureau

of Statistics of China (NBS), which provides information on regional GDP, population size,

government social insurance (or dibao), and enrollment and per-student public spending by

K-12 schooling level (primary, middle, and high school).

Individual- and family-level data comes from the China Family Panel Survey (CFPS), a

household survey with waves every two years from 2010-2018. It features data on location,

Hukou status, family- and individual-level income, education, and other characteristics such

as spending on education and housing. We use this data to estimate Hukou cost parameters

and migration flows. Survey questions asking directly about migration appear to severely

undercount the number of migrants based on the number of people changing location from

their birthplace, so we approximate migration flows by comparing an individual’s province at

age 12 to their province as an adult. We are particularly interested in whether an individual

moves from a poor province during childhood to a rich province during adulthood or vice-

versa.

11A detailed explanation of the steady-state solution process can be found in the Appendix.
12Project 211 (less prestigious) and Project 985 (more prestigious) are two projects created by the Ministry

of Education to raise education and research quality and expand college access. The Project 211 tier has
116 schools, while Project 985 includes 39 of those 116. Peking and Tsinghua University are the two most
prestigious colleges in China.
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2.A.2 Aggregating the Data to Two Regions

First, we must categorize provinces as low-income or high-income to generate the represen-

tative regions in the model. We use 40,000 yuan/year in 2011 GDP per capita as an income

cutoff to distinguish between “poor” and “rich” provinces in the data, and we aggregate

the provinces within each group into the representative poor and rich province, respectively.

The resulting categorization is consistent with that used in previous literature (Whalley and

Zhang (2007)). The calibration targets for the two provinces in our model are based on

population-weighted data from provinces within each group.so

Table 2.1 summarizes the results of this exercise. Our aggregate poor province contains

63.9% of the population, has an average income of 28,588 yuan, and spends 4,693 yuan

per student on public education. 16.2% of children with a poor-province Hukou attend a

four-year college, and 3.9% of these children attend an elite college. Our aggregate rich

province holds 36.1% of the population, has an average income of 56,319 yuan, and spends

7,439 yuan per student on funding public education. 24.8% of children with a rich-province

Hukou attend a four-year college, and 6.7% of these children attend an elite college. The list

of provinces in each aggregate province can be found in the Appendix.

Table 2.1: Results of Province Aggregation

Population (%)
GDP per capita

(RMB)

K-12 spending

(RMB/student)
4-year (%) Tier 1 (%)

Poor 63.9 28,588 4,693 16.2 3.9

Rich 36.1 56,319 7,439 24.8 6.7

2.A.3 Calibration Procedure

The only unspecified functional form is the period utility function; we assume that u(c, ξr)

is given by log(c + ξr). The model has 31 parameters to be calibrated: discount factor β;

human capital accumulation parameters ν, ω, ρ, δ, and σ2
H ; income parameters w̄, αh, σ

2
y,ℓ,

and σ2
y,h; returns to education α1, α2, and α3; housing parameters Aℓ, Ah, and ϕ; public

social insurance levels ȳℓ and ȳh; public investment levels x̄ℓ and x̄h and tax rates τℓ and τh;

migration cost parameters τm,x, τm,p, and τm,y; college thresholds H̄2,ℓ, H̄3,ℓ, H̄2,h, and H̄3,h;

and preference shock means µM,ℓ, µM,h and variance σ2
M . We proceed to calibrate the model

in two steps. First, we set 17 parameters outside of the model using estimates from data

and previous literature. Then, we jointly identify the remaining 14 parameters by targeting
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14 moments in the steady-state equilibrium of our model to 14 equivalent moments in the

data. We describe each step in the following subsections.

External Calibration

Table 2.2 lists externally-calibrated parameters. Many of these estimates are based on previ-

ous literature using similar models or producing values relevant to our model. The discount

factor β is calibrated at .55 based on an annual discount rate of .98 for a period length of 30

years. The weight on private investment ω = .324, return to total investment µ = .334, and

elasticity of substitution between public and private investment ρ = .589 come from Kotera

and Seshadri (2017), who incorporate public and private investment in a similar specification

for human capital accumulation. Education premia relative to high school for the four-year

college (α2 = 1.44) and elite college (α3 = 2.02) are derived from the return to an average

4-year college in Zhong (2011) and the return to elite education in Jia and Li (2021), respec-

tively. The estimate of inverse price elasticity of housing supply σP = 2 comes from Chow

and Niu (2015). The income penalty for migrants without a Hukou is set at τm,y = .08,

which is consistent with recent work estimating the urban Hukou wage premium at 6-10%.

(Boffy-Ramirez and Moon (2018), Dreger and Zhang (2017)).

The remaining parameters in Table 2.2 come from data from the CFPS and the National

Bureau of Statistics of China (NBS). Provincial education spending tax rates τℓ and τh are

calculated from public education expenditure as a share of provincial GDP within each ag-

gregate province. Social insurance payments and per-student public spending levels for the

representative poor and rich provinces are informed by NBS data on social security and K

- 12 public spending. We calculate ȳℓ and ȳh by aggregating over province-level data on

unemployment insurance expenses and the number of beneficiaries. Similarly, we compute

per-student public spending levels by combining NBS provincial data on schooling expendi-

tures with the number of K-12 students. We identify the non-Hukou migrant expenditure

taxes on private investment (τm,x) and housing (τm,p) using CFPS data with the following

regression:

log(spendf,t) = α0 + α1log(yf ) + γr + τm,trichprovf (1− hukouf ) + εf

where τm,t is the coefficient of interest. t = x or t = p denotes education or housing,

respectively, spendf,t is family spending, yf is family income, richprovf is an indicator for

whether the individual lives in a rich province, and hukouf is an indicator for whether the
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Table 2.2: Externally-Calibrated Parameter Values

Parameter Value Source Description

β 0.55 Standard Discount factor

ω 0.37 Kotera and Seshadri (2017) Weight on private investment

ρ 0.589 Kotera and Seshadri (2017) Elast. of subs. b/t investment types

µ 0.36 Kotera and Seshadri (2017) Return to total investment

α1 1 Normalization Return to high school education

α2 1.44 Zhong (2011) Return to four-year college

α3 2.02 Jia and Li (2021) Return to elite college

σP 2 Chow and Niu (2015) Inverse price elasticity of housing supply

τm,y .08
Boffy-Ramirez and Moon (2018),

Dreger and Zhang (2017)
Income penalty w/o Hukou

ȳℓ 1,716 NBS Province ℓ social insurance

ȳh 3,456 NBS Province h social insurance

x̄ℓ 4,693 NBS Province ℓ public investment

x̄h 7,439 NBS Province h public investment

τℓ .023 NBS Province ℓ public education tax

τh .014 NBS Province h public education tax

τm,x .55 CFPS Investment cost w/o Hukou

τm,p .40 CFPS Migrant housing cost w/o Hukou

family’s household head holds a local Hukou. Since spending on housing and education are

family-level decisions, we use f to denote the use of family-level variables. Our regressions

yield τm,x = .55 and τm,p = .4, implying that migrant families living in a rich province without

a local Hukou spend 55% more on education and 40% more on housing than families with

one, controlling for income.

Internal Calibration

We calibrate the remaining 14 parameters using a Nelder-Mead simplex algorithm to choose

14 parameters to minimize a loss function based on the weighted sum of squared errors
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between 14 model-based moments and analogous moments in the data. While all internally-

calibrated parameters are jointly identified by the moments of the model, each of these

parameters is intuitively directly related to one particular moment. Table 2.3 lists the

internally-calibrated parameters alongside their associated moments in the data and the

model. In this section, we explain each parameter-moment relationship.

We use provincial enrollment rates in the administrative data to construct the four hu-

man capital thresholds H2,ℓ, H3,ℓ, H2,h, and H3,h, choosing thresholds to send the correct

proportions of students from each province to the four-year and elite college in the baseline

steady state.

Housing constants Aℓ and Ah are pinned down by mean provincial housing expenditures

as a share of earnings in the NBS. We find that households in poor provinces spend 12.5% on

housing while households in rich provinces spend 10.5%. We incorporate these expenditure

shares with targeted average earnings in each province to calculate housing prices Pr, which

we combine with targeted provincial population sizes Nr to back out housing constants

Aℓ =
Pℓ

(Nℓ)
σP

and Ah = Ph

(Nr)σP
.

w̄, αr, σ
2
y,ℓ, and σ2

y,h relate to the income distribution. Wage per effective human capital

w̄ is chosen to match average earnings in the poor province, while αr > 1 sets the rich-

province wage premium to match average earnings in the rich province. The variance of

the regional income shocks σ2
y,r are informed by the standard deviation of the regional log

earnings distributions.

An individual’s migration decision depends on his preference across locations, which de-

pends on the realization of location preference shock ξr ∼ N(µM,r, σ
2
M). We calibrate the

mean of preference shock µM,ell to match the proportion of the population living in poor

provinces in China. Increasing µM,ℓ implies an increased preference for children born in the

poor region to stay and work close to their family, which increases steady-state poor province

population size. Preference shock variance σ2
M determines the likelihood that an individual

receives a shock large enough to migrate. Thus, σ2
M is informed by matching excess migra-

tion flows; in our model with two provinces, this amounts to migration volume from the rich

province to the poor province. 13

The final parameters in Table 2.3 are used to match measures of social and intergenera-

tional mobility. Since human capital shock ξH affects pre-college human capital, it greatly

influences children’s capacity to receive a college education, especially for children of low-

13We recognize a caveat in interpreting our model: empirical poor-to-rich migration volume exceeds rich-
to-poor migration volume in the CFPS. This suggests that provincial population sizes have not yet reached
steady state in China, whereas our calibration treats the economy as if they have. However, analysis in our
model requires a definitive target for the steady state, which is difficult to project in the future.
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income parents who receive relatively little private investment in human capital. We thus

calibrate σ2
H to match the proportion of children from the bottom parent income quintile

attending at least a 4-year college, which serves as a measure of access to opportunity. ν

is the elasticity of children’s human capital with respect to parent’s human capital absent

investment. The parameter characterizes the hereditary aspect of human capital and sub-

sequently income transmission. We estimate the intergenerational elasticity (IGE) in the

model by taking the slope coefficient in a regression of child’s log earnings on parent’s log

earnings in the steady state, and we choose ν to match it to the estimate for China produced

in Yan and Deng (2022) (IGE = .410).

Table 2.3: Internally-Calibrated Parameters and Model Fit

Parameter Description Value Moment (Source) Value

Target Model

H̄2,ℓ Four-year college threshold, province ℓ 176 % province ℓ attending 4-year college (admin data + Census) 16.2 16.2

H̄3,ℓ Elite college threshold, province ℓ 299 % province ℓ attending elite college (admin data + Census) 3.9 3.9

H̄2,h Four-year college threshold, province h 217 % province h attending 4-year college (admin data) 24.8 24.7

H̄3,h Elite college threshold, province h 402 % province h attending elite college (admin data) 6.7 6.7

µM,ℓ Mean of poor province pref shock ξℓ 181 Location size in poor province (%) (NBS) 63.9 64.1

Aℓ Housing constant, province ℓ 8,773 Housing expenditure share, province ℓ (%) (NBS) 12.5 13.0

Ah Housing constant, province h 45,592 Housing expenditure share, province h (%) (NBS) 10.5 10.3

w̄ Wage per effective human capital 188 Average yearly earnings in poor province (NBS) 28,588 27,543

αh Rich-province premium in earnings 1.033 Average yearly earnings in in rich province (NBS) 56,318 57,809

σ2
y,ℓ Variance of income shock ξy, poor province 1.03 Std. dev. of log earnings, poor province (CFPS) 1.16 1.12

σ2
y,h Variance of income shock ξy, rich province .28 Std. dev. of log earnings, rich province (CFPS) 1.07 1.06

σ2
H Variance of human capital shock ξH .58 % from first quintile attending college from poor province (CFPS) 6.1 7.0

σ2
M Variance of preference shocks ξM,r 636 Migration volume from rich to poor (%) (CFPS) 4.9 6.4

ν Elasticity of child’s HC wrt parent’s HC .411 Intergenerational elasticity (Fan et al. (2021)) .410 .400

Our calibrated model matches key characteristics of income and regional mobility, educa-

tional attainment, and the income distribution well. We also verify the performance of our

model in matching non-targeted moments in the Appendix.

2.5 Policy Evaluation

We study the effects of policy changes on aggregate outcomes such as intergenerational

mobility, earnings, inequality, and welfare. Moreover, we are interested in how the effects of

policy are distributed across the parent income distribution—in particular, whether policy

can provide better opportunities or outcomes for vulnerable subsets of the population, such

as poor households with little capacity to invest in children’s human capital and without the

option to freely migrate.
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The current policies in China either determine the quality of opportunity available within

a region or access to opportunity available elsewhere. Thus, our policy experiments mod-

ify specific features of the Chinese institutional context along one of these dimensions. We

evaluate four counterfactual policies, which we call Hukou, Public Spending, Merit, and Eq-

uity. We choose these policies because each one’s implementation can be justified through

equity or efficiency concerns. The Hukou counterfactual lifts Hukou restrictions, eliminating

a longstanding policy that continues to distort human capital investment and migration de-

cisions. In the model, we remove the five migration costs for poor-to-rich migrants without

an elite education, allowing all individuals to efficiently sort across locations. The Public

Spending counterfactual equates per-student public education spending across the two re-

gions (as if the central government equally allocated all educational spending), holding the

national public spending-earnings ratio fixed. This eliminates differences in human capital

accumulation caused by differences in public school quality and removes one major source

of regional inequality during childhood, promoting more equitable outcomes.

The latter two policies directly affect the allocation of college seats between the two

regions. In the Merit counterfactual, we lift the provincial element of college seat allocation

by equating human capital thresholds across provinces. This allocates children with the

highest levels of pre-college human capital to the best college seat available regardless of

location, improving the aggregate efficiency of the allocation in terms of total earnings. Each

college’s human capital thresholds are higher in the rich province than the poor province at

baseline, implying that the Merit counterfactual allocates more seats to the rich province

and is thus a regressive intervention. In the Equity counterfactual, we set provincial quotas

such that equal proportions of children from both regions attend each tier of college. This

effectively mitigates equity concerns over the “regional fairness” of the college policy by

providing children born in each region equal opportunity to attend college. Note that a

higher proportion of children from the rich province attend both levels of college in the

baseline model, making the Equity counterfactual a progressive intervention by improving

access to college for children in the poor province.

Each counterfactual creates incentives to live in a region and could thus change equilibrium

location sizes. This induces corresponding changes in regional quotas, per-student public

spending levels, and housing prices. In changing regional quotas, we hold each college’s

total capacity constant from baseline. The Hukou and Public Spending college allocations

adjust to location size changes by reallocating provincial seats at each college equal to the

baseline overall attendance rate at that college multiplied by the net migration flow relative
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to baseline in each respective region.14 In the Equity and Merit counterfactuals, the new

college allocation rules dictate how to set the quotas. We adjust provincial per-student

public education spending by fixing from baseline the ratio of spending to average earnings

in each province (except the Public Spending counterfactual, in which both provinces receive

the same ratio of spending to average earnings across the country as in baseline). Finally,

housing prices adjust to population sizes according to the previously-defined relationship

Pr = ArN
σP
r .

Steady state results allow for comparisons in aggregate outcomes such as total income

and welfare, population size, intergenerational mobility, and inequality. However, comparing

steady state outcomes for different subgroups becomes difficult to interpret because the

steady-state compositions of subgroups could differ across counterfactuals. For this reason,

it is more natural to study policy effects on a fixed population. We accomplish this by solving

for the transition path between baseline and counterfactual steady states.15 We then apply

the decision rules from the first period along the transition path after the policy has been

enacted to the baseline steady state and simulate one generation for each policy, comparing

each outcome to another generation of the baseline steady state. These results allow us to

better study policy effects effects on specific fixed individuals or groups relative to baseline.

As we are interested in examining regional effects of policy on the poor, we study out-

comes for children born in different regions and to different quartiles of the parental income

distribution. These exercises help us understand how each policy affects the regional allo-

cation of opportunities and how effectively the policy targets children whose parents lack

sufficient private resources. In particular, we are able to better comprehend the mechanisms

underlying changes in mobility and welfare driven by policy in isolation–by comparing dif-

ferences in individual outcomes, we can discern both which individuals are affected and why

they are affected.

In what follows, we define household welfare as the household’s dynastic utility. In tables

that include comparisons of average welfare between baseline and counterfactual populations

or subgroups, we report differences in welfare as the compensating equivalent consumption

for each counterfactual as a percentage of baseline consumption in each group. In other

words, we calculate the percentage increase in consumption from baseline for all individuals

within each group that is required to match mean welfare in the counterfactual for that

group.

14For example, if 25% of the population attends the 4-year college in the baseline steady state and a
province grows (shrinks) by 1,000 individuals in the Hukou or Public Spending counterfactual, that province
also gains (loses) 250 seats at the four-year college.

15Details for the solution process of solving for the transition path can be found in the Appendix.
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2.A.1 Steady State Effects

We begin by focusing on differences in aggregate outcomes across counterfactual steady-

state equilibria listed in Table 2.4. We are interested in changes in income, spatial popula-

tion distribution, intergenerational mobility (measured by the intergenerational elasticity),

inequality (measured by the Gini), and welfare.

Table 2.4: Steady State Differences across Policies

Baseline Hukou Public Spending Merit Equity
Average Income 37,988 36,966 38,369 37,955 37,491
Population size (%), province ℓ 63.9 59.0 67.3 62.8 64.3
IGE 0.401 0.384 0.374 0.411 0.390
Gini 0.564 0.543 0.563 0.565 0.557
Welfare 21.743 21.820 21.779 21.748 21.766
∆ Welfare in % Consumption (CE %) - 8.0 3.7 .4 1.3

The Hukou counterfactual lifts migration costs in moving from the poor to the rich

province without an elite education, effectively treating poor-to-rich migrants the same as

residents of the rich province. This has important implications for decision-making, partic-

ularly in the human capital investment and migration decisions. We find that lifting Hukou

restrictions also has relatively significant effects in the steady state. Removing migration

costs encourages individuals to move from the poor to the rich region, increasing the rich

province’s population size by about 5% of the population. Intergenerational persistence de-

creases by .017 (about 4.2% or .11 expected generations required to regress to the mean),

driven by improved labor mobility and access to better K-12 education for the children of

migrants from the poor province. The Gini coefficient decreases by about 3.7%. Interest-

ingly, while average national earnings decreases by about 2.7%, welfare increases by about

8.0% of baseline consumption.

In the Public Spending counterfactual, we equalize per-student public spending levels x̄ℓ

and x̄h, holding fixed the total spending. This is equivalent to the government collecting

all education tax revenue and allocating it equally across the population rather than each

province distributing its own revenue. This eliminates one substantial, policy-relevant source

of inequity in human capital development for children born in rich and poor provinces by

improving the opportunities available in the poor province. Equalizing per-student public

spending across regions has sizable effects on steady state outcomes. The average income

increases by about 1%, driven by providing higher-quality education to a larger population

in the poor province. Equating public spending makes province ℓ a more attractive loca-
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tion, resulting in a larger steady-state population. Higher public spending in the poor region

reduces the correlation between parent’s income and public schooling quality, reducing inter-

generational income persistence by 6.7% from baseline or .18 expected generations to regress

to the mean. Overall inequality remains roughly the same. Average welfare increases by

3.7% of average baseline consumption.

The latter two policies, Merit and Equity, affect regional opportunity by reallocating

college seats across provinces. The Merit counterfactual maximizes efficiency in allocating

individuals to college by sending the highest-human capital individuals to the best college seat

available regardless of birth province, maximizing the expected returns to college in terms of

total earnings. The Equity counterfactual equalizes the proportion of applicants from each

province who attend each college. We again note that relative to the baseline model, the

Merit counterfactual reallocates seats from the poor province to the rich province, and vice

versa in the Equity counterfactual.

In the Merit counterfactual, individuals no longer face higher human capital thresholds

in the rich province, attracting individuals to the rich province. Moreover, it increases the

association between parent’s income and children’s education by providing children in the

rich province with more college seats, resulting in a 2.5% increase in the IGE. The Equity

counterfactual generates changes in the opposite direction: more college seats makes the

poor province slightly more attractive and decreases the association between income and

college attendance, decreasing IGE by 2.7%. Neither policy substantially changes aggregate

inequality, welfare, or income.

These findings suggest that despite public controversy regarding the fairness of the col-

lege allocation mechanism in China, revising the mechanism with an efficient or equitable

allocation does not appear to produce large aggregate effects, with modest effects on in-

tergenerational persistence. The reasoning for this likely stems from the fact that in 2011,

only about 20% of age-18 children across the country attended a four-year college, so that

reallocating college seats does not shift the education outcomes of many individuals relative

to the general population. However, China’s recent educational expansion beyond 2011 gives

scope for these policies to have greater effects with more college seats available.

2.A.2 Distributional Effects and Mechanisms

We are also interested in studying heterogeneity in household effects across the income distri-

bution as well as the mechanisms of these effects. To study this, we enact each policy in the

baseline steady state and compute the transition path between baseline and counterfactual
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steady states. This allows us to fix one generation of households (namely, the baseline steady

state) and directly compare outcomes from enacting the policy for each individual household

(or groups of households, e.g. birth locations and/or parent income quartiles) between one

additional generation of baseline policy and the first period of the transition path after the

policy.16.

In order to isolate the effects of policy in this exercise, we fix the child’s idiosyncratic

human capital shock ξ
′
H and location preference shock ξ

′
r. Policy welfare effects are calculated

using expected welfare with respect to location preference shock ξr and income shock ξy,r, as

these shocks affect welfare and decision making in the subsequent period.

In the following subsections, we examine effects from each policy by first studying effects

on average welfare, human capital, college attendance, and income for children born to each

quartile of the parental income distribution in each province. Then, we directly study the

mechanisms of improved welfare outcomes by comparing the “winners” and “losers” of each

policy: our heterogeneous agent model allows us to compare children who are better off

in expectation under the policy relative to baseline (“winners”) to those who are worse off

(“losers”). In other words, we attribute gains in expected welfare to differences in character-

istics between the winners and losers from the policy. We examine four quantities that could

change expected welfare: (i) higher counterfactual human capital (and thus income), (ii)

higher counterfactual education, (iii) differential migration, and (iv) elite migration (defined

as migration to the rich region with an elite college education) for children born in the poor

province, and parent’s Hukou status for children born in the rich province.

Note that in the Hukou and Public Spending counterfactuals, since the policies apply at

the beginning of the period when population sizes and regional college seat allocations are

fixed and the college allocation mechanism has not changed (as it does in Equity and Merit),

provincial college attendance rates should not change for children born in both provinces.

However, we can still observe whether college seats are distributed differently across quartiles

within each province due to policy.

Figure 2.4 provides a regional decomposition of parent income quartiles in the baseline

steady state, which helps to contextualize the scale of effects on parent income quartiles

within a region and better understand the overall impacts of policy.

16Details regarding the computation of transition paths can be found in the Appendix
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Figure 2.4: Steady State Regional Quartile Compositions

Hukou

Table 2.5: Hukou: Effects on Child’s Expected Welfare

Province ℓ Province h

CE% % Better Off CE% % Better Off

Overall 14.1 84.5 -2.2 31.5

Q1 16.3 89.3 10.0 69.8

Q2 14.4 87.0 0.5 45.5

Q3 13.3 84.6 -3.0 33.0

Q4 10.5 71.1 -5.3 14.8

Table 2.5 lists the welfare effects of lifting the Hukou policy on children born in different

parent income quartiles in each region. We again report welfare effects as the consumption

equivalent relative to baseline consumption within the subgroup. Most individuals in the

poor province and the poorest quartile in the rich province are better off at the cost of the

top two quartiles in the rich province, with children born in the poor province benefiting

in the range of 10.5 to 16.3% with the greatest gains at the bottom of the parental income

distribution.
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Table 2.6: Hukou: Effects on Migration %

Province ℓ Province h

Baseline Hukou Baseline Hukou

Overall 5.7 33.2 10.7 45.3

Q1 3.1 27.3 26.9 72.7

Q2 4.2 29.3 17.9 62.9

Q3 5.0 33.0 11.5 51.8

Q4 13.8 50.9 2.9 24.6

Next, we study the mechanisms of these changes. Table 2.6 shows that eliminating Hukou

costs induces substantial changes in migration flows in both directions; poor-to-rich migration

increases from 5.7 to 33.2% while rich-to-poor migration increases from 10.7 to 45.3%. The

fact that poor-to-rich migration increases and drives welfare gains is unsurprising, as the

primary channel affected by lifting the Hukou policy is migration, and individuals can now

migrate and realize the benefits of living in the richer region. The Hukou policy also allows

for efficient sorting, encouraging certain individuals to move to the poor region for lower

housing prices without fear of facing migration costs to move back in a later generation.

This option value lessens the welfare gap between rich and poor provinces, leading to higher

rich-to-poor migration flows as well.

Next, we examine effects on average human capital, college attendance, and income across

quartiles in Table 2.7. Human capital and college attendance outcomes do not substantially

change except perhaps slightly for children in the bottom quartile in the rich province, driven

by migrants without a Hukou newly accessing the rich province’s higher social insurance and

public schooling. Similarly, college attendance rates do not change substantially for any

quartile. Incomes in the poor province increase in the range of 2 to 4%, while incomes in the

rich province decrease between 1 to 6%. These results suggest that welfare gains and losses

are largely driven by migration and not other outcomes.
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Table 2.7: Hukou: Effects on Human Capital, College Attendance %, and Log(Income)

Province ℓ Province h

Baseline Hukou Baseline Hukou

Human Capital

Overall 106.2 105.9 174.5 174.8

Q1 81.5 81.4 72.0 74.1

Q2 96.0 95.9 113.1 113.5

Q3 111.3 111.1 147.0 146.9

Q4 165.0 164.2 253.1 253.3

College Attendance %

Overall 16.1 16.3 24.0 24.6

Q1 7.8 8.0 2.5 2.5

Q2 11.8 12.0 7.5 7.8

Q3 17.4 17.6 14.7 15.4

Q4 37.6 37.8 45.3 46.1

Log(Income)

Overall 9.72 9.74 10.30 10.27

Q1 9.46 9.48 9.38 9.37

Q2 9.62 9.64 9.86 9.84

Q3 9.80 9.83 10.16 10.10

Q4 10.29 10.32 10.85 10.83

Finally, we study differences in observables between winners and losers from the Hukou

policy. Each cell in Table 2.8 represents the proportion of individuals realizing each outcome

for the winners (“W”) and losers (“L”) from the policy. For example, in the “Higher HC”

column under province ℓ, we calculate the percentage of children who have higher human

capital in the counterfactual among those who are better off (winners) and compare it to

the percentage of children who have higher human capital in the counterfactual among those

who are worse off (losers). Results from this table help us understand what characteristics

drive welfare gains compared to welfare losses.
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Table 2.8: Hukou: Differences Between Winners vs. Losers from Policy

Province ℓ Higher HC Higher Edu Migration Elite Migration

W L Diff W L Diff W L Diff W L Diff

Overall 0.0 0.0 0.0 0.1 0.0 0.1 27.2 99.0 -71.8 0.1 56.9 -56.8

Q1 0.0 0.2 -0.2 0.1 0.0 0.1 22.8 100.0 -77.2 0.0 24.7 -24.7

Q2 0.0 0.0 0.0 0.1 0.0 0.1 24.4 99.1 -74.8 0.1 41.9 -41.8

Q3 0.0 0.0 0.0 0.1 0.0 0.1 27.4 98.8 -71.4 0.1 56.1 -56.0

Q4 0.0 0.0 0.0 0.1 0.0 0.1 41.3 98.5 -57.1 0.1 87.4 -87.3

Province h Higher HC Higher Edu Migration Non-Hukou Parent

W L Diff W L Diff W L Diff W L Diff

Overall 12.9 3.9 9.0 1.9 0.0 1.9 86.0 30.1 55.8 12.6 0.2 12.3

Q1 29.0 1.1 27.8 0.1 0.0 0.1 77.8 57.5 20.3 29.0 1.1 27.8

Q2 8.3 0.1 8.1 0.5 0.0 0.5 88.3 44.8 43.5 8.3 0.1 8.1

Q3 7.9 0.2 7.7 1.7 0.0 1.7 89.5 37.9 51.6 7.9 0.2 7.7

Q4 14.5 8.0 6.5 8.5 0.0 8.5 83.0 17.6 65.4 12.3 0.3 12.0

We find that better short-term outcomes for children born in the poor province are not

driven by increases in human capital accumulation or educational attainment, and they are

much less likely to migrate to the rich province than those who are worse off. This happens

for two main reasons. First, lifting the Hukou policy on adds the option value of freely

migrating to province h for later generations of residents in province ℓ, indirectly increasing

welfare from living in the poor province. Second, children who migrate to the rich province,

including those with an elite education, under the baseline and Hukou policy settings are

relatively worse off without migration restrictions because the influx of migrants requires

them to pay higher housing prices in the next period. This explains why migrants lose from

a policy that lifts migration costs–migration is always the best option for these individuals

under both baseline and counterfactual, but it does not provide the same return as before.

Winners born in the rich province typically migrate to the poor province for lower hous-

ing costs, especially for children born to higher-income parents. Human capital outcomes

improve as well; observing the similarity between the “Higher HC” and “Non-Hukou Parent

columns,” we find that children who enjoy better human capital outcomes are almost ex-

actly the ones whose parents receive a Hukou due to the policy, with the only difference in
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the highest parent income quartile. These children and their parents benefit from no longer

facing Hukou costs in earnings, education, housing, and investment.

Taken together, results suggest that lifting Hukou restrictions produces positive welfare

effects through two main mechanisms. First, it improves human capital outcomes for children

whose parents previously faced Hukou restrictions. Second, it lessens the welfare gap between

the rich and poor province by allowing individuals to efficiently sort without facing migration

costs in a later period. Both of these channels emphasize the welfare improvement from better

access to the rich province.

Public Spending

Table 2.9 decomposes the welfare effects by parent income quartile and birth location in the

Public Spending counterfactual. As expected, all quartiles in the poor province are better off,

gaining 8 to 17.4% in welfare and 14.5% overall. Lower-income parents in the poor province

gain the most from the policy because they are relatively more dependent on public rather

than private investment in children’s human capital accumulation. The opposite holds in

the rich province: most children are worse off, losing 9.3 to 14.5% of income in consumption

equivalent and 12.9% overall. The bottom quartile of the rich province appears to suffer the

lowest welfare loss on average, but this is due to this group largely consisting of non-Hukou

holders; we expand on this in a later table.

Table 2.9: Public Spending: Effects on Child’s Expected Welfare

Province ℓ Province h

CE% % Better Off CE% % Better Off

Overall 14.5 96.4 -12.9 6.2

Q1 17.4 99.0 -9.3 18.2

Q2 15.9 98.9 -14.5 8.1

Q3 13.4 97.3 -14.3 5.5

Q4 8.0 86.1 -11.5 3.4

We next examine effects on migration in Table 2.10. Equalization in public spending

unsurprisingly makes the poor province more attractive, inducing migration into the region

particularly by children born to lower-income parents in the rich province. The justification

for the small increase in migration rates in the opposite direction is less obvious; however,

equating per-student public spending across regions also incentivizes poor-to-rich migration
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by lessening the cost of moving from without receiving a Hukou, as children of migrants no

longer face a difference in schooling quality upon migration.

Table 2.10: Public Spending: Effects on Children’s Migration %

Province ℓ Province h

Baseline Public Spending Baseline Public Spending

Overall 5.7 6.7 9.8 17.9

Q1 3.4 4.3 25.5 40.7

Q2 4.1 5.2 16.4 29.5

Q3 5.1 6.3 10.1 19.4

Q4 13.5 14.4 2.7 5.6

We report effects on children’s human capital, college attendance, and logged income in

Table 2.11. As expected, average child human capital increases for children across all quar-

tiles in the poor province and decreases across all quartiles in the rich province, with larger

percentage gains and losses in lower quartiles of the poor and rich province, respectively.

This is met with slight increases in college attendance (about 3 - 5% of baseline) in the

bottom two quartiles and slight decreases in the upper two quartiles for children born in the

poor province, as children with poorer parents benefit relatively more from increases in pub-

lic relative to private investment. However, this comes at a cost–children of poorer parents

in the rich province suffer the largest relative decreases in human capital and college-going,

with attendance increasing for the top quartile. The richest individuals can most readily

compensate losses in public funding with private investment, allowing them to maintain

their children’s status at the top of the human capital and education distribution. These

factors lead to the largest income gains for children of the poorest in the poor province and

the largest income reductions for the children of the poorest in the rich province.
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Table 2.11: Public Spending: Effects on Children’s Human Capital, College Attendance %,
and Log(Income)

Province ℓ Province h

Baseline Public Spending Baseline Public Spending

Human Capital

Overall 105.5 110.2 173.2 164.9

Q1 80.8 85.8 73.3 68.7

Q2 95.1 100.3 112.0 103.8

Q3 111.0 115.6 143.5 134.5

Q4 164.1 167.8 252.9 244.6

College Attendance %

Overall 16.1 16.1 24.0 23.8

Q1 7.8 8.2 2.5 1.9

Q2 11.8 12.2 7.5 6.9

Q3 17.4 17.2 14.7 14.0

Q4 37.6 36.5 45.3 46.0

Log(Income)

Overall 9.71 9.76 10.30 10.24

Q1 9.46 9.52 9.41 9.35

Q2 9.62 9.67 9.86 9.78

Q3 9.80 9.84 10.14 10.07

Q4 10.26 10.28 10.85 10.81

Table 2.12 reveals the mechanisms of welfare gains and losses. We first note that from

Table 2.9, almost all children born in the poor province are better while almost all children

born in the rich province are worse off from the policy, as would be expected from reallocating

public schooling funds from rich to poor regions. Welfare losers born in the poor province

are migrants who receive an elite education and obtain a Hukou for the rich province in

both the baseline and the counterfactual, whose children then do not receive higher quality

schooling as before. The children born in the rich province who gain from the policy consists

of those born to migrants without a Hukou who do not have access to the rich province’s

public education or those who migrate to the poor province under both the baseline and

policy counterfactual settings (or both). As with the Hukou policy, the children with better

human capital outcomes in the rich province are mostly the same as the children of parents

without a Hukou. However, under this policy, rather than children of migrants benefiting
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from access to public schools in the rich region, they benefit from improved schooling quality

in the poor region.

Table 2.12: Public Spending: Differences Between Winners vs. Losers from Policy

Province ℓ Higher HC Higher Edu Migration Elite Migration

W L Diff W L Diff W L Diff W L Diff

Overall 99.9 97.2 2.7 0.4 0.0 0.4 3.5 92.1 -88.7 1.4 71.7 -70.3

Q1 99.8 91.3 8.5 0.5 0.0 0.5 3.6 97.5 -93.9 1.2 6.3 -5.1

Q2 100.0 95.8 4.2 0.5 0.0 0.5 4.1 94.7 -90.6 2.1 31.6 -29.4

Q3 100.0 99.0 1.0 0.3 0.0 0.3 3.6 97.9 -94.4 1.6 72.0 -70.4

Q4 100.0 97.5 2.5 0.0 0.0 0.0 1.8 89.9 -88.1 0.2 82.9 -82.8

Province h Higher HC Higher Edu Migration Non-Hukou Parent

W L Diff W L Diff W L Diff W L Diff

Overall 62.2 0.9 61.3 8.8 0.0 8.8 47.4 16.7 30.6 62.2 0.9 61.3

Q1 91.6 7.3 84.2 0.5 0.0 0.5 48.0 39.7 8.4 91.6 7.3 84.2

Q2 69.6 0.3 69.3 0.5 0.0 0.5 45.0 29.0 16.0 69.6 0.3 69.3

Q3 60.0 0.3 59.7 0.5 0.0 0.5 53.0 18.4 34.6 60.0 0.3 59.7

Q4 26.9 0.7 26.2 33.0 0.0 33.0 43.7 4.5 39.2 26.9 0.7 26.2

In summary, the Public Spending counterfactual accomplishes similar welfare outcomes

to the Hukou counterfactual, particularly improving outcomes for low-income populations

in the poor province. However, whereas the Hukou counterfactual lessens the poor-rich

gap by allowing access to the rich province’s resources, the Public Spending counterfactual

accomplishes its outcome by improving resources in the poor province, lifting individuals

who are born or attend public school in the region.

Merit and Equity

The Merit and Equity policies may impact outcomes within subgroups if college seats are

differentially allocated across the groups or they generate differential incentives for child

investment. The effect of these policies on child investment is unclear–on one hand, lower

human capital thresholds in a region implies that parents need not invest as much to guaran-

tee the same probability of admission (prior to the human capital shock) as in baseline. On
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the other hand, further marginal investments into children could increase admission proba-

bility and produce much better future outcomes by attaining a higher tier of education.

Table 2.13: Merit: Effects on Child’s Expected Welfare

Merit Province ℓ Province h

CE% % Better Off CE% % Better Off

Overall -4.2 31.4 9.4 94.9

Q1 -1.7 46.1 1.8 85.3

Q2 -3.4 33.4 5.1 90.3

Q3 -5.2 20.3 8.5 95.3

Q4 -9.2 12.5 14.5 99.0

We begin by analyzing the welfare effects of the Merit counterfactual in Table 2.13. In

the baseline counterfactual, the marginal student from the rich province has higher human

capital, meaning that lifting provincial quotas with this policy reallocates seats from the

poor province to the rich province. On average, children born in the poor province are worse

off by 4.2% and children born in the rich province are better off by 9.4%, where losses and

gains are concentrated at the top end of the parental income distribution in both the poor

and rich provinces, respectively.

Examining human capital, college attendance, and earnings outcomes in Table 2.14 helps

to explain these changes in welfare. The policy slightly reduces human capital and greatly

reduces college attendance for children in the poor province, with a corresponding 2% over-

all decrease in income. In the rich province, average human capital stays roughly the same;

combined with increases in college attendance, this drives a 4% increase in earnings. The

largest percentage point losses and gains in earnings and college attendance are again con-

centrated among children of high-income parents in both regions. This trend is explained by

the fact that children of high-income parents are most likely to be on the margin of college

attendance and thus have college attainment affected by the reallocation.
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Table 2.14: Merit: Effects on Children’s Human Capital, College Attendance %, and
Log(Income)

Province ℓ Province h

Human Capital Baseline Merit Baseline Merit

Overall 106.3 105.9 174.5 175.2

Q1 81.5 81.4 71.8 71.9

Q2 96.1 95.9 113.0 113.2

Q3 111.4 110.7 146.9 147.6

Q4 165.2 164.0 253.1 254.3

College Attendance (%)

Overall 16.3 11.9 24.9 32.1

Q1 7.6 5.0 1.7 2.6

Q2 12.3 8.6 8.3 13.0

Q3 17.3 12.2 16.6 24.0

Q4 38.3 30.0 45.9 55.6

Log(Income) 9.46 9.45 9.38 9.38

Overall 9.72 9.70 10.30 10.34

Q1 9.46 9.45 9.38 9.38

Q2 9.62 9.60 9.86 9.88

Q3 9.80 9.77 10.16 10.20

Q4 10.29 10.24 10.85 10.91

Table 2.15 shows that welfare improvements in the poor province through the Merit real-

location are not driven by improved human capital accumulation or educational outcomes,

but rather by migration to the rich province with a Hukou, particularly for children of the

richest parents. The subsequent generation of these households then access a better college

allocation relative to the baseline allocation in the rich province. Winners born in the rich

province are more likely than losers to have higher human capital and better educational

outcomes, migrate toward the worse college allocation much less often, and tend to have par-

ents who hold the local Hukou so that they are able to access the rich province’s allocation

upon birth.
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Table 2.15: Merit: Differences Between Winners vs. Losers from Policy

Province ℓ Higher HC Higher Edu Migration Elite Migration

W L Diff W L Diff W L Diff W L Diff

Overall 0.0 0.0 0.0 0.0 0.0 0.0 8.6 3.7 4.9 6.6 0.0 6.6

Q1 0.0 0.0 0.0 0.0 0.0 0.0 3.8 3.0 0.8 1.3 0.0 1.3

Q2 0.0 0.0 0.0 0.0 0.0 0.0 5.0 3.0 1.9 3.3 0.0 3.3

Q3 0.0 0.0 0.0 0.0 0.0 0.0 9.1 3.7 5.4 8.0 0.0 8.0

Q4 0.3 0.2 0.1 0.0 0.0 0.0 57.0 5.2 51.8 56.3 0.0 56.3

Province h Higher HC Higher Edu Migration Non-Hukou Parent

W L Diff W L Diff W L Diff W L Diff

Overall 55.0 13.4 41.6 11.3 0.0 11.3 4.8 93.8 -89.1 3.2 10.2 -7.0

Q1 7.0 1.6 5.4 1.3 0.0 1.3 12.2 95.7 -83.5 21.6 16.8 4.8

Q2 20.9 5.7 15.2 6.1 0.0 6.1 7.1 98.5 -91.4 3.5 3.0 0.6

Q3 53.6 24.7 28.9 10.1 0.0 10.1 5.5 93.7 -88.3 1.9 8.9 -6.9

Q4 82.4 45.6 36.8 16.7 0.0 16.7 1.8 61.8 -59.9 1.0 39.7 -38.7

Given that reallocating college seats to the rich province tends to increase welfare in

the rich province and decrease welfare across all quartiles of the poor province, one might

surmise that the Equity counterfactual would have the reverse effects. Table 2.16 shows that

this holds true in the poor province as children improve welfare by 3.7% on average, with

effects concentrated at the top of the income distribution. However, while overall welfare

does slightly decrease in the rich province, this is driven by a decrease in average welfare

only for children of the highest-income parents; in fact, most children born in all subgroups

are better off under the Equity allocation than baseline, a perhaps surprising result.
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Table 2.16: Equity: Effects on Child’s Expected Welfare

Equity Province ℓ Province h

CE% % Better Off CE% % Better Off

Overall 3.7 79.8 -0.3 79.9

Q1 2.1 72.4 3.7 95.1

Q2 3.2 80.0 3.8 94.7

Q3 4.4 87.8 1.7 89.8

Q4 6.6 84.6 -4.4 59.9

Table 2.17 sheds light on the effects on human capital, college attendance, and earnings.

With lower human capital thresholds in the poor province, parental incentive to invest

decreases, resulting in lower human capital but increases college attendance across children

in the poor province. These offset to generate only small income gains overall (1%, up to

3% in the top quartile). Higher human capital thresholds in the rich province induce greater

investment and higher human capital outcomes for children in the rich province. This offsets

the decrease in college attendance so that incomes only decrease by 1% (4% in the top

quartile). Again, effects are magnified in the top quartiles, where children are most likely to

be at the margin of college attendance and thus affected by the policy.
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Table 2.17: Equity: Effects on Children’s Human Capital, College Attendance %, and
Log(Income)

Province ℓ Province h

Human Capital Baseline Merit Baseline Merit

Overall 106.3 105.5 174.5 176.4

Q1 81.5 80.5 71.8 72.8

Q2 96.1 95.3 113.0 115.4

Q3 111.4 110.8 146.9 149.2

Q4 165.2 164.6 253.1 254.5

College Attendance (%)

Overall 16.3 19.3 24.9 19.1

Q1 7.6 9.3 1.7 1.6

Q2 12.3 15.1 8.3 5.4

Q3 17.3 21.0 16.6 11.6

Q4 38.3 43.4 45.9 36.8

Log(Income)

Overall 9.72 9.73 10.30 10.29

Q1 9.46 9.45 9.38 9.39

Q2 9.62 9.62 9.86 9.87

Q3 9.80 9.81 10.16 10.16

Q4 10.29 10.32 10.85 10.81

Finally, we study the characteristics of winners and losers from the Equity policy in

Table 2.18. Welfare improvements for children born in province ℓ are driven by higher

college attendance from the improved allocation, while welfare losses are driven by migrants

who attend the elite college and then face the rich province’s lower college allocation in

future generations. As before, education and migration differentials are concentrated in the

top quartile. In the rich province, higher welfare indeed appears to be driven by a greater

proportion of improved human capital outcomes relative to losers as well as migration to the

poor province or children of non-Hukou parents, who now access the improved college quota

in province ℓ.
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Table 2.18: Equity: Differences Between Winners vs. Losers from Policy

Province ℓ Higher HC Higher Edu Migration Elite Migration

W L Diff W L Diff W L Diff W L Diff

Overall 0.0 0.0 0.0 5.1 0.0 5.1 2.0 23.1 -21.1 1.3 19.3 -18.0

Q1 0.0 0.0 0.0 2.8 0.0 2.8 1.6 7.5 -5.9 0.4 4.1 -3.7

Q2 0.0 0.0 0.0 4.2 0.0 4.2 1.5 15.7 -14.2 0.8 11.8 -11.0

Q3 0.0 0.0 0.0 5.6 0.0 5.6 1.7 34.1 -32.4 1.4 27.9 -26.5

Q4 0.0 0.0 0.0 9.4 0.0 9.4 3.7 82.9 -79.3 3.4 80.0 -76.7

Province h Higher HC Higher Edu Migration Non-Hukou Parent

W L Diff W L Diff W L Diff W L Diff

Overall 92.4 80.4 12.0 0.2 0.0 0.2 12.3 1.2 11.1 5.9 2.9 3.0

Q1 50.1 6.6 43.5 0.2 0.0 0.2 26.1 23.0 3.2 80.3 17.9 62.4

Q2 97.5 73.4 24.1 0.1 0.0 0.1 17.2 3.6 13.6 25.7 2.2 23.4

Q3 98.6 88.0 10.6 0.2 0.0 0.2 11.3 2.6 8.7 10.1 1.4 8.7

Q4 92.1 81.0 11.1 0.2 0.0 0.2 4.9 0.2 4.7 1.8 1.2 0.6

One curious result is that both counterfactual allocations alter incentives such that the

rich province invests more into children and the poor province invests less. This suggests

that parents in the high-income province are able to more readily increase private investment

in children’s human capital in response to both upward or downward movements in human

capital thresholds. We also observe that both allocations have the greatest effects on children

of high-income parents in both regions; the largest impacts are concentrated among children

who are on the margin of college attendance, and thus positive (or negative) effects from

changing college allocation mechanisms born to the lowest-income parents are limited.

2.6 Discussion and Conclusion

China’s regional education and migration policies have generated lasting unrest over fairness

in treatment by the government. In this paper, we explore the effects of these policies on

intergenerational mobility, inequality, welfare, and the income distribution, with particular

attention on the effects of policy on different subgroups. Our counterfactual policy exer-
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cises each address one dimension of regional inequity, affecting either the quality of existing

opportunities in the poor province or access to better opportunities in the rich province.

The Hukou and Public Spending policies generate positive aggregate and distributional

effects for children born to the poorest parents in the low-income province, decreasing in-

tergenerational persistence and increasing overall welfare by 8.0% and 3.7%, respectively.

Notably, they achieve this with different end results for the spatial distribution of individu-

als. Eliminating Hukou migration costs allows individuals to freely access opportunities in

the rich province by migrating from the poor province, inducing net migration into the rich

province. Equalizing provincial per-student public spending improves existing K-12 educa-

tion quality in the poor province, attracting individuals to the poor province. We find that

lifting Hukou migration costs and equating public spending across provinces reduces inter-

generational income persistence, but at the cost of worsening outcomes in the rich province.

One common thread between these policies is that both improve the value of living in

the poor province. Lifting Hukou restrictions decreases the welfare gap between the two

locations through the increased option value of free migration to the rich province as well

as decreased housing prices in the poor province and increased housing prices in the rich

province; children who migrate with or without a Hukou under both the baseline and Hukou

settings actually tend to be worse off from the policy due to higher housing prices. Setting

public schooling quality equal increases the value of growing up in the poor relative to the

rich province. However, the distribution of these effects differs–the Hukou policy improves

welfare for most individuals (children who do not obtain an elite education and non-migrants)

in the poor province and some (children of migrant parents without a Hukou) in the rich

province. The Public Spending policy improves welfare for almost all individuals in the poor

province and very few (children of migrants without a Hukou) in the rich province.

Despite debate regarding the provincial college allocation mechanism, modifying the allo-

cation to be more equitable or efficient across regions does not produce significant aggregate

effects. Welfare effects both overall and within each region are much smaller from these poli-

cies than Hukou or Public Spending policies, with the most significant impact on children

born to rich parents whose educational outcomes are most likely to change due to policy.

Notably, allocating college seats away from the rich province, where parents have resources

to smooth over losses in college opportunities through childhood investments, may produce

small positive welfare effects for most children born in the region by incentivizing parental

investments in children’s human capital.

There are additional empirical and theoretical extensions to consider that would improve

our work. We could employ longer panel data sets in China to estimate the returns to child
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investment. Currently, our human capital accumulation equation relies on the specification

and parameter values from Kotera-Seshadri, who estimate the parameters for the United

States. While this is a useful approximation, there is reason to believe China may differ

in these parameters. If peer effects matter, this could change our results because outcomes

would be affected by regional human capital distributions, intensifying “brain drain” effects

as living in the rich province would produce positive spillovers. Finally, we acknowledge

the possibility of general equilibrium effects in labor markets, public spending, and social

insurance that are not in the model. For example, changes in the educational composition

of the regional labor force due to changing college quotas or reducing migration restrictions

could affect wage premia for college-educated workers. Lifting Hukou restrictions could

impose a substantial cost to the government if individuals at the bottom of the income

distribution move into the richer cities to benefit from the region’s social insurance, or it

could cause schooling quality to decrease by diffusing public K - 12 educational resources

across too many children if educational tax revenues cannot sustain current levels of per-

student spending. It could also be interpreted as unfair to individuals in rich provinces, who

would be effectively subsidizing the education of those in poor provinces.

Still, our model produces a number of interesting results for policymakers to consider,

and the richness of the model enables us to consider a wide range of other interesting in-

terventions such as affirmative action policies that allocate college seats to individuals from

different parts of the income distribution rather than the human capital distribution. One

could also consider combining multiple policies discussed in the paper to study the marginal

contributions of each policy. For example, combining Merit and Public Spending or Merit and

Hukou and observing changes in human capital thresholds relative to Merit alone could help

identify to what extent public spending or Hukou restrictions cause a divergence in human

capital distributions across provinces. Combining Public Spending and Hukou both equates

public schooling quality across provinces and provides free access to the rich province, which

could lead to interesting sorting effects in equilibrium. Lastly, there is the consideration of

optimal policy; for example, what is the welfare-optimizing allocation of college seats and

public education spending across regions? How would results change if weights in a social

welfare function depend on parent’s income quartile? We leave these extensions to future

work.
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Appendix

2.A.1 Rich vs. Poor Provinces

Table 2.A.1: Rich vs. Poor Provinces

Poor Population (10,000s) GDP per Capita Public K-12 spending 4-year (%) Tier 1 (%)
Guizhou 3,469 16,438 3,785 11.4 2.4
Yunnan 4,631 19,204 4,187 13.4 3.3
Gansu 2,564 19,579 4,492 17.4 3.3
Guangxi 4,645 25,233 4,464 11.8 2.6
Anhui 5,968 25,638 4,866 16.4 4.8
Jiangxi 4,488 26,073 4,190 17.2 3.7
Sichuan 8,050 26,120 4,468 11.4 2.5
Henan 9,388 28,687 3,365 15.4 3.3
Hainan 877 28,754 6,963 15.2 4.8
Qinghai 568 29,400 7,365 16.2 5.6
Hunan 6,596 29,822 4,307 17.1 3.3
Xinjiang 2,209 29,927 8,656 13.8 4.6
Shanxi 3,593 31,276 5,363 18.1 3.8
Heilongjiang 3,834 32,817 6,199 25.8 5.8
Ningxia 639 32,875 5,396 20.4 5.6
Shaanxi 3,743 33,432 6,456 22.3 6.7
Hebei 7,241 33,859 4,821 20.8 5.4
Hubei 5,758 34,099 4,138 16.8 3.8
Chongqing 2,919 34,297 5,141 13.6 4.1
Jilin 2,749 38,440 7,314 23.5 5.0
Aggregate 63.9% 28,588 4,693 16.2 3.9

Rich Population (10,000s) GDP per Capita Public K-12 spending 4-year (%) Tier 1 (%)
Shandong 9,637 47,071 6,162 26.8 8.9
Fujian 3,720 47,205 6,281 21.3 6.4
Guangdong 10,505 50,653 5,031 13.6 2.4
Liaoning 4,383 50,711 7,669 48.9 16.9
Zhejiang 5,463 59,160 8,174 61.0 13.3
Jiangsu 7,899 62,174 8,807 45.0 8.4
Beijing 2,019 80,511 22,039 32.4 16.7
Shanghai 2,347 81,772 19,685 26.4 9.7
Tianjin 1,355 83,449 15,058 42.7 15.3
Aggregate 36.1% 56,319 7,439 24.8 6.7

Income and public spending data from NBS 2011; provincial admissions rates from 2011 administrative data

Table 2.A.1 categorizes provinces in China into “rich” and “poor” based on GDP per

capita data from the 2011 Chinese Census, along with their per-student public spending
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levels and college allocations. 17 As noted, students applying from rich provinces enjoy

higher public spending and better 4-year and elite college prospects than students in poor

provinces.

2.A.2 College Seat Allocation

Access to higher education in China is highly regulated by the Ministry of Education. The

Ministry organizes a hierarchy of college education ranked by school quality, starting with

first-tier colleges at the top, then provincial and local four-year colleges, and finally voca-

tional colleges. A school’s ranking determines its level of public funding and subsequently

the quality of students who apply to each college. The MoE assigns quotas that govern

the number of students enrolling in each tier from each province, thereby controlling each

province’s access to college education.

Within each province’s allocation, college applicants are assigned to schools based on

their preferences and their scores on the National College Entrance Examination (NCEE),

or Gaokao. Applicants choose one of two tracks, social science or natural science. The exam

consists of six sections, which depend on the chosen track, worth a total of 750 points. All

students must take Chinese (150 points), mathematics (150), and a foreign language (150;

most commonly English). Social science students then also take history (100), geography

(100), and political science (100), while natural science students take physics (110), chemistry

(100), and biology (90). All exams are written and graded within province so that scores are

comparable within-province, but not between provinces.

Students receive scores around two weeks after the exam. The Ministry determines and

announces a cutoff total score for each province, college tier, and track based on the score

distribution and desired provincial quotas.18 Students’ scores must exceed the cutoff within

their track in order to apply for schools within the tier, though this does not guarantee

admission. Students then apply to at most 5 colleges (and 3-5 majors within each college)

by ranking them on a preference form. If a student is not admitted to any schools on their

list, they can indicate on the application that they would be willing to matriculate at other

schools with openings.

17We define “rich” as greater than 40,000 in GDP per capita, which is a natural cutoff given the large gap
between Jilin and Shandong as well as consistent with previous literature classifying rich and poor provinces
by Whalley and Zhang (2007).

18Cutoff scores are set well below the applicable admissions quotas to ensure that colleges receive enough
applications to fill vacant seats.
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Once students have supplied their preferences, colleges begin admitting students based

on highest NCEE scores during mid-July –August.19 The top tier admits students first, and

the second tier does not begin admitting students until the first tier is complete. Students

are admitted to at most one college; they may either accept the offer and matriculate, or

decline the offer and not enroll in any college that year.

2.A.3 Steady-State Solution Process

First, to obtain the baseline steady state, we set housing prices Pℓ and Ph based on empirical

housing expenditure shares across provinces and set regional public spending levels x̄ℓ and

x̄h equal to per-student K - 12 spending in the data for each province. Then, we guess

equilibrium provincial college human capital thresholds H̄2,ℓ, H̄3,ℓ, H̄2,h, and H̄3,h and poor

province location preference mean µM,ℓ. Given these values, we solve for value functions

Vr(H2, ξy, ξr,m) across all possible combinations of state variables on a grid. We initialize

the economy with a large number of individuals and an arbitrary distribution across state

variables, then we use the value functions to interpolate each individual’s decision rule in each

period. Once we obtain the steady state from these value functions, we adjust the guess for

the human capital thresholds in each province toward the implied human capital thresholds

from the new steady state, and we increase or decrease µM,ℓ depending on whether province

ℓ is too small or too large, respectively, in the attained steady state. Finally, we re-calculate

the value functions given these new human capital thresholds and location preference mean

and repeat the process. We continue iterating until provincial enrollment and province size

match 2011 with negligible tolerance.

To obtain counterfactual steady states, the process is largely the same. However, µM,ℓ and

housing constants Ar are held fixed from baseline, and we guess location size and human

capital thresholds in each iteration. We achieve steady state when housing prices, public

spending levels, and schooling enrollments (which adjust with location size as described in

the paper) are consistent with the location size and human capital threshold guesses.

2.A.4 Solving for the Transition Path

We use the transition path between baseline and counterfactual steady state to compute the

effects of counterfactual policy on a fixed initial distribution (namely, the baseline steady

state) in Section 5.2 by comparing outcomes in the first period of the counterfactual transition

19There are also additional considerations for special talents or for ethnic minorities similar to Affirmative
Action in the United States, but admission is solely based on test score for most of the population.
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path relative to another generation of the baseline policy. To solve for the transition path, we

begin by setting the baseline and counterfactual steady states as the start and endpoints of

the path, respectively, and assuming the transition path takes at most T generations to reach

the counterfactual steady state. This pins down housing prices and human capital thresholds

from period T onward. Then, we guess housing prices and human capital thresholds for each

college and province in each period along the transition path. Starting from period T −1, we

use backward induction to solve for value functions in each preceding period, using guessed

prices and thresholds in the current period and value functions in the next period to solve

for current-period value functions. Finally, we use these value functions to simulate the

transition path and check that equilibrium conditions on housing and college attainment are

consistent with the optimal decision rules, i.e. population sizes and college capacities are

consistent with the guesses for housing prices and human capital thresholds. If they are not,

we adjust the guesses accordingly and repeat the process until equilibrium is achieved.

We show transition paths for average income and location size for each counterfactual in

the figures below. For the purposes of this exercise, the policy is enacted at the beginning

of period 2 so that the starting point in period 1 is the baseline steady state. This implies

that location sizes in period 1 and period 2 (which are measured at the beginning of the

period) will be identical since individuals affected by the policy do not migrate until the

end of the period in which the policy changes. We find that the transitions are relatively

smooth and monotone. Location size in the Equity counterfactual appears to fluctuate, but

the magnitude of these fluctuations is small, so we attribute them to noise.

From Figures 2.A.1 and 2.A.2, it appears that the economy takes only a few generations

to roughly converge from the baseline to the counterfactual steady state in most cases. We

choose n = 9 as an upper bound, and convergence appears to occur well before then.

2.A.5 Calibration: Non-Targeted Moments

We verify the performance of our model in matching intergenerational quartile transition

matrices for the entire population and each province, moments which are not directly targeted

by the calibration. Our model suggests slightly higher income persistence for children born to

either end of the parental income distribution, particularly at the upper end, but otherwise

matches well.
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Figure 2.A.1: Transition Paths: Location Size

Table 2.A.2: Quartile-Quartile Transition Matrix

Child Quartile
CFPS Data 1 2 3 4

P
ar
en
t

Q
u
ar
ti
le

1 35.7% 28.5% 19.9% 16.0%
2 28.4% 27.2% 25.3% 19.1%
3 19.3% 27.2% 28.7% 24.8%
4 16.7% 17.6% 25.5% 40.1%

Model 1 2 3 4

P
ar
en
t

Q
u
ar
ti
le

1 41.1% 26.0% 19.5% 13.4%
2 34.8% 26.6% 19.9% 18.7%
3 30.0% 24.6% 22.1% 23.3%
4 18.9% 20.2% 20.6% 40.3%

2.A.6 Combining Hukou and Public Spending Policies

The Hukou and Public Spending counterfactuals address two different sources of regional

inequality: access to regional amenities through migration and the level of an important
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Figure 2.A.2: Transition Paths: Income

regional amenity, respectively. What, then, would happen if both occurred at the same

time? Not only are individuals able to sort efficiently

Interactive effects on mobility

Table 2.A.3: Steady State Differences across Policies

Baseline Hukou Public Spending H + PS
Average Income 37,988 36,966 38,369 37,672
Population size (%), province ℓ 63.9 59.0 67.3 63.1
IGE 0.401 0.384 0.374 0.364
Gini 0.564 0.543 0.563 0.552
Welfare 21.743 21.820 21.779 21.845
∆ Welfare in % Consumption (CE %) - 8.0 3.7 10.7
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Table 2.A.4: Hukou + Public Spending: Effects on Child’s Expected Welfare

H + PS Province ℓ Province h

CE% % Better Off CE% % Better Off

Overall 19.5 95.3 -13.8 12.9

Q1 22.7 98.6 -7.4 28.4

Q2 21.5 97.6 -14.1 14.6

Q3 18.2 95.1 -15.1 15.0

Q4 12.0 85.5 -13.6 7.2

Table 2.A.5: Hukou + Public Spending: Effects on Children’s Human Capital, College
Attendance %, and Log(Income)

Province ℓ Province h

Human Capital Baseline H + PS Baseline H + PS

Overall 106.3 111.1 173.0 164.7

Q1 80.9 86.0 73.4 68.7

Q2 95.8 101.0 113.6 105.1

Q3 111.8 116.4 144.8 135.5

Q4 166.7 170.2 250.8 242.5

College Attendance (%)

Overall 16.4 16.4 24.6 24.8

Q1 7.8 8.2 1.9 1.8

Q2 12.6 12.9 8.5 7.9

Q3 17.5 17.4 15.9 15.8

Q4 38.3 37.0 45.6 46.6

Log(Income)

Overall 9.72 9.79 10.30 10.21

Q1 9.44 9.52 9.39 9.33

Q2 9.64 9.71 9.88 9.76

Q3 9.80 9.86 10.15 10.04

Q4 10.30 10.35 10.84 10.78
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Table 2.A.6: Hukou + Public Spending: Differences Between Winners vs. Losers from Policy

Province ℓ Higher HC Higher Edu Migration Elite Migration

W L Diff W L Diff W L Diff W L Diff

Overall 99.8 98.1 1.7 0.4 0.0 0.4 25.1 79.1 -54.0 0.5 55.9 -55.4

Q1 99.7 97.5 2.2 0.5 0.0 0.5 19.6 89.4 -69.8 0.6 17.4 -16.7

Q2 100.0 98.5 1.5 0.5 0.0 0.5 24.1 78.5 -54.4 0.8 40.5 -39.7

Q3 100.0 99.4 0.6 0.2 0.0 0.2 28.0 81.9 -54.0 0.3 58.1 -57.9

Q4 99.6 97.5 2.0 0.0 0.0 0.0 35.8 76.1 -40.3 0.0 66.3 -66.3

Province h Higher HC Higher Edu Migration Non-Hukou Parent

W L Diff W L Diff W L Diff W L Diff

Overall 23.7 0.6 23.1 5.0 0.0 5.0 85.6 41.4 44.2 86.0 14.0 72.0

Q1 52.1 8.4 43.7 0.0 0.0 0.0 89.9 58.8 31.1 71.0 29.0 42.0

Q2 22.3 0.3 22.1 0.8 0.0 0.8 90.9 58.4 32.5 93.2 6.8 86.4

Q3 15.0 0.1 14.9 0.7 0.0 0.7 91.1 46.5 44.6 97.0 3.0 94.0

Q4 20.0 0.0 20.0 21.0 0.0 21.0 66.6 25.6 41.0 100.0 0.0 100.0

2.A.7 Scaling College Allocation Counterfactuals

Overall college attendance rates in China have drastically increased in recent years. However,

we are unable to obtain admissions data to different levels of college at the province level

past 2011. In this section, we adjust for changes in college attendance by scaling the overall

baseline college attendance rates in the model to match those in the United States.20

Effects are similar to the non-scaled case, with small changes in steady-state welfare

and income. One deviation is that the low-income province shrinks in the scaled Equity

counterfactual, as significantly more people from the low-income province attend the elite

college and can move without facing Hukou costs. The short-run welfare effects are similarly

distributed as well, with the largest improvements for the children of high-income parents in

the high-income province in the Merit counterfactual.

20Since college attendance in China continues to grow currently, we use the United States as a benchmark
for the long-run steady state of college attendance.
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Table 2.A.7: Steady State Differences across College Allocation Policies (Scaled)

Baseline Merit Equity
Average Income 45,561 46,183 45,260
Population size (%), province ℓ 63.3 63.4 60.7
IGE 0.435 0.459 0.431
Gini 0.560 0.570 0.556
∆ Welfare in % Consumption (CE %) 0 1.3

Table 2.A.8: Merit: Effects on Child’s Expected Welfare (Scaled)

Merit Province ℓ Province h

CE% % Better Off CE% % Better Off

Overall -14.7 31.4 30.8 94.9

Q1 -14.0 46.1 13.1 85.3

Q2 -14.9 33.4 28.0 90.3

Q3 -15.7 20.3 32.4 95.3

Q4 -15.0 12.5 31.7 99.0

Table 2.A.9: Equity: Effects on Child’s Expected Welfare (Scaled)

Equity Province ℓ Province h

CE% % Better Off CE% % Better Off

Overall 2.1 31.4 –3.0 94.9

Q1 .3 46.1 4.8 85.3

Q2 2.1 33.4 3.1 90.3

Q3 4.0 20.3 -1.7 95.3

Q4 4.3 12.5 -5.9 99.0
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Chapter 3

U.S. Employment and Opioids: Is

There a Connection?

3.1 Introduction

Many observers have decried the effects of the U.S. opioid epidemic on drug overdoses and

mortality. The epidemic is particularly shocking since the majority of users start taking

opioids that are prescribed by their physicians, even if they later progress to illicit or illegal

opioid use. Case and Deaton (2015) point to the opioid crisis as an important cause of recent

increases in mortality among middle-aged non-Hispanic white Americans. And deaths may

be viewed as the tip of the iceberg in that for every person who dies, many more are suffering

the debilitating effects of addiction. Krueger (2017) documents that in a recent survey of

prime-aged white men who were out of the labor force, 50% report chronic pain and daily

use of opioid pain medications.

These observations beg the question of whether the opioid crisis is a consequence of un-

employment and economic dislocation among less-skilled American workers, or whether the

indiscriminate prescription of opioids has promoted economic dislocation by transforming

workers with curable and chronic injuries into addicts. A fundamental barrier to answering

these questions is that areas such as Appalachia, which historically have low employment-

to-population rates, have also been hardest hit by the opioid epidemic. But it is not clear

whether this relationship is causal or reflects omitted factors such as local variation in physi-

cian prescribing behavior.

This paper uses quarterly county-level data to examine the relationship between per

capita opioid prescription rates and employment-to-population ratios. We have data on all
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prescriptions of opioids from 2006 to 2014 from IQVIA which can be aggregated to the

county-gender-age group-quarter level. These data are linked to data on employment from

the Quarterly Workforce Indicators and to information on county population from the U.S.

Census.

We first estimate models with employment-to-population ratios as the dependent variable

and lagged opioid prescriptions as the independent variable. In order to address potential

confounding, per capita opioid prescriptions for younger ages are instrumented using per

capita opioid prescriptions to the elderly. Places with high per capita opioid prescription

rates among the elderly also tend to have high prescription rates among people of working

age. The identifying assumption in these models is that prescriptions to the elderly should

not have a direct effect on employment among younger people. We find that the estimated

effect of opioids on employment-to-population ratios is positive but small for women, while

there is no relationship for men. Specifically, a 100% increase in opioid prescribing would lead

to increases in employment of 3.8% among women in counties with above-median education

and 5.2% among women in counties with below-median education.

In order to evaluate the hypothesis that economic dislocation causes dependence on opi-

oids, we also estimate models with per capita opioid prescriptions as the dependent variable

and lagged employment-to-population ratios as the independent variable of interest. In

these models we use a Bartik-style shift share instrument for employment shocks in which

the composition of county employment in a base year (2005) is used to predict the impact of

national industry-level employment fluctuations on employment-to-population ratios at the

local level (Bartik (1991)). Because the sample period covers the Great Recession and the

recovery, there is a lot of local variation in employment to exploit. Arguably, the spike in

unemployment, subsequent recovery, and its differential effect on local economies could not

easily have been forecast in 2005 given knowledge about county employment composition.

In these specifications, our results are more ambiguous. We find some evidence that

higher employment-to-population ratios reduce per capita opioid prescriptions among young

workers, though this effect is only statistically significant in the instrumental variable (IV)

specifications and only in counties with above-median education. We conclude that the

relationship between opioid prescribing and employment is actually quite weak and that

factors other than economic dislocation must underlie the sharp increase in deaths due to

opioids. The rest of the paper is laid out as follows: We discuss the background literature in

Section 1 and the data in Section 2. Section 3 presents an overview of our methods, while

results and robustness are discussed in Sections 4 and 5. Section 6 offers a discussion and

conclusions.
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3.2 Background

Drug overdoses involving opioids rose 200% between 2000 and 2014, becoming an acknowl-

edged public health crisis, and calls for a public policy response (Chen et al. (2014); Dart et

al. (2015); Rudd et al. (2016)). Unlike in past drug epidemics, currently many overdoses and

deaths involve legal opioids prescribed by a physician. Since 1999, the clinical use of opioids

has quadrupled in the U.S., leading to increases in overdoses, emergency room visits, and

admissions for drug treatment in addition to the surge in deaths. Although many opioids are

prescribed for chronic pain, opioids are not effective for this indication over the long term

because patients build up dependence (Frieden and Houry (2016)). Until very recently, pre-

scriptions of opioids continued to rise despite the rising toll (for Behavioral Health Statistics

and Quality (2013); Meara et al. (2016)).

In a groundbreaking paper, Case and Deaton (2015) coined the phrase “deaths of despair,”

arguing that the worsening economic position of less-educated whites in the US had fueled

increases in deaths due to suicide, alcohol, and drug addiction. This idea suggests that people

are dying in large part because of behaviors that are themselves a response to worsening

economic status.

This hypothesis follows naturally from a large body of literature showing that economic

dislocation has health consequences for affected individuals. For example, Bergemann et al.

(2011), Black et al. (2015), Browning and Heinesen (2012), Eliason and Storrie (2009b,a),

and Sullivan and Von Wachter (2009) all find negative effects of individual job displacement

on health outcomes. This literature suggests that some of these negative effects are generated

by changes in health behaviors, such as increases in smoking (c.f. Black et al. (2015); Falba

et al. (2005)).

In contrast to the effects of individual job loss, the broader literature linking general

economic conditions to heath and health behaviors suggests that health is countercyclical.

Ruhm (2000, 2005) argues that recessions are actually good for people’s health because, for

example, they have more leisure time for physical activity and other health seeking behaviors.

Ásgeirsdóttir et al. (2014) find that the economic crisis of 2008 was associated with many

improvements in health behaviors in Iceland. Therefore, it is by no means certain that areas

with declining employment will also suffer deteriorations in health behaviors.

Recent studies examining the association between economic conditions and opioid abuse

find mixed results. While Hollingsworth et al. (2017), Carpenter et al. (2017), Pierce

and Schott (2020), and Charles et al. (2019) conclude that adverse macroeconomic con-

ditions—including rising unemployment, detrimental trade shocks, and declining manufac-
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turing employment—have led to increases in opioid use and mortality, Ruhm (2018) finds

that variation in economic conditions can explain at most one-ninth of the variation in the

growth in overall drug-related mortality rates. In support of Ruhm’s findings, Case and

Deaton (2017) paint a more nuanced portrait than their earlier paper and highlight that

deaths of despair were rising even in the early 2000s—a time of great economic growth and

before the Great Recession. Notably, none of these papers other than Pierce and Schott

(2020) use methods that address the possibility of reverse causality.

Attributing the rise in opioid abuse to the deterioration of economic conditions is an

appealing narrative, but any causal relationship between opioids and employment could just

as easily run in the opposite direction. In fact, in its most recent report on employment

in the U.S., the Organization of Economic Cooperation and Development states that the

opioid epidemic is responsible for recent declines in labor force participation in the U.S. (for

Economic Cooperation and Development (2018)). However, the evidence for this proposition

is primarily descriptive and cross-sectional.

In descriptive work, Krueger (2017) demonstrates using cross-sectional data that places

with the most opioid prescribing in 2015 experienced the largest declines in male labor force

participation between 1999 and 2015, though he acknowledges that labor force participation

was declining in many of the same places prior to the opioid epidemic. Krueger notes that if

the correlation is causal, then increased opioid use could explain up to 20% of the observed

decline in labor force participation over the period. Using data for 10 states from 2013 to

2015, Harris et al. (2017) similarly find a negative effect of opioid prescription rates on labor

market outcomes, although their sample variation is too limited to allow for county fixed

effects.

To our knowledge then, our paper is the first to examine both the hypothesis that lack

of employment has a causal effect on opioid use and the hypothesis that opioid use has a

causal effect on employment in a similar framework. Our work further builds on previous

studies by using IV strategies to address reverse causality, by using a relatively long panel

that allows us to control for fixed differences across counties, and by incorporating detailed

prescriptions and employment data that allows for county-level analyses within different age

and gender groups.

3.3 Data

We purchased prescription data from IQVIA, a public company specializing in pharmaceu-

tical market intelligence. This data set contains the number of prescriptions filled for opioid
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analgesics at U.S. retail pharmacies in each year from 2006 to 2014. In addition to the

number of prescriptions, the IQVIA data contain information on the patient’s age group

and gender and the address of the prescriber. These data show a continuous increase in

the number of opioid prescriptions from 2006 to 2012 followed by a slight moderation. To

calculate opioids per capita, we divide opioid prescriptions within a county from IQVIA by

county-level population counts from the 2010 Census.

We construct quarterly, county-level employment data from 2006 to 2014 using informa-

tion from the Quarterly Workforce Indicators (QWI). The QWI is a unique jobs-level data

set that is publicly released by the U.S. Census Bureau. Covering 95% of employment in

the US, the data set combines information from a number of sources including administra-

tive employment records, Social Security data, and Federal tax records. Because the QWI

is based on administrative data, the county-level employment measures are more accurate

than employment counts from surveys such as the Current Population Survey. Moreover,

firm- and worker-level data are linked so that the QWI is the only data set from which it is

possible to obtain employment numbers by gender, age group, county, and two-digit NAICS

industry codes across the US.

The concept of employment in the QWI is not exactly the same as in either worker-

based surveys or employer-based counts for a number of reasons. First, since the QWI is

a jobs-level data set, it can yield counts that are higher than the number of workers who

hold any job due to multiple job holding. Second, a job-worker link is considered to exist

at the beginning of the quarter if the job existed in the quarter before and in the quarter

following. This way of counting could lead to underestimates of the number of workers with

a job when workers switch jobs between quarters. Finally, since people may live and work in

different counties, some areas may have employment-to-population ratios greater than one

when computed using the QWI. Despite these measurement differences, the QWI accurately

captures changes in the number of jobs over the business cycle and across areas (Bureau

(2017)).

Two concerns arise when merging the opioid and employment data that are worth noting.

First, as shown in Appendix Table 3.A.1, the age groups provided in the prescription and

employment data do not align perfectly. When constructing the age groups that we predom-

inately focus on—young adults and prime-aged workers—we therefore use slightly different

age ranges in each data set. In particular, the young adult group consists of individuals aged

19-44 in the employment data and 20-39 in the prescription data, while the prime-age group

consists of individuals aged 45-64 in the employment data and 40-64 in the prescription data
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An additional source of potential discrepancy between the opioid and the employment

data is that individuals may not work and seek medical care in the same county. For example,

an individual who lives in Princeton, New Jersey and obtains a prescription from a doctor

close to home but who commutes to New York City for work would cause an inconsistency

in the count of individuals involved when matching employment to opioid prescription data.

Much of the previous work on opioids focuses on individuals with low educational attain-

ment. Although we have access to employment data by education level in the QWI, we do

not know the education level of the patient in the prescription database and therefore can-

not match prescriptions to employment by education. In order to explore this aspect of the

opioid-employment relationship, we rank each county based on the proportion of individuals

within the county with highest educational attainment of high school or less as of the 2000

Census. We split the data set in half based on this criterion and estimate identical regression

models on each subset of the data.

Finally, because health insurance is closely linked to employment in the US, we also es-

timate models controlling for the percent of people aged 18 to 64 who are insured in each

county. These data come from the U.S. Census Bureau’s Small Area Health Insurance Esti-

mates (SAHIE), which is the only source of data for single-year estimates of health insurance

coverage status for all counties. The SAHIE estimates are based on data from the Ameri-

can Community Survey, tax returns, administrative data from the Supplemental Nutrition

Assistance Program, Medicaid, the Children’s Health Insurance Program, and the 2010

Census. Estimates are available for males and females (see https://www.census.gov/data-

tools/demo/sahie/sahie.html, accessed October 30, 2017).

3.3.1 Summary Statistics

Table 3.1 provides means of the employment-to-population ratios and the per capita opioid

prescription rates. The means are shown by gender for all workers and for the two broad

age groups that we consider: young adults and prime-age adults. We also show estimates

for counties with above- and below-median education.

The employment-to-population ratios are higher among men and among workers aged 19

to 44. The most striking difference, however, is between counties with higher and lower levels

of education. On average, counties with a less-educated population have a male employment-

to-population ratio of 0.525 compared to 0.720 in counties with a more-educated population.

Turning to the per capita opioid prescription rates, we see a quite different pattern. Per

capita opioid prescription rates are highest for women and for older workers. Moreover, the
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Table 3.1: Mean Employment to Population and Prescriptions Rates

Mean Employment/Population Ratio
Age All Counties High Education Counties Low Education Counties

Males All 0.624 0.720 0.525
19-44 0.628 0.722 0.529
45-64 0.618 0.718 0.521

Females All 0.610 0.684 0.531
19-44 0.621 0.697 0.541
45-64 0.595 0.672 0.521

Mean Prescriptions/Population Ratio
Age All Counties High Education Counties Low Education Counties

Males All 0.180 0.207 0.192
20-39 0.088 0.090 0.087
40-64 0.310 0.324 0.298

Females All 0.243 0.267 0.257
20-39 0.138 0.138 0.138
40-64 0.385 0.397 0.375

per capita opioid prescription rates are slightly higher in high-education counties, although

the differences by education are dwarfed by the differences across gender and age.

Figure 3.1 depicts a heat map of opioid prescriptions per capita. The figure illustrates

the large geographic variation in scripts per capita across the country, as well as increases

in opioid prescribing over time which one can see by comparing 2006 and 2014. Areas that

were harder hit initially tended to be places with higher-than-average unemployment such as

Appalachia, Maine, and rust belt states such as Michigan and Northern California. By 2014,

prescribing had further intensified in these areas, but much of the rest of the country had

begun to catch up, despite the improving economic conditions in most parts of the country.

Figure 3.2 shows employment-to-population ratios for workers aged 19 to 64 in the same

two years. These figures also show considerable variation across locations, but much less

variation over time than the heat maps for opioid scripts shown in Figure 3.1.

Figure 3.2 compares the employment-to-population ratios computed using the QWI to

those computed using the Quarterly Census of Employment and Wages (QCEW), which

comes only from employer reports for counties with over 100,000 population in 2010. As

the figure indicates, the distributions are substantially similar, though the QWI has a some-

what thicker right tail. We also estimate separate regressions using QCEW instead of QWI

employment data and obtain similar results, shown in Appendix Table 3.A.3.
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Figure 3.1: Opioid Prescriptions per Capita Among Individuals Aged 20-64

(a) 2006

(b) 2014
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Figure 3.2: Employment-to-Population Ratios Among Individuals Aged 19-64

(a) 2006

(b) 2014
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Figure 3.3: QWI vs. QCEW

Figure 3.4 shows the contemporaneous relationship between the log of per capita opioid

prescriptions and the log of employment-to-population ratios for the four age-sex groups

we consider. Perhaps surprisingly, the relationship is positive, as indicated by the fitted

regression lines through the scatter plots. Figure 3.4 shows that the data is quite noisy at

the county level. In order to minimize the impact of this noise in what follows, we keep all

counties with over 100,000 in population in 2010 and then aggregate the other counties in a

state into one “rest of state” area.

3.4 Methods

We would like to know if more opioid prescribing in a county causes people to lose their

jobs, and conversely, whether a lack of employment opportunities causes people to turn to

prescription opioids. Posing the questions in this way highlights the potential simultaneity

of employment and opioid prescriptions. We deal with this problem in three ways. First, we

estimate models in which we regress the dependent variables of interest on lagged values of

the independent variables. In so doing, we assume that any effects are not instantaneous and
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Figure 3.4: Log(Employment to Population) vs. Log(Prescriptions per Capita)

(a) Males, Young Adult (b) Males, Prime Age

(c) Females, Young Adult (d) Females, Prime Age

that it is past opioid use that affects employment and vice versa. Second, we estimate models

with and without county fixed effects in order to gauge the extent to which any effects that

we find are due to constant or long-term characteristics of places rather than short-term

fluctuations in either opioid prescribing or employment opportunities. For demographic

group j in county i in quarter t, these specifications are given by:
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where ϕi and γt denote county-level and time-period fixed effects, respectively, and ϵijt is an

error term.

Third, we estimate IV models. In models where employment-to-population ratios are the

dependent variable, we instrument for per capita opioid prescriptions to working-aged people

using per capita opioids prescriptions to people aged 65 and older of the same gender. In

the IV version of Equation (3.1’), the first-stage equation is given by:

ln
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= β0 + β1ln

1
4
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)+ ϕi + γt + ωijt (3.3)

where 1
4

∑4
q=1

(
prescriptionsi65+,t−q

populationij,2010

)
indicates the average number of per capita prescriptions

to those aged 65+ of the same gender as group j in county i in quarters t− 1 to t− 4.

One assumption underlying this instrument is that doctors are more likely to prescribe

opioids to everyone in some places than in others (Schnell (2017)), so that places where

elderly people are more likely to get prescriptions are places where working-age people are

also more likely to get them. At the same time, we do not expect prescriptions to the elderly

to have a direct effect on the employment of working-aged people.

A second identifying assumption is that there is no third unobserved variable (other

than opioid prescriptions for those of working age) that affects both the employment of

the working-age population and opioid prescription rates for the elderly. While it is always

possible that such a variable exists, it is hard to think of what it might be. Economic

conditions should not affect prescription rates among the elderly, since they are largely out

of the labor force and have prescription drug benefits under Medicare Part D. High rates of
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manual labor and resulting disability might lead to high rates of opioid prescribing among

the elderly, but these characteristics of the local labor market would also presumably lead

to high opioid prescribing among prime-age workers. To the extent that any such omitted

variables are fairly constant over time, they will be captured by county fixed effects in our

models.

In regressions where employment-to-population ratios are the independent variables, we

instrument for employment using a Bartik-style shift-share instrument. Using the industry

composition of the county’s employment from the base year of 2005, we calculate the county’s

predicted employment if the level of employment in each industry had changed in the same

ratio as in the rest of the nation in that industry. We sum over industries in each county to

calculate the predicted level of employment (the Bartik instrument) for each gender and age

group. Thus, the expression for the Bartik instrument in county i for demographic group j

in quarter t is given by:

Bartikijt =
∑

s∈{sectors}

(
employmentijs,2005 ∗

∑
k∈{counties\i} employmentkjst∑

k∈{counties\i} employmentkjs,2005

)

In the IV version of Equation (3.2), the first stage is therefore given by:
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Recently Goldsmith-Pinkham et al. (2020) have argued that the Bartik instrument

amounts to using interactions between initial local employment shares and national industry

employment rates. It is clear that these instruments are much more likely to meet the

exogeneity assumption in models that include county fixed effects than in those without,

which underscores the importance of examining these relationships using panel data.

3.5 Results

While our primary focus is on models broken down by demographic group using data from the

QWI, Appendix Table 3.A.3 shows estimates of Equations (3.1) and (3.2) using all working-

age people and comparing estimates obtained using the QWI and the QCEW. We show

OLS estimates for all counties and for counties with above- and below-median education.
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The estimates are very similar in the two data sources, though somewhat more precisely

estimated in the QWI. In what follows, we use the QWI because the QWI allows us to use

employment numbers broken down by gender, age group, county, and industry.

Table 3.2 shows estimates for Equation (3.1), in which employment-to-population ratios

are a function of per capita opioid prescriptions. We begin with a model without county

fixed effects and estimate models separately by gender and age group (young adults and

prime-age adults). These estimates should arguably be most similar to past research that

also does not include county fixed effects. Because of the log-log formulation, these estimates

can be interpreted as elasticities.

The estimates all suggest a positive effect of lagged opioid prescriptions on employment-

to-population ratios. The estimates are higher for workers aged 45 to 64 than for younger

adults. For older workers, the effects are largest in high-education counties, whereas for

younger workers they are largest in low-education counties. IV estimates from the analogous

IV specification for Equation (3.1) are shown in columns 4 and 5. The IV estimates are quite

similar to the OLS estimates in this formulation. However, the instrument may not be valid

without fixed effects as it is possible that prescription rates among the elderly pick up other

characteristics of counties.

Table 3.3 shows estimates of Equation (3.1’), which includes county fixed effects in order

to control for constant differences across counties. The estimated elasticities are all much

smaller than in Table 3.2, but remain positive. They are larger in low-education counties

and statistically significant in the OLS models for workers aged 19 to 44 (column 3). The IV

estimates show some evidence of significant positive effects in the models for female workers

in low-education counties, though the IV estimates for males are small and not statistically

significant.

Taken literally, these estimates suggest that opioid prescriptions may help some female

workers to stay in the labor force, though the effects are small. In counties that have below

the median level of education, a 100% increase in per capita opioid prescriptions is estimated

to increase the employment-to-population ratio by 3.3% among women aged 19 to 44 and by

4.3% among women aged 45 to 64. We do not find any statistically significant effect among

men.

In Table 3.4 we turn to the opposite question of whether higher employment-to-population

ratios discourage reliance on prescription opioids, or Equation (3.2). This table, without

county fixed effects, suggests that there are actually large positive effects of higher employ-

ment rates on opioid prescribing and that these effects are larger for individuals aged 20-39.

For these workers, the estimated effects are once again larger in less-educated than in more-
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Table 3.2: Effects of Opioid Prescriptions on Employment: without County Fixed Effects

(1) (2) (3) (4) (5)
All High Ed. Low Ed. High Ed. Low Ed.

Counties Counties Counties Counties Counties
OLS OLS OLS IV IV

1. Females, 19-44; Mean = .606

Log(Prescriptions per Capita)
.188*** .141*** .209*** .205*** .292***
(.047) (.039) (.064) (.039) (.050)

R2 0.113 0.065 0.2244 - -
First stage F-stat - - - 251.63 310.33

2. Females, 45-64; Mean = .586

Log(Prescriptions per Capita)
.222*** .253*** .156*** .251*** .205***
(.038) (.036) (.060) (.037) (.054)

R2 0.111 0.149 0.082 - -
First stage F-stat - - - 633.31 721.88

3. Males, 19-44; Mean = .609

Log(Prescriptions per Capita)
.193*** .164*** .169*** .223*** .297***
(.043) (.033) (.065) (.043) (.049)

R2 0.105 0.088 0.147 - -
First stage F-stat - - - 381.49 240.2

4. Males, 45-64; Mean = .599

Log(Prescriptions per Capita)
.215*** .264*** 0.09 .313*** .192***
(.044) (.047) (.061) (.050) (.050)

R2 0.083 0.132 0.032 - -
First stage F-stat - - - 844.86 486.26

N 20,453 10,142 10,278 10,142 10,278

Notes: First-stage estimates for IV: coefficient on endogenous variable = .944, s.e. = .036, R2 = .806. The
dependent variable in each regression is log(employment/population) for a given demographic group at the
county-quarter level. All regressions include year and quarter fixed effects. Standard errors are clustered
by county and are shown in parentheses. Counties with fewer than 100,000 people were merged into one
aggregate county for each state.

educated counties. The IV point estimates in columns 4 and 5 are slightly larger than the

OLS, but not significantly so.

Table 3.5 shows results from Equation (3.2’), the same models as Table 3.4 including

county fixed effects. The OLS estimates remain large and positive. The IV estimates are

negative for individuals aged 18 to 44 in high-education counties, but large and positive for

older women in less-educated counties. Taken at face value, these estimates suggest that

younger workers may be less likely to turn to opioids when employment-to-population ratios

are higher. This finding might reflect less “despair,” but it might also reflect workers’ abilities

to be more selective about their jobs and avoid jobs that cause them pain or injury. Among
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Table 3.3: Effect of Opioid Prescriptions on Employment: with County Fixed Effects

(1) (2) (3) (4) (5)
All High Ed. Low Ed. High Ed. Low Ed.

Counties Counties Counties Counties Counties
OLS OLS IV IV

1. Females, 19-44; Mean = .606

Log(Prescriptions per Capita)
0.024*** 0.018* 0.030*** 0.017 0.033**
(.007) (.010) (.009) (.016) (.016)

R2 0.986 0.984 0.981 0.984 0.981
First stage F-stat - - - 247.8 116.21

2. Females, 45-64; Mean = .586

Log(Prescriptions per Capita)
0.014* 0.015 0.019 0.035** 0.043***
(.008) (.011) (.013) (.017) (.017)

R2 0.986 0.985 0.982 0.985 0.981
First stage F-stat - - - 211.53 68.17

3. Males, 19-44; Mean = .609

Log(Prescriptions per Capita)
0.020** 0.009 0.035*** -0.003 -0.011
(.008) (.011) (.011) (.017) (.018)

R2 0.984 0.982 0.974 0.982 0.973
First stage F-stat - - - 227.74 112.67

4. Males, 45-64; Mean = .599

Log(Prescriptions per Capita)
0.005 0.0004 0.014 0.012 -0.012
(.008) (.011) (.012) (.016) (.016)

R2 0.989 0.988 0.984 0.988 0.984
First stage F-stat - - - 283 84.82

N 20,453 10,142 10,278 10,142 10,278

Notes: First-stage estimates for IV: coefficient on endogenous variable = .912, s.e. = .033, R2 = .998. The
dependent variable in each regression is log(employment/population for a given demographic group at the
county-quarter level. All regressions include year, quarter, and county fixed effects. Standard errors are
clustered by county and are shown in parentheses. Counties with fewer than 100,000 people were merged
into one aggregate county for each state.

older women, there appears to be a positive relationship between employment-to-population

ratios and opioid prescribing, though the lack of significance of the instrument suggests that

we should be careful when interpreting this estimate.

3.6 Robustness

There are many potential confounders in any county-level analysis. A potentially important

confounder for our study is the prevalence of health insurance in the county, as health insur-
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Table 3.4: Effect of Employment on Opioid Prescriptions: without County Fixed Effects

(1) (2) (3) (4) (5)
All High Ed. Low Ed. High Ed. Low Ed.

Counties Counties Counties Counties Counties
OLS OLS OLS IV IV

Females, 18-44; Mean = .160

Log(Employment to Population Ratio)
.575*** .396** 1.034*** .398*** 1.137***
(.161) (.156) (.244) (.149) (.239)

R2 0.206 0.191 0.289 - -
First stage F-stat - - - 98.52 335.49

Females, 45-64; Mean = .433

Log(Employment to Population Ratio)
.479*** .554*** .497** .568*** .570***
(.093) (.093) (.196) (.097) (.198)

R2 0.218 0.259 0.187 - -
First stage F-stat - - - 292.09 246.64

Males, 18-44; Mean = .103

Log(Employment to Population Ratio)
.479*** .420*** .751*** .416*** .808***
(.106) (.112) (.232) (.109) (.252)

R2 0.195 0.208 0.204 - -
First stage F-stat - - - 151.89 274.63

Males 45-64, Mean = 0.348

Log(Employment to Population Ratio)
.355*** .470*** 0.242 .512*** .350**
(.069) (.071) (.166) (.076) (.175)

R2 0.196 0.25 0.142 - -
First stage F-stat - - - 215.76 333.12

N 20,453 10,159 10,278 10,159 10,278

Notes: First-stage estimates for IV: coefficient on endogenous variable = .954, s.e. = .020, R2 = .933.
All regressions include year, and quarter fixed effects. Standard errors clustered by county and shown in
parentheses. Counties with fewer than 100,000 people have been merged into one aggregate county for each
state.

ance is strongly related to employment in the US. While health insurance varies markedly

across counties, it may not be adequately controlled for by including county fixed effects

alone since the fraction of Americans with health insurance changed over our sample period.

Declining health insurance coverage rates were an important motivation for the Affordable

Care Act (ACA). Starting in 2011, the ACA increased coverage for those aged 18 to 26 by

allowing them to be covered under their parents’ health insurance plans. In 2014, the health

insurance exchanges created by the ACA opened, and some states expanded their Medicaid

coverage to include childless adults.
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Table 3.5: Effect of Employment on Opioid Prescriptions: with County Fixed Effects

(1) (2) (3) (4) (5)
All High Ed. Low Ed. High Ed. Low Ed.

Counties Counties Counties Counties Counties
OLS OLS OLS IV IV

1. Females, 18-44; Mean = .160

Log(Employment to Population Ratio)
0.546*** 0.477*** 0.641*** -1.143* -0.093
(0.088) (0.130) (0.121) (0.620) (0.448)

R2 0.93 0.907 0.948 - -
First stage F-stat - - - 44.7 35.68

2. Females, 45-64; Mean = .433

Log(Employment to Population Ratio)
.221*** .322*** .263** 15.64 1.553***
(.071) (.098) (.113) (13.75) (0.341)

R2 0.948 0.94 0.958 - -
First stage F-stat - - - 29.57 29.97

3. Males, 18-44; Mean = .103

Log(Employment to Population Ratio)
.449*** .337** .545*** -.798** -0.881
(.096) (.164) (.100) (.355) (.593)

R2 0.917 0.893 0.937 - -
First stage F-stat - - - 52.52 10.1

4. Males, 45-64; Mean = 0.348

Log(Employment to Population Ratio)
.213*** .227** .307*** 0.710 -0.553
(.065) (.094) (.095) (.630) (.551)

R2 0.945 0.936 0.955 - -
First stage F-stat - - - 48.75 22.2

N 20,453 10,142 10,278 10,142 10,278

Notes: First-stage estimates for IV: coefficient on endogenous variable = .793, s.e. = .196, R2 = .999.
All regressions include year and quarter fixed effects. Standard errors clustered by county and shown in
parentheses. Counties with fewer than 100,000 people have been merged into one aggregate county for each
state.
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Tables 3.6 and 3.7 show estimates similar to the models with county fixed effects that

were shown in Tables 3.3 and 3.5 but control for the percent insured in each county and

gender group. Our intent is not to identify a causal effect of insurance coverage, as to do so

would require an additional instrument. Rather, we ask whether the estimates are sensitive

to the inclusion of measures of insurance coverage. Because the county-level insurance data

are annual, we first estimate models similar to Equations (3.1’) and (3.2’) but aggregating

our data to the annual level. Because estimates of insurance coverage are available only for

those aged 18 to 64, we also aggregate the two age categories.

Panels 1 and 3 of Table 3.6 show that our qualitative findings about the effects of opioids

on employment-to-population ratios continue to hold in the annual pooled-ages data. Panels

2 and 4 show that when we add the percent insured to the model, the estimated effect of

opioid prescriptions on the employment-to-population ratio is unaffected. As before, we find

a significant positive relationship between opioids per capita and employment-to-population

among women and no relationship among men.

Table 3.7 shows estimates of the effect of employment-to-population ratios on per capita

opioid prescriptions using annual pooled-ages data. The estimates are qualitatively similar

to those shown in Table 3.5 in terms of the signs. However, none of the OLS estimates

are statistically significant for high-education counties and none of the IV estimates are

statistically significant. Hence, the estimated effects of employment-to-population ratios on

opioid prescribing are more sensitive to specification than the estimated effects of opioids on

employment-to-population ratios.

3.7 Discussion and Conclusions

Compared to most previous work, we have the advantage of a long time period that allows

us to control for time-invariant differences across counties using county fixed effects. We

also have detailed data on opioid prescriptions as well as quarterly employment data that

are available at the county level and broken down by age and gender groups. This rich

data allows us to explore the extent to which results differ for older and younger workers

and for males and females. The estimated effects of prescription opioids on employment-to-

population ratios are robust to changes in specification and suggest that there is a positive

relationship for women and no significant relationship for men. More specifically, a 100%

increase in opioid prescribing would lead to increases in employment of 3.8% among women

in counties with above-median education and 5.2% among women in counties with below-

median education. Our exploration of the effects of health insurance would appear to rule it
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Table 3.6: Effect of Opioid Prescriptions on Employment: controlling for County Fixed
Effects and % Insured

(1) (2) (3) (4) (5)
All High Ed. Low Ed. High Ed. Low Ed.

Counties Counties Counties Counties Counties
OLS OLS OLS IV IV

1. Females, 18-64, Mean = 0.622

Log(Prescriptions per Capita)
.025*** 0.018 .034*** .038* .052***
(.009) (.013) (.012) (.020) (.017)

R2 0.988 0.988 0.983 - -
First stage F-stat - - - 342.27 114.04

2. Females, 18-64, controlling for % insured

Log(Prescriptions per Capita)
.026*** 0.021 .038*** .039** .058***
(.009) (.013) (.012) (.020) (.018)

% insured
.279*** .292*** .334*** .303*** .343***
(.059) (.082) (.086) (.081) (.083)

R2 0.988 0.988 0.984 - -
First stage F-stat - - - 269.99 103.19

3. Males, 18-64, Mean = 0.632

Log(Prescriptions per Capita)
.020** 0.009 .038*** 0.017 0.007
(.010) (.014) (.012) (.020) (.017)
0.989 0.988 0.983 - -
- - - 336 139.33

4. Males, 18-64, controlling for %insured

Log(Prescriptions per Capita)
.022** 0.012 .042*** 0.021 0.017
(.010) (.014) (.012) (.020) (.016)

% insured
.347*** .391*** .367*** .396*** .358***
(.061) (.089) (.073) (.086) (.070)

R2 0.99 0.988 0.984 - -
First stage F-stat - - - 300.51 144.81

N 5,585 2,780 2,805 2,780 2,805

Notes: First-stage estimates for IV: coefficient on endogenous variable = .996, s.e. = .031, R2 = .996.
All regressions include year and quarter fixed effects. Standard errors clustered by county and shown in
parentheses. Counties with fewer than 100,000 people have been merged into one aggregate county for each
state.

out as a major explanation for these findings. An alternative explanation is that although

they are addictive and potentially dangerous, opioids nevertheless allow some women to keep

working who might otherwise withdraw from the labor force.

When we examine the effects of employment-to-population ratios on opioid prescrip-

tions, our results are more ambiguous. We find some evidence that higher employment-to-
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Table 3.7: Effect of Employment on Opioid Prescriptions: controlling for County Fixed
Effects and % Insured

(1) (2) (3) (4) (5)
All High Ed. Low Ed. High Ed. Low Ed.

Counties Counties Counties Counties Counties
OLS OLS OLS IV IV

1. Females, 18-64; Mean = 1.085

Log(Employment to Population Ratio)
.200** 0.171 .341*** -11.59 0.211
(.082) (.115) (.100) (32.71) (.433)

R2 0.986 0.985 0.987 - -
First stage F-stat - - - 49.68 26.07

2. Females, 18-64; Controlling for %insured

Log(Employment to Population Ratio)
.212** 0.186 .373*** -15.9 0.251
(.083) (.114) (.101) (64.62) (.439)

%insured -.229 -.411 -.395 2.287 -.359
(.157) (.231) (.234) (10.83) (.273)

R2 0.986 0.985 0.987 - -
First stage F-stat - - - 44.71 22.31

3. Males, 18-64; Mean = 0.802

Log(Employment to Population Ratio)
.223** 0.141 .349*** -2.179 -2.786
(.088) (.141) (.088) (1.767) (2.296)

R2 0.984 0.983 0.986 - -
First stage F-stat - - - 63.76 19.67

4. Males, 18-64; Controlling for %insured

Log(Employment to Population Ratio)
.239*** 0.166 .379*** -2.276 -3.151
(.090) (.144) (.091) (2.005) (2.892)

%insured -.230 -.437** -.372 .258 .733
(.153) (.218) (.242) (.619) (.877)

R2 0.984 0.983 0.986 - -
First stage F-stat - - - 66.04 16.23

N 5,585 2,784 2,801 2,784 2,801

Notes: First-stage estimates for IV: coefficient on endogenous variable = .616, standard error = .226, R2 =
.999. All regressions include year, and quarter fixed effects. Standard errors clustered by county and shown
in parentheses. Counties with fewer than 100,000 people have been merged into one aggregate county for
each state.

population ratios reduce per capita opioid prescriptions among young adults, though this

effect is only statistically significant in the IV specification and only in counties with educa-

tion above the median.

The limited effect of employment-to-population ratios on per capita opioid prescriptions

that we document should perhaps not be a surprise. As Case and Deaton (2017) clarify, the

142



type of despair they describe has more to do with a longer-term unraveling of the social fabric

than with short-term variations in employment prospects. Moreover, there is increasing

evidence that opioid prescribing patterns depend more on idiosyncratic factors such as the

characteristics and preferences of local doctors than on local economies (Schnell and Currie

(2018); Schnell (2017)).

Overall, our analysis suggests that the relationship between opioid prescribing and em-

ployment is considerably weaker and murkier than popular narratives suggest. The fact that

many opioid users are still in the labor market —and are likely having their prescriptions

paid for by employer-sponsored health insurance—is one reason the opioids are having such a

large impact on American employers. This observation suggests that policy responses should

be designed to take into account the fact that many opioid users work. Treatment options

that help people retain their connection to the labor market are likely to be necessary to

effectively combat the epidemic.
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Appendix

Table 3.A.1: Age Groupings in Prescription and Employment Data

Age group classification Opioid Employment
1: Adolescents 0-2, 3-9, 10-19 14-18
2: Young adults 20-39 19-21, 22-24, 25-34, 35-44
3: Prime-age workers 40-59, 60-64 45-54, 55-64
4: Retirees 65-74, 75-84, 85+ 65-99
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Table 3.A.2: Mapping from NAICS Codes to SIC Codes

NAICS industry SIC industry
11 (Agriculture, Forestry, Fishing, and Hunting) 01-09 (Agriculture, Forestry, and Fishing)
21 (Mining, Quarrying, and Oil and Gas Extraction) 10-14 (Mining)
23 (Construction) 15-17 (Construction)
31-33 (Manufacturing)
51 (Information)

20-39 (Manufacturing)

22 (Utilities)
48-49 (Transportation and Warehousing)

40-49 (Transportation and Public Utilities:
Electric, Gas, Communications, Sanitary)

42 (Wholesale Trade) 50-51 (Wholesale Trade)
44-45 (Retail Trade)
72 (Accommodation and Food Services)

52-59 (Retail Trade)

52 (Finance and Insurance)
53 (Real Estate and Rental and Leasing)
55 (Management of Companies and Enterprises)

60-67 (Finance, Insurance, and Real Estate)

54 (Professional, Scientific, and Technical Services)
56 (Administrative and Support and Waste
Management and Remediation Services)
61 (Educational Services)
62 (Health Care and Social Assistance)
71 (Arts, Entertainment, and Recreation)
81 (Other Services (except Public Administration))

70-89 (Services)

92 (Public Administration) 91-99 (Public Administration)

Table 3.A.3: Comparison of QWI and QCEW OLS Estimates for Working Age Individuals

(1) (2) (3) (4) (5) (6)
All All High Ed. High Ed. Low Ed. Low Ed.

Counties Counties Counties Counties Counties Counties
QWI QCEW QWI QCEW QWI QCEW

1. Dependent Variable = ln(Employment/Population); Mean = .664 (QWI), .666 (QCEW)

Log(Prescriptions per Capita)
0.011* 0.011* 0.015* 0.014 0.010* 0.009*
(0.005) (0.005) (0.007) (0.007) (0.004) (0.004)

R2 0.985 0.986 0.985 0.987 0.972 0.976
N 100,744 100,738 50,156 50,154 50,588 50,584

2. Dependent Variable = ln(Prescriptions/Population); Mean = .286

Log(Emp. per Capita)
0.158** 0.166** 0.203** 0.220* 0.137* 0.141
(0.050) (0.065) (0.068) (0.0910 (0.067) (0.077)

R2 0.947 0.947 0.957 0.957 0.925 0.925
N 100,517 100,517 50,048 50,48 50,469 50,469

Standard errors in parentheses. These are population weighted regressions including all available county-
quarter observations. All regressions include county fixed effects.
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