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Abstract

The work of this thesis lies within the field of program analysis, which seeks to provide

formal reasoning about the behavior of programs without ever executing them. The

approach that we use for program analysis involves computing a logical summary of

an input program that narrowly over-approximates its behavior, followed by auto-

mated reasoning algorithms to prove statements about program behavior. This thesis

presents a compositional and monotone approach to the summarization of procedures

with potentially multiple recursive calls, a particularly challenging domain. We sum-

marize the dynamics of programs using vector addition systems with resets (VASR),

a model that is simultaneously strong enough to capture interesting numerical be-

havior and weak enough for its reachability relation to be computable. We show how

to compute a VASR that is a best abstraction of an input program, how to compute

the reachability of a VASR-weighted pushdown system, and how to combine these

algorithms to produce summaries of programs. Together, these techniques combine

for a summarization procedure that is performant, is capable of proving useful as-

sertions in real-world programs, and makes theoretical guarantees about its relative

performance on related programs. Our work offers a valuable contribution to the field

of program analysis and paves the way for future advancements in verified software.
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Chapter 1

Introduction

Our society runs on software, but writing reliable and bug-free software is hard.

In recent years, software developers have increasingly turned to static analysis and

verification tools to make provable guarantees about the behavior of their software.

However, the problems that these tools need to solve lie at the edge of uncomputabil-

ity. Even trivial questions, such as ”does this program terminate?” were proven to be

unanswerable nearly 100 years ago [24].

Many state-of-the-art approaches utilize heuristic techniques to prove assertions

about program behavior, but such tools remain highly unsatisfactory. Developers may

receive dramatically different results with slight changes to their input program. In

the worst case, developers may even resist making useful edits to their programs

because it interferes with their program analyzer’s ability to prove correctness. This

discrepancy between developer expectations and analysis tools is an obstacle to full

adoption of formally verified software. A good program analyzer should be powerful

enough to prove assertions that developers deem useful, predictable in its analysis

of related programs, and performant enough to ensure that its incorporation into a

software engineering workflow is not burdensome.

In this thesis, we present a series of algorithms that combine to form an analysis
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method that meets all three conditions above for a particularly challenging subclass

of programs: those with nonlinear recursion. Recursion is an intuitive and widely used

programming methodology, but program analyzers often turn to imperfect heuristics

to reason about programs exhibiting complex recursive structure. While these heuris-

tics often enable verification tools to prove assertions, it is difficult for end-users to

predict how the code changes that they make will affect the performance of their

analysis tool due to “butterfly effects” in which a slight change to the input pro-

grams leads to a significantly different analysis. Insignificant changes, such as adding

a redundant condition to an if statement or eliminating an unused variable, can dras-

tically increase the verification time of program analyzers and can even cause them to

fail. If programmers cannot understand how changing their code affects the efficacy

of the resulting analysis, how can we convince them to adopt program analyzers into

their workflow?

One theoretical condition for programs summaries that guarantees a degree of

predictability for program analyses is monotonicity : if a program A’s behavior is

a subset of program B’s, program A’s summary should be at least as specific as

program B. Many existing monotone analyses follow the methodologies of algebraic

program analyses [14], which compute procedure summaries by interpreting a regu-

lar expression representing the set of paths through a program under some algebraic

structure. However, this approach faces serious challenges with regards to recursive

programs because it is typically impossible to compute a regular expression represent-

ing the paths of interest through recursive procedures. For example, even the simple

f(): if(*) A; f(); B has a set of paths ({AiBi | i ≥ 0}) that cannot be represented

by any regular expression.

In this paper, we produce procedure summaries by interpreting a context-free

language representing the paths through a program using rational vector addition

systems with resets (VASRs). By using a context free language, we can fully generate
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the paths through recursive procedures, as the language of pushdown automata is

context free. Classically used as a model for parallel systems [11], VASRs are capable

of describing a wide variety of numerical program behaviors, while still being weak

enough for us to reason about their reachability when constrained to represent paths

through recursive procedures. The end-to-end summarization procedure of this paper

is monotone, compositional, and performs comparably to state-of-the-art heuristic

tools on academic and industrial benchmarks.

In summary, the contributions of this thesis are:

1. A mechanism for synthesizing the best Vector Addition System with Resets

abstraction of a program

2. A novel encoding for the reachability relation of a Vector Addition System with

Resets along paths through recursive procedures

3. An open-source and robust implementation, shown in our evaluation section to

be comparable with the state of the art.

1.0.1 Overview

The techniques outlined in this thesis describe a method for procedure summa-

rization. This section aims to give the reader intuition about the models that are used

to represent programs and how the chapters fit together to produce summaries. The

concrete details of each algorithmic step can be found in subsequent chapters.

The input to our summarization method is a program graph representing the

structure of a program and transition formula mapping corresponding each edge to a

transition formula representing a transformation on program variables. A transition

formula is a logical formula over a set of program variables X and primed copies X ′

which holds if X can transition to X ′.
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1 char lexer(char∗ s, int slen, int c) {
2 if (c > slen) {return EOF;}
3 if (whitespace(s[c])) {
4 end += 1;
5 hd = end;
6 //save word s[hd:end]
7 } else {
8 end += 1;
9 }
10 lexer(s, slen, c + 1);
11 }
12
13 void main() {
14 lexer(NULL, nondet int());
15 assert(hd <= end);
16 }

1

11

12

13

a
b

c lexer

d

Figure 1.1: Lexer

For example, consider the code example describing the overall structure of a lexer

function and the adjacent program graph representing its structure in Figure 1.0.1.

A lexer aims to extract tokens from a buffer of characters, provided to it as a pointer

s and length slen. It recursively iterates through the buffer and attempts to fit each

token between the hd and end pointers; whenever it finds whitespace, it saves the

current token (written abstractly as a comment) then moves hd to end to begin the

next word. The vertices of the graph represent control locations within the program

- it can be viewed as a simplified version of the control flow graph of the program.

Vertex 1 corresponds to the beginning of line 2; likewise, vertex 2 corresponds with

line 11, vertex 3 with line 12, and vertex 4 with line 13. The corresponding transition

formula mapping is as follows:
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tf(a) =



slen > 0

∧ hd′ = end′

∧ end′ = end+ 1

∧ slen′ = slen− 1


tf(b) =



slen > 0

∧ hd′ = hd

∧ end′ = end+ 1

∧ slen′ = slen− 1



tf(c) =



slen ≤ 0

∧ hd′ = hd

∧ end′ = end

∧ slen′ = slen


tf(d) =


hd′ = hd

∧ end′ = end

∧ slen′ = slen+ 1


The formula associated with each edge represents the program transformation

associated with a program execution between the respective control locations. In the

above example, a represents taking the else branch of the if statement on line 2 and

taking the then branch of the if statement on line 3, b represents taking the else

branch of the if statement on line 2 and taking to else case of the if statement on line

3, c represents taking the then branch of the if statement at line 2 and returning, and

d represents line 12.

The edge from vertex 2 to vertex 3 is labeled by lexer - this represents the recursive

call made at line 11. The source and end corresponding to this call are vertices 1 and

14 respectively. We define paths through our program inductively. Paths of depth 0

are paths from vertex 1 to 4 which use no recursive calls. Paths of depth i + 1 are

paths from 1 through 4 in which every occurrence of a recursive call is replaced with

a depth i path from the source of the call to its end. The union over all i is the set of

all paths through our program.

At a high level, the logical summary that we produce must over-approximate the

composition of transition formulas along any path through our program. However, as

this model is Turing Complete, this problem is undecidable. Instead, we compute an

over-approximate abstraction of our input program which we are able to approximate
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the dynamics along paths through our program: rational vector addition systems with

resets.

The transformations of a vector addition system with resets (VASR) operate on a

set of counters, each containing a rational number value1. Each transformation affects

each counter independently: it either resets the counter to 0 or leaves the value in the

counter unchanged, then adds some rational constant to the counter.

We ensure that there is a relationship between the transition formula mapping

and our VASR mapping by mandating that there is a linear relationship between the

global variables of the transition formula and the counters of the VASR. Specifically,

we require that there is a linear function f mapping variable valuations to counter

valuations such that if variable valuation x transitions to variable valuation x′ along

the transition formula associated with some edge tf(e), then the counter valuation

f(x) transitions to counter valuation f(x′) along the VASR transformation associated

with edge e. This allows us to treat the composition of VASR transformations along a

program path as an overapproximation for the composition of the respective transition

formulas.

Continuing with the above lexer example, the following VASR meets the con-

ditions above and can be used to overapproximate the behavior of l. For notation,

we will write the state of the counters as a d-dimensional vector u and describe the

transformation corresponding to edge e as a reset vector ϕR(e) ∈ {0, 1}d and an offset

vector in ϕ+(e) ∈ Qd. The transformation associated with the transform can be then

understood as u′ = ϕR(e) ∗ u+ ϕ+(e), where ∗ is the elementwise product.

1Vector Addition Systems with Resets are typically defined over vectors of natural numbers. Our
choice of rational numbers allows us to better represent the dynamics of programs and reduces the
complexity of the resulting reachability problem, as the complexity of computing VASR reachability
using natural numbers is non-elementary [15].
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Relationship between variables and counters: u =


1 −1 0

0 1 0

0 0 1




hd

end

height



⟨ϕR(a), ϕ+(a)⟩ =

〈
0

1

1

 ,

0

1

1


〉
⟨ϕR(b), ϕ+(b)⟩ =

〈
1

1

1

 ,

−1

1

1


〉

⟨ϕR(c), ϕ+(c)⟩ =

〈
1

1

1

 ,

0

0

0


〉
⟨ϕR(d), ϕ+(d)⟩ =

〈
1

1

1

 ,


0

1

−1


〉

For example, the VASR transformation associated with edge a above can be un-

derstood as:


hd′ − end′

end′

height′

 = ϕR(a) ∗


hd− end

end

height

+ ϕ+(a) =


0

end+ 1

height+ 1


It can easily be verified that for all edges l(e) implies u′ = ϕR(e) ∗ u+ ϕ+(e).

The remainder of this thesis can be understood as follows:

• Chapter 2: A formal description of the models presented in this overview and

the mathematical background relevant to the other sections.

• Chapter 3: Given a transition formula mapping, how can we compute its best

VASR abstraction?

• Chapter 4: Given a VASR mapping over the edges of a program graph with

recursive calls, how can we encode all compositions of VASR transformations

7



along paths through the program into logic?

• Chapter 5: A description of the implementation of the methods described in

this thesis and an evaluation against state of the art program analyzers on

standardized benchmarks.

• Chapter 6: Concluding remarks and a discussion of future extensions.
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Chapter 2

Preliminaries

2.0.1 Notation/Mathematical Background

Let u∗v denote the Hadamard (elementwise) product between u and v; (u∗v)i = uivi.

Let ei be the vector such that (ei)i = 1 and for all j ̸= i (ei)j = 0. Let [n] denote

the set {1, . . . , n}. Given a set Σ, a valuation function mapping elements of the set

to rational values ρ : Σ → Q and a finite vector x = [x1, . . . , xn]
T ∈ Σn, we define

ρ(x) to be be a vector of ρ’s valuations over x: ρ(x)i = ρ(xi). For any boolean b, we

define 1[b] = 1 if b = true and 1[b] = 0 if b = false.

A category is a mathematical structure composed of objects, morphisms between

those objects, and a composition operator. A morphism is a binary relation → with

a domain object on the left and a range object on the right; we write a morphism

from object A to object B as f : A→ B. The composition operator ◦ combines two

morphisms into a single one as long as the range of one is the domain of the other.

For example, given two morphisms f : A → B and g : B → C, f ◦ g : A → C is

the resulting composed morphism. The composition operator is associative and has

an identity. The set of all morphisms in a category is closed under composition.

The pushout of two morphisms with a common domain object f : A → B and

g : A→ C is a triple ⟨D, a, b⟩ consisting of an object Z and two morphisms a : B → D

9



A B

C D

E

g

f

a
c′

b

d

u

Figure 2.1: Pushout Diagram

and b : C → D.

• Commutativity: a ◦ f = b ◦ g

• Universality: For all other objects E and morphisms c : B → E and d : C → E

such that c ◦ f = d ◦ g, there exists a unique morphism u : D → E such that

u ◦ a = c and u ◦ b = d.

The pushout can be thought of as the most general way to find a common object

between B and C which completes the commutative square.

An example category is VectQ, in which the objects are linear subspaces of Qd

for any d ∈ N and the morphisms are linear transformations. For any pair of matrices

A ∈ Qn×m and B ∈ Qk×m, let pushoutV ect(A,B) denote the pushout of A and B—that

is, a triple (d, C,D) with C ∈ Qd×n and D ∈ Qd×k satisfying the above conditions. We

can compute this pushout efficiently by computing the basis of the following linear set

via the algorithm in [21], as the set contains all possible rows of linear transformations

from C and D to a common object and making the square commute.

{(c, d) : cA = dB}

The basis of this set satisfies commutativity by definition, and satisfies universality

by the properties of a basis.

10



2.0.2 Transition Systems

A labeled transition system over a finite alphabet Σ is a pair T = ⟨ST ,→T ⟩ where

ST is a (possibly infinite) set of states, and →T⊆ ST ×Σ× ST is a labeled transition

relation. We write v
s−→T v

′ to denote that ⟨v, s, v′⟩ belongs to the transition relation

→T . For a word w ∈ Σ∗, we use v
w−→T v

′ to denote that there exists a finite sequence

v = v0
s1−→T v1

s2−→T . . .
sn−→T vn = v′ such that s1s2 . . . sn = w. For a language L ⊆ Σ∗,

we use v
L−→T v

′ to denote that there is some word w ∈ L such that v
w−→T v

′.

Let T, U be labeled transition systems over an alphabet Σ. A linear simulation

is linear map f : ST → SU such that for all s ∈ Σ, for any v
s−→T v′, we have

f(v)
s−→U f(v′). The existence of such a linear simulation implies that U is an over-

approximate abstraction of T , as {u, v : u→T v} ⊆ {u, v : f(u)→U f(v)}; in other

words, if we are able to compute the reachability of U , we have an overapproximation

of the reachability of T .

A d-dimensional labeled rational vector addition system with resets (VASR)

is a pair V =
〈
ϕR : Σ→ {0, 1}d, ϕ+ : Σ→ Qd

〉
defining a labeled transition system〈

Qd,→V
〉
such that for each s ∈ Σ, we have v

s−→V v
′ if and only if v′ = ϕR(s)∗v+ϕ+(s).

Given a set of variables X, a valuation is a map ρ : X → Q between variables and

their rational values. A transition formula in TF (X) is a formula F in Linear In-

teger/Real Arithmetic whose free variables range over variables X and primed copies

X ′. Given two valuations over X, ρ, ρ′ ∈ X → Q, we write [ρ, ρ′] |= F if F holds when

every occurrence of x ∈ X and x′ ∈ X are replaced with ρ(x) and ρ′(x) respectively.

A function tf : Σ → TF (X) defines a labeled transition system ⟨X → Q,→tf⟩ where

ρ
s−→tf ρ

′ if and only if [ρ, ρ′] |= tf(s).

2.0.3 Language Models

A program graph M = ⟨V,Σ, P, E, in, out, p0⟩ consists of a finite set of vertices V ,

a finite alphabet Σ, a finite set of procedure identifiers P (disjoint from Σ), a set
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of labeled edges E ⊆ V × (Σ ∪ P ) × V , two functions in, out : P 7→ V mapping

each procedure to its input and output vertex respectively, and an initial procedure

p0 ∈ P .

For all p ∈ P , let the set of executions of p of depth 0, EM(p, 0), be the set of

all finite sequences e ∈ Σ∗ such that there exists a sequence of vertices v0 . . . vn such

that v0 = in(p), vn = out(p), and (vi−1, ei, vi) ∈ E for all i ∈ [n]. For all j ∈ N, let

the set of executions of p of depth j+1, EM(p, j+1), be the set of all finite sequences

e ∈ (Σ ∪ (P ×
⋃

q∈P EM(q, j)))∗ such that there exists a sequence of vertices v0 . . . vn

such that v0 = in(p), vn = out(p), and for all i ∈ [n], either

• ei ∈ Σ, (vi−1, ei, vi) ∈ E, the standard edges of an execution

• ei = ⟨p, e′⟩ ∈ (P ×
⋃

q∈P EM(q, j)), (vi−1, p, vi) ∈ E, and e′ ∈ EM(p, j), the

procedure calls of an execution

Let χ :
⋃

q∈P
⋃

j EM(q, j)→ Σ∗ be a flattening function which computes the string

of edges corresponding to an execution. Formally, χ is the homomorphism that sends

e ∈ Σ to e, and (p, e′) ∈ P × (
⋃

j EM(p, j)) to χ(e′). Then, the language of paths

through a procedure p is defined as

LM(p) = {χ(e) : ∃i ∈ N, (e) ∈ EM(p, i)}

. The language of a program L(M) is the language of its initial procedure LM(po).

A context-free grammar G = ⟨N,Σ, R, s0⟩ consists of a finite set of nonter-

minals N , a finite alphabet Σ, a set of production rules R ⊆ N × (Σ ∪ N)∗, and a

designated start symbol n0 ∈ N . We denote production rule (α, β) ∈ R as α ⇒ β.

An application of production rule α ⇒ β replaces a single occurrence of α with β:

w1αw2 → w1βw2. The language corresponding to a nonterminal LG(n) is the set

{w ∈ Σ∗ : n→∗ w}. The language of the grammar L(G) is the language of its start

symbol, LG(n0). A grammar is in Chomsky Normal Form if all of its productions
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rules are of the form n ⇒ s, n ⇒ nm, or n0 ⇒ ϵ where n,m ∈ N and s ∈ Σ. There

is a polynomial time procedure to convert any context free grammar into a grammar

in Chomsky Normal Form with an equal language [2].

Given a program M , we can generate the following grammar C(M) such that

L(M) = L(C(M)).

C(M = ⟨V,Σ, P, E, in, out, po⟩) ≜
〈
V × V,Σ, PC(M), (in(po), out(po))

〉

PC(M) ≜

{(vi, vj)⇒ s⟨vk, vj⟩ : ⟨vi, s, vk⟩ ∈ E, s ∈ Σ, vj ∈ V }

∪{⟨vi, vi⟩ ⇒ ϵ : vi ∈ V }

∪{⟨vi, vj⟩ ⇒ ⟨in(p), out(p)⟩⟨vk, vj⟩ : ⟨vi, p, vk⟩ ∈ E, p ∈ P ))}

The Parikh image [19] of a word w ∈ Σ∗ is a function π(w) : Σ → N mapping

each symbol s ∈ Σ to the number of occurrences of s in w. The Parikh image of a

language L is defined as π(L) ≜ {π(w) : w ∈ L}.

Given a context-free grammar G = ⟨N,Σ, R, n0⟩, we can compute a formula,

ψParikh(G), representing the Parikh image of L(G) in the following way [25]. Its free

variables range over a designated set of symbols {cs : s ∈ N ∪ Σ}. For all valuations

m : {cs : s ∈ N ∪ Σ} → Z, we have m |= ψParikh(G) if and only if m restricted to Σ

is the Parikh image of some word w ∈ L(G) and for all nonterminals n, m(n) counts

the number of production rules with left-hand side n in the derivation of w. There is

a polynomial time procedure to compute ϕParikh(G) from any context free grammar.
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Chapter 3

Best VASR Abstractions of

Programs

The aim of this chapter is to compute a set of VASR transformations whose behavior

overapproximates the behavior of the input program. Our input program is provided

to us as a program graph M = ⟨V,Σ, P, E, in, out, p0⟩ and a transition formula map-

ping tf : Σ → TF (X), where X = {x1, . . . , xn} is a set of global variables1. We

are interested in computing a transition formula that over-approximates the relation

LM (p0)−−−−→tf as this represents all possible executions of our program.

To do so, we derive a VASR V = ⟨ϕR, ϕ+⟩ such that
LM (p0)−−−−→V is an over-approximation

of
LM (p0)−−−−→tf. We achieve this by requiring that there is a linear simulation f from

the transition system defined by tf to the transition system defined by V . It im-

plies that for all characters s ∈ Σ,
{
u, v : u

s−→tf v
}
⊆

{
u, v : f(u)

s−→V f(v)
}
; this

fact allows us to use a VASR transformation as an overapproximation for a tran-

sition formula. We can extend this reasoning to use the reachability of the VASR

as an overapproximation for the reachability of the transition formula system, as

1Since our methods are targeting procedures with recursive calls, it is unproductive to include
local variables in our VASR abstraction, as a memoryless system will not be able to capture the
behavior of local variables during recursive calls.
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{
u, v : u

LM (p0)−−−−→tf v
}
⊆

{
u, v : f(u)

LM (p0)−−−−→V f(v)
}
.

We additionally show that V is best in the following sense: for any other VASR

V ′ with a linear simulation f ′ from the transition system of l, there is a unique linear

simulation f ∗ from V to V ′ such that f ′ = f ∗◦f . This implies
{
u, v : f(u)

s−→V f(v)
}
⊆{

u, v : f ′(u)
s−→V ′ f ′(v)

}
. Then, approximating the dynamics of V provides at least as

much information as any other simulating VASR.

3.0.1 Best Per-Edge Transformations

Let x denote the vector [x1, . . . , xn]
T . Consider he space of resets implied by a tran-

sition formula and the space of additions, respectively denoted as follows:

Restf(s) ≜ {⟨a, o⟩ ∈ Qn ×Q : tf(s) |= (aTx′) = o}

Addtf(s) ≜ {⟨a, o⟩ ∈ Qn ×Q : tf(s) |= (aTx′) = (aTx) + o}

These sets are linear spaces; it can be easily checked that they are closed under

addition and scalar multiplication. We can leverage the work in [21] to generate a

basis for the above sets via Algorithm 1 in [23]. Let ⟨AR,oR⟩ and ⟨A+,o+⟩ be matrix

representations of the bases for Restf(s) and Addtf(s) respectively. Then, the best VASR

abstraction of tf(s) and the corresponding linear simulation are:

⟨fs, ϕR(s), ϕ+(s)⟩ =

〈AR

A+

 ,
0
1

 ,
oR

o+

〉

Let abstract : TF (X) → d× (Qd×n × {0, 1}d ×Qd) be a function computing the

best VASR transformation abstraction of the input transition formula and respective

linear simulation.

Theorem 3.0.1. fs, ⟨ϕR(s), ϕ+(s)⟩ is a best abstraction of tf(s); for any linear sim-
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ulation and VASR transformation f ′
s, ⟨ϕR(s)

′, ϕ+(s)
′⟩ such that tf(s) |= f ′

s(x
′) =

ϕR(s)
′ ∗ f ′

s(x)+ϕ+(s)
′, there exists a unique linear simulation f ∗ from ⟨ϕR(s), ϕ+(s)⟩

to ⟨ϕR(s)
′, ϕ+(s)

′⟩ such that f ′
s = f ∗ ◦ fs.

Proof. Each row of the matrix representation of f ′
s must be in either Restf(s) or Addtf(s),

as these sets describe the set of all possible VASR transformations entailed by tf(s) .

Then, we can conclude that f ∗ exists by the definition of a basis.

We still must combine our various transforms into a single VASR
〈
ϕ∗
R, ϕ

∗
+

〉
with

a single linear simulation f ∗. While we have computed VASR transformations for

each transition formula, this is not yet a VASR because the linear simulations can

be different. For example, consider the following example with two transformations

extracted via the above procedure from some transition formulas:

Σ = {a, b}

fa =

1 0

0 1

 ⟨ϕR(a), ϕ+(a)⟩ =

〈0
1

 ,
0
0

〉

fb =

1 1

1 0

 ⟨ϕR(b), ϕ+(b)⟩ =

〈1
1

 ,
1
1

〉

This is not yet a VASR - there is no way to compose the transform of character a

with that of character b as their linear simulations are different. If n is the dimension

of our transition formula transition system, and da and db are the dimensions that

the VASR transformations we are trying to combine operate over, we are trying to

find the most general linear functions ga, gb making the following square commute:

This is a category-theoretic pushout, as described in the preliminaries, but the

category of vector spaces is not the correct one to use here, as the resulting trans-

formations may combine rows of our VASR transformations which are reset and not
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Qn Qda

Qdb Qm

fb

fa

ga

gb

Figure 3.1: Desired Commutative Square to Align Two VASR Transformations

reset, making the output an improperly formed transformation.To approach this task,

we formalize the state spaces of VASRs as separated spaces and simulations be-

tween VASRs as linear coherent maps, show how to find the most general VASR

simulating two input VASRs via a category-theoretic pushout, and use our formalisms

to compute
〈
ϕ∗
R, ϕ

∗
+

〉
and f ∗.

3.0.2 The Sep Category

The goal of this section is to define a category representing the state space of a

VASR. The key restriction on morphisms that is necessary to preserve the structure

of VASR transformations is that dimensions which are reset cannot be combined

with dimensions that are reset. We introduce the following constructs to formalize

this notion, and concretely state how the following category is related to VASRs in

Theorem 3.0.2

Two dimensions i, j ∈ [d] of a VASR V are coherent if for all characters s ∈ Σ,

(ϕR(s))i = (ϕR(s))j (every transformation which resets i also resets j). The coher-

ence classes of a VASR V are the equivalence classes of [d] according to coherence.

Let a separated space be defined as a pair ⟨S,H⟩ where S is a finite dimensional

linear space and H = {C1, . . . , Cn} is a finite family of disjoint subspaces of S such

that each v ∈ S can be uniquely written as a sum v =
∑n

i=1 vi where vi ∈ Ci. Let

each vi be denoted the orthogonal projection of v onto Ci. For each C ∈ H, define

ζC : S → C to be the linear map that sends each vector to its orthogonal projection

onto C.
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Given a d-dimensional VASR V with coherence classes C1, . . . , Cn, let the corre-

sponding separated space be ⟨SV , HV⟩ with SV = Qd and HV = {D1 . . . Dn} with

Di = span({ej : j ∈ i}). Intuitively, this representation is relevant to the behavior

of the VASR because all of the orthogonal projections of an input vector differ in

whether or not they are reset by at least one character s ∈ Σ. This information is

important because when combining VASRs with differing linear simulations, we must

use each coherence class separately to preserve the structure of the VASR.

Let ⟨S1, H1⟩ and ⟨S2, H2⟩ be separated spaces. A coherent linear map is a pair

⟨f, wf⟩ in which f : S1 → S2 is a linear map and wf : H2 → H1 is a witness function

such that for all C1 ∈ H1 and C2 ∈ H2, if C1 ̸= wf (C2) then ζC2(f(ζC1(s))) = 0 for

all s. Let fC2 : wf (C2) → C2 be fC2(s) = ζC2 ◦ f restricted to the domain wf (C2)

for all C2 ∈ H2. Then, by linearity and the coherent condition, we have f(s) =∑
C2∈H2

fC2(ζwf (C2)s). Put simply, a linear map is coherent if each of the orthogonal

projections of its output is only dependent on one of the orthogonal projections of

this input. In the context of VASRs, this condition ensures that we do not combine

counters in different coherence classes.

Theorem 3.0.2. Let V1 and V2 be vector addition systems with corresponding sepa-

rated spaces ⟨SV1 , HV1⟩ and ⟨SV2 , HV2⟩. If f : SV1 → SV2 is a linear simulation from

V1 to V2, then there must exist a wf such that ⟨f, wf⟩ is a coherent linear map from

⟨SV1 , HV1⟩ to ⟨SV2 , HV2⟩.

Proof. Let the components of Vi be denoted
〈
ϕVi
R , ϕ

Vi
+

〉
. We will define TVi

(s, u) =

ϕVi
R (s) ∗ u + ϕVi

+ (s). For coherence class Cj of Vi, we will use ϕVi
R (s)Cj

to refer to the

value of (ϕVi
R (s))k for any k ∈ Cj; in other words, this term tells us whether Cj was

or was not reset by character s.

We want to show that for all coherence classes C1, C2 of V1,V2 respectively, if there

is some u such that (ζC2 ◦ f ◦ ζC1)(u) ̸= 0, then for all s ∈ Σ we have (ϕV1
R (s))C1 =

(ϕV2
R (s))C2 . This fact implies that for each C2 there exists at most one C1 such that
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(ζC2 ◦f ◦ζC1)(u) ̸= 0 for some u, as all for all C1, C
′
1, (ϕ

V1
R (s))C1 ̸= (ϕV1

R (s))C′
1
for some s

by the definition of coherence. If there were C1 and C
′
1 such that (ζC2 ◦f ◦ ζC1)(u) ̸= 0

and (ζC2 ◦ f ◦ ζC′
1
)(u) ̸= 0, then the statement we want to prove would contradict

the definition of a coherence class as it would imply that for all s ∈ Σ we have

(ϕV1
R (s))C1 = (ϕV1

R (s))C′
1
. Therefore, after proving this statement, we can construct a

witness function by mapping each C2 to the unique C1 meeting the condition above

if one exists, and an arbitrary C1 otherwise.

Consider an arbitrary s ∈ Σ. The definition of linear simulation implies that for all

u, f(TV1(s, u)) = TV2(s, f(u)). Letting u = 0, we have that f(ϕV1
+ (s)) = ϕV2

+ (s). Now,

consider any coherence classes C1, C2 of V1,V2 such that (ζC2 ◦ f ◦ ζC1)(u) = v ̸= 0.

We will show by cases that (ϕV1
R (s))C1 = (ϕV2

R (s))C2 .

• Case 1: (ϕV1
R (s))C1 = 1. Then,

TV2(s, f(ζC1(u))) = f(TV1(s, ζC1(u)))

= f(ζC1(u) + ϕV1
+ (s))

= f(ζC1(u)) + f(ϕV1
+ (s))

= f(ζC1(u)) + ϕV2
+ (s)

Because VASR transformations apply to each coherence class independently

and each coherence class is disjoint, the above implies that

TV2(s, ζC2(f(ζC1(u)))) = ζC2(f(ζC1(u))) + ϕV2
+ (s)

By our assumption, ζC2(f(ζC1(u))) ̸= 0, so (ϕV2
R (s))C2 = 1; otherwise, the above

equation would not hold.
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• Case 2: (ϕV1
R (s))C1 = 0. Then,

TV2(s, f(ζC1(u))) = f(TV1(s, ζC1(u)))

= f(ϕV1
+ (s))

= ϕV2
+ (s)

Because VASR transformations apply to each coherence class independently

and each coherence class is disjoint, the above implies that

TV2(s, ζC2(f(ζC1(u)))) = ϕV2
+ (s)

By our assumption, ζC2(f(ζC1(u))) ̸= 0, so (ϕV2
R (s))C2 = 0; otherwise, TV2 would

have left part of f(ζC1(u)) unreset.

Let Sep be the category where the objects are separated spaces and the arrows

are coherent maps. The remaining goal of this section can be formalized as follows:

Given |Σ| individual VASR transformations operating in different separated spaces

and coherent linear maps fs from the separated space of our transition formulas to

each space, compute the multi-dimensional pushout of all the separated spaces. We

can compute the pushout for Sep via the following:

Consider two coherent linear maps, ⟨f, wf⟩ from ⟨S1, H1⟩ to ⟨S2, H1⟩ and ⟨g, wg⟩

from ⟨S1, H1⟩ to ⟨S3, H3⟩. Let D⟨C2,C3⟩ be the object corresponding to the VectQ

pushout of fC2 and gC3 and let a⟨C2,C3⟩, b⟨C2,C3⟩ be the respective morphisms. Then,

let S4 = Πwf (C2)=wg(C3)D⟨C2,C3⟩ and letH4 =
{
D⟨C2,C3⟩ : wf (C2) = wg(C3)

}
Finally, let

a =
∑

wf (C2)=wg(C3)
a⟨C2,C3⟩ ◦ ζC2 , b =

∑
wf (C2)=wg(C3)

b⟨C2,C3⟩ ◦ ζC3 , wa(D⟨C2,C3⟩) = C2,

and wb(D⟨C2,C3⟩) = C3. Then:
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pushoutSep = ⟨⟨S4, H4⟩, ⟨a, wa⟩, ⟨b, wb⟩⟩

Theorem 3.0.3. For any separated space, pushoutSep is the pushout of the category

Sep.

Proof. The fact that the diagram commutes follows directly from the commutativity

of the VectQ pushout : for all pairs ⟨C2, C3⟩ such that wf (C2) = wg(C3), we have

that

a⟨C2,C3⟩ ◦ ζC2 ◦ f = a⟨C2,C3⟩ ◦ fC2 by coherent condition of f

= b⟨C2,C3⟩ ◦ gC3 by commutativity of pushout

= b⟨C2,C3⟩ ◦ ζC3 ◦ g by coherent condition of g

It follows that:

∑
⟨C2,C3⟩

wf (C2)=wg(C3)

a⟨C2,C3⟩ ◦ ζC2 ◦ f =
∑

⟨C2,C3⟩
wf (C2)=wg(C3)

b⟨C2,C3⟩ ◦ ζC3 ◦ g

And so:

a ◦ f = b ◦ g

To prove universality, consider another object ⟨S5, H5⟩ and morphisms ⟨c, wc⟩, ⟨d, wd⟩

such c ◦ f = d ◦ g. For all C5 ∈ H5, we must have that wc(C5) ∈ H2, wd(C5) ∈ H3,

and wf (wc(C5)) = wg(wd(C5)). Then, ⟨wc(C5), wd(C5)⟩ must have been considered by

the pushout procedure, so by the universality of the VectQ there must exist a unique

u⟨wc(C5),wd(C5)⟩ such that

u⟨wc(C5),wd(C5)⟩ ◦ a⟨wc(C5),wd(C5)⟩ = c⟨wc(C5),wd(C5)⟩
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u⟨wc(C5),wd(C5)⟩ ◦ b⟨wc(C5),wd(C5)⟩ = d⟨wc(C5),wd(C5)⟩

Compositionally, u =
∑

C5∈H5
u⟨wc(C5),wd(C5)⟩◦ζD⟨wc(C5),wd(C5)⟩

is the unique coherent

linear maps such that u ◦ a = c and u ◦ b = d. Thus, our pushout is universal.

Given a VASR transformation and a coherent linear map ⟨f, wf⟩, Define the image

of the VASR transformation ⟨ϕR(s), ϕ+(s)⟩ under a coherent linear map ⟨f, wf⟩ to

be image(⟨ϕR(s), ϕ+(s)⟩, ⟨f, wf⟩) = ⟨wf ⊠ ϕR(s), f(ϕ+(s))⟩, where (wf ⊠ ϕR(s))i =

ϕR(s)j for any j ∈ wf (Ci) where Ci is the coherence class containing i. This image is

also a VASR transformation, which was exactly the property we were looking for to

complete the commutative square in Figure 3.1. Now, we can use pushoutSep to align

all of our VASR transformations.

3.0.3 Combining VASRs

We can now compute the best VASR simulating the input transition formula system

with only linear calls to our pushout procedure with Algorithm 10. For readability,

explicit references to witness function wf are omitted.

Input: Alphabet Σ = {s1 . . . s|Σ|} , global variables X, transition formula
mapping l : Σ 7→ TF (X)

Output: Linear simulation f , best d-dimensional VASR ⟨ϕR, ϕ+⟩
1 fsi , ϕR(si), ϕ+(si)← abstract(l(si)) for all si ∈ Σ
2 curr ← fs1
3 for i ∈ [2, . . . , |Σ|] do
4 ⟨ , ai, bi⟩ ← pushoutSep(curr, fsi)
5 curr ← ai ◦ curr
6 r ← I
7 for i ∈ [|Σ| . . . 1] do
8 ⟨ϕR(si), ϕ+(si)⟩ ← image(⟨ϕR(si), ϕ+(si)⟩, r ◦ bi)
9 r ← ai ◦ r

10 return b|Σ| ◦ f|Σ|, ⟨ϕR, ϕ+⟩
Algorithm 1: GenVASR
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⟨S2, H2⟩ ⟨S3, H3⟩ ⟨S4, H4⟩ ⟨S5, H5⟩

⟨Ss1 , Hs1⟩ ⟨Ss2 , Hs2⟩ ⟨Ss3 , Hs3⟩ ⟨Ss4 , Hs4⟩ ⟨Ss5 , Hs5⟩

⟨Stf, Htf⟩

a3 a4 a5

a2 b2 b3 b4 b5

fs1 fs2 fs3 fs4 fs5

Figure 3.2: GenVASR Visualized

Theorem 3.0.4. Let Σ be an alphabet, X = {x1 . . . xn} be a set of global variables,

and tf : Σ 7→ TF (X) be a transition formula mapping. Let x =

[
x1 . . . xn

]T
. Let

⟨f,V⟩ = GenV ASR(Σ, tf).

• Correctness: For any valuations ρ, ρ′ : X 7→ Z and character s ∈ Σ, if ρ
s−→tf ρ

′,

then f(ρ)
s−→V f(ρ

′).

• Universality: For all other VASRs Ṽ such that there exists a linear simulation

f̃ from the transition system defined from tf to the transition system defined by

Ṽ, there exists a linear simulation g from V to Ṽ such that f̃ = g ◦ f .

Proof. Correctness follows directly from the correctness of the abstract procedure,

which implies that the initial assignment to ⟨ϕR(si), ϕ+(si)⟩ meets the correctness

condition. The execution of GenV ASR iteratively takes the image of this initial

assignment under coherent linear maps, so since coherent linear maps are closed

under composition we can conclude that overall effect of GenV ASR is a coherent

linear map. Then, by the definition of linear simulation, our correctness condition

holds.

Likewise, universality follows from the fact that the abstract procedure is best and

pushoutSep is universal. The backwards pass of the algorithm maintains the invari-

ant that all transformations that have been processed thus far meet the universality

constraint for the transition system restricted to the edges that have been processed

thus far.
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Summary This section described an algorithm to compute a decidable approximate

model of an input program (VASR mapping) from an undecidable model (transition

formula mapping). To do so, it computed the best possible VASR transformation

simulating each transition formula independently via results from the literature, then

used the pushout of the category of VASR state spaces to combine the transformations

in the most general possible way. The output is a VASR mapping which captures as

much information as any other simulating VASR mapping, and is therefore best.
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Chapter 4

Reachability of VASRS along

Context-Free Program Paths

In this section, we show how to compute in polynomial time a transition formula which

encodes the transition relation of a labeled VASR over any context free language. This

problem is relevant to our end-to-end procedure summarization because context free

languages capture the behavior of recursive procedures.

Consider the single dimensional VASR described in Figure 4.1. To compute the

transition relation associated with a particular word w ∈ Σ∗, it is sufficient to identify

the characters corresponding to the final reset of each dimension from left to right

Σ = {a, b, c} ϕ+(s) =


1 s = a

2 s = b

3 s = c

ϕR(s) =


0 s = a

1 s = b

1 s = c

w1 = abaā c︸︷︷︸ c after final reset: 1
b after final reset: 0 u

w1−→V v ↔ v = u+ 0 · 2 + 1 · 3

w2 = abcā bcbb︸︷︷︸ c after final reset: 1
b after final reset: 3 u

w2−→V v ↔ v = u+ 3 · 2 + 1 · 3

w3 = bbccbb︸ ︷︷ ︸ c after final reset: 2
b after final reset: 4 u

w3−→V v ↔ v = u+ 2 · 2 + 4 · 3

Figure 4.1: VASR example
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along the word and to count the number of each character after the final reset. The

final reset nullifies the effects of all previous characters, and all operations after the

final reset commute because they are all adds so the count is all you need.

We formalize this reduced set of information about a word w as a labeling, and

show how to compute the set of labelings of a context-free language L(G) from its

grammar representation G = ⟨N,Σ, R, n0⟩. We then show how to use a labeling to

compute the transition relation of the word it represents, and use this in conjunction

with the set of all labelings to represent the reachability relation of the VASR.

Definition 4.0.1 (Labeling). Let V = ⟨ϕR, ϕ+⟩ be a d-dimensional VASR over al-

phabet Σ. A labeling is a function n : (Σ× [2d+1]) 7→ N which satisfies the condition

that for all even i,
∑

s∈Σ n(s, i) ≤ 1. A labeling identifies up to d symbols from a word

using its even symbols, while the odd symbols represent the partial words in between.

A labeling is well-formed if for all odd i ∈ [2d + 1] and all j ∈ [d], if there is

some s ∈ Σ such that ϕR(s)j = 0 and n(s, i) > 0, then there is some a′ ∈ Σ and some

even k > i such that ϕR(a
′)j = 0 and n(a′, k) > 0. This condition ensures that the

final reset of each class occurs at an even index.

For a word w ∈ Σ∗ and a labeling n, write w ⊩ n if and only if there exists a

decomposition w = w1w2 . . . w2d+1 such that for all i ∈ [2d + 1] and s ∈ Σ, n(s, i) =

π(wi)(s).

A well-formed labeling n such that w ⊩ n identifies up to d symbols from w,

corresponding to the nonzero values of n(s, i) for all even i, such that the final reset

from left to right of each dimension must be one of the symbols. We can encode the

VASR operation corresponding to any word w from a well-formed labeling n such

that w ⊩ n via the following formula Q. The free variables of this formula are count

variables cs,i for all s ∈ Σ and i ∈ [2d+ 1] representing the value of the labeling and

ui, vi for all i ∈ d representing the components of the vectors that the transition is

operating on. The transformation is computed by considering for each component of
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the space that the VASR operates on what the last time the component is reset in

the word that is labeled by the cs,i; it accordingly sets the value of vj.

Q
∧
j∈[d]

∃mj(
∧
k∈[d]

 ∑
s∈Σ,ϕR(s)j=0

cs,2k > 0 ∧
∑

s∈Σ,ϕR(s)j=0

∑
k<l≤d

cs,2l = 0


=⇒ vj =

2d+1∑
i=mj

∑
s∈Σ

ϕ+(s)j · cs,i

)∧

(
∑

s∈Σ,ϕR(s)j=0

∑
l∈[d]

cs,2l = 0)

=⇒ vj =

2d+1∑
i=mj

∑
s∈Σ

ϕ+(s)j · cs,i

+ uj

Theorem 4.0.2. Consider a VASR V. For any word w ∈ Σ∗ and any well-formed

labelling n such that w ⊩ n, we have u
w−→V v if and only if Q[cs,i 7→ n(s, i)] holds

when every free variable uj, vj is replaced with the respective component of u and v.

We now show an efficient method to compute a transition formula F(G,V) with

free variables cs,i for all s ∈ Σ, i ∈ [2d+ 1] such that n is a well-formed labeling and

there exists some w ∈ L(G) such that w ⊩ n if and only if F(G,V)[cs,i 7→ n(s, i)]

holds. We dub this object the label-ability formula of G. Once we have the label-

ability formula, we can conjoin it to Q as defined above to encode the reachability of

V subject to the context free langauge L(G). This can be expressed formally via the

following theorem.

Theorem 4.0.3. There is a polynomial-time procedure which, given a VASR V =

(ϕR, ϕ+) over alphabet Σ and a grammar G over the same alphabet, computes a for-

mula R(u, v) such that [u, v] |= R if and only if u
L(G)−−−→V v.
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4.0.1 Interval Grammars

In this section, we will show how to compute the label-ability formula F(G,V) of a

grammar G. This section will assume that the input grammar G = ⟨N,Σ, P, s0⟩ is in

Chomsky Normal Form.

Let Σ1 . . .Σ2d+1 be copies of Σ, Σi ≜ {⟨s, i⟩ : s ∈ Σ}. Let h : (Σ× [2d+1])∗ → Σ∗

be the homomorphism that maps ⟨a, i⟩ 7→ a for all i.

Consider the regular language

O ≜ Σ∗
1(Σ2 + ϵ)Σ∗

3 . . .Σ
∗
2d−1(Σ2d + ϵ)Σ∗

2d+1

The Parikh image O is equal to the set of all labelings over Σ, since for any w ∈ O,

we have
∑

a∈Σ π(w)(a, i) ≤ 1 for every even i. Then, if w ∈ h−1(L(G)) ∩ O, then

h(w) ∈ L(G) and h(w) ⊩ π(w). Since context free languages are closed under inverse

homomorphisms and intersections with regular languages, h−1(L(G))∩O is context-

free. Then, it is possible to represent this language as a grammar and encode its

Parikh image into a formula; this formula will be the label-ability formula of L(G).

Now, we provide an explicit construction of a grammar I(G) generating the lan-

guage h−1(L(G)) ∩ O and utilize it to construct the label-ability formula F(G,V) of

L(G).

We can construct I(G) in the following way. We introduce new “interval symbols”

N[] ≜
{
n[2i−1:2j−1] : n ∈ N, i ∈ [d+ 1], j ∈ [d+ 1], i ≤ j

}
The intention of the grammar design is that the set of words derivable from n[i:j] is

LI(G)(n[i:j]) = h−1(LG(n))∩(Σ∗
i (Σi+1+ϵ) . . . (Σj−1+ϵ)Σ

∗
j). To ensure all derived words

are in h−1(LG(n)), all rules in I(G) are copies of rules inG. To ensure all derived words

are in (Σ∗
i (Σi+1+ ϵ) . . . (Σj−1+ ϵ)Σ

∗
j), we only allow productions from n[i:j] to produce
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terminal symbols from Σi ∪ · · · ∪Σj and leverage the fact that each nonterminal can

only create one symbol by ensuring that at every step of the derivation there is at

most one n[i:j] such that i ≤ k ≤ j for all even k.

P[] ≜

{
A[2i+1:2j+1] ⇒ B[2i+1:2k+1]C[2k+1:2j+1] : A⇒ BC ∈ P, 0 ≤ i ≤ k ≤ j ≤ d

}
∪
{
A[2i+1:2j+1] ⇒ ⟨a, k⟩ : A⇒ a ∈ P, 2i+ 1 ≤ k ≤ 2j + 1

}
∪
{
s[1:2d+1] ⇒ ϵ : s⇒ ϵ ∈ P

}

I(G) =
〈
N[],Σ× [2d+ 1], P[], s[1,2d+1]

〉
Theorem 4.0.4. For any grammar G = (N,Σ, P, s0), we have

L(I(G)) = h−1(L(G)) ∩ O

So, π(L(I(G))) is the set of all labelings n such that w ⊩ n for some w ∈ L(G).

Additionally, I(G) only blows up the size of the original grammar polynomially;

specifically, I has O(d|T |) terminals, O(d2|N |) nonterminals, and O(d3|P |) produc-

tions.

We can compute a formula ψparikh(I(G)) representing the parikh image of L(I(G)),

as mentioned in the preliminaries section [25]. We can place additional restrictions

on the free variables of this formula to ensure that all models represent well-formed

labelings subject to V = ⟨ϕR, ϕ+⟩, and combine it with ψparikh to encode the set of

well-formed labelings of words in the language of our grammar into LIRA.
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ψwf (I(G), ⟨ϕR, ϕ+⟩) ≜
∧

i∈[d+1]

∧
j∈[d]

(
∨
s∈Σ

ϕR(s)j = 0 ∧ cs,2i−1 > 0)

=⇒ (
d∨

k=i

∨
s∈Σ

ϕR(s)j = 0 ∧ cs,2k > 0)

F(G,V) ≜ (∃{ms,i : s ∈ Σ, i ∈ [2d+ 1]}, ψparikh(I(G))[cs,i 7→ ms,i]) ∧ ψwf (I(G),V)

Theorem 4.0.5. F(G,V)[cs,i 7→ n(s, i)] holds if and only if n is a well-formed labeling

subject to V and there exists some w ∈ L(G) such that w ⊩ n.

Finally, we can define the following formula R which is an explicit construction

of Theorem 4. This is a formula with d-dimensional free variables u, v such that

[u, v] |= R if and only if u
L(G)−−−→V v.

R ≜ ∃{ms,i : s ∈ Σ, i ∈ [2d+ 1]}, (F(G,V) ∧Q)[cs,i 7→ ms,i]

4.0.2 End-to-end Summarization Procedure

Then, at a high level, our end-to-end summarization procedure is as follows. We

receive as input a recursive graph M representing the structure of our input program

and a transition formula mapping tf over global variables X mapping the edges of

our graph to transition formulas describing the program dynamics associated with

computations between the endpoints of that edge. We apply the GenV ASR algorithm

from Chapter 3 to compute the best VASR abstraction of the input program V and

the linear simulation f corresponding the variables of our original program with the

counters of V . We now compute a grammar G in Chomsky Normal Form generating

the language of paths through our recursive graph M and apply the construction of
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Theorem 4 to encode the relation
L(G)−−−→V into a formula R. Our final summary is the

following transition formula over variables X and X ′:

Summary(M, tf) ≜ R[u→ f(X), v → f(X ′)]

By Theorems 3.0.4 and 4, we know that for all valuations ρ, ρ′, if ρ
LM (p0)−−−−→tf ρ

′,

then ρ, ρ′ |= Summary(M, tf). In addition to being correct in this sense, Summary

is monotone in the sense specified by the following theorem, guaranteeing a type of

predictability in the behavior of the summarization procedure on related programs.

Theorem 4.0.6 (Monotonicity). Consider two transition formula mappings tf and tf′

such that tf(s) =⇒ tf′(s) for all symbols s. Then, for all program graphs,

Summary(M, tf) =⇒ Summary(M, tf′)

Summary This section describes how the reachability of a VASR mapping is com-

putable over a context free language (representing a pushdown system). To do so, we

formalized the necessary information to compute the transformation associated with

a word and showed how to compute the set of all such informations for a context

free language from its grammar representation. Conjoined with an additional formula

encoding the resulting transformation on vectors, the output of this section is a LIRA

formula representing the reachability of our VASR.
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Chapter 5

Evaluation

We implemented the algorithms detailed in Chapters 3 and 4 as an extension to Com-

positional Recurrence Analysis (CRA), a program analysis framework which uses re-

currence relations to summarize loops and Kleene iteration to summarize recursive

procedures. The methods described in this paper are used to generate procedure

summaries which we use as an alternative to the non-monotone iterative summaries.

Concretely, our implementation was built as a part of Duet [6], a static analysis tool.

The source code can be found at [20]. In this section, we aim to use this implemen-

tation to answer two research questions:

1. Does computing VASR reachability over context free languages generate effec-

tive invariants for programs with non-linear recursion?

2. How does our method compare to the state of the art on standard benchmarks?

5.0.1 RQ1: Efficacy of Context-Free Reachability

To highlight the strengths of the summarization methods described the previous

sections, we introduce three new benchmarks, aligned_access, tree_counter, and

lexer. The source code of each function can be seen in Figures 5.1, 5.2, and 1.0.1

respectively.
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Figure 5.1: Aligned Memory Accesses

void random sample(int x) {

if ( VERIFIER nondet int()) {

random sample(x + 4);

}

else if ( VERIFIER nondet int()) {

random sample(x + 32);

} else {

last access = x;
}

}

void main() {

random sample(0);
assert(last access % 4 == 0);

}

Figure 5.2: Node Counting in Trees

void tree count() {

if (*) {

leafs += 1;

return;
} else {

internal nodes += 1;

tree count();
tree count();
return;

}

}

void main() {

tree count();
assert(internal nodes + 1 == leafs);

}
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In Figure 5.1, aligned_access recursively loops arbitrarily and increments x

randomly by multiples of 4. We hypothesize that Kleene iteration-based analysis

methods should be unable to find an accurate summary for this procedure because

there is no linear relationship between successive values of x. However, generating per-

edge VASR transformations allows us to fully capture the behavior of the program

and prove the assertion. This toy example shows that our methods could be useful

for proving that memory accesses are aligned in much bigger programs.

In Figure 5.2, tree_counter uses non-linear recursion and makes an assertion

about the structure of its recursive call trace. Our methods are perfectly attuned to

summarize this procedure, as we can summarize every operation as a VASR transfor-

mation and leverage our reachability over context-free languages to exactly identify

the paths through the program. Then, we are able to effectively prove that in all

binary trees the number of internal nodes is one less than the number of leaves.

In Figure 1.0.1, lexer highlights how including resets in our VASRs enables our

summaries to be more expressive. By treating start−end as one of the VASR counters,

we are able to accurately capture the behavior of the program and prove that the

start pointer does not go past the end pointer. This example additionally shows an

example of real-world code that would benefit from the content of this thesis.
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5.0.2 RQ2: Comparison with State of the Art

GS (15s) UAutomizer (15s) UAutomizer (600s)

#tasks #correcttime #correct time #correct time

recursive 17 2 36.7 2 265.9 12 3440.2

recursive-simple 35 13 48.4 9 526.8 28 5834.6

cf-crafted 3 3 6.7 3 23.7 3 25.7

Total 55 18 91.8 14 816.4 33 9300.5

Timeouts 0 38 12

Mean time 2.4 10.8 41.7

Median time 1.2 10.1 16.5

Finally, we compared our methods to the performance of state of the art assertion

checkers. We chose to evaluate all tools on the recursive and recursive-simple

directories within the recursive subcategory of the Software Verification Competition

(SV-COMP). As our methods are only able to prove safety, we selected all benchmarks

that contained true assertions within recursive and recursive-simple, yielding

sets of size 17 and 35 respectively. We additionally test all checkers on a suite of

the benchmarks we introduce in this paper, which we dub cf-crafted. Timings were

gathered on a virtual machine running Ubuntu 20.04 with 8 GB of RAM on a machine

with 16GB of RAM and a 2.3 GHz Intel i7 CPU.

In general, the recursive and recursive-simple suites are not ideal tests of our

methods abilities, as many of their tasks include if statements for which our VASR

abstractions are too approximate to prove the associated assertions. Then, in several

cases, our inability to prove the assertions in some tasks is simply a shortcoming of

the abstraction model we employ. In other cases, we are hampered by the fact that

our VASR transformations can only be computed over global variables, as the behav-

ior of local variables is unrepresentable. These limitations will be further explored in
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the next chapter; despite them, we are able to solve a comparable number of bench-

mark tasks in a fraction of the time taken by a state of the art program analyzer,

UAutomizer [10].
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Chapter 6

Discussion

6.0.1 Related Work

Interprocedural analysis Computing summaries that approximate the dynamics

of (possibly recursive) procedures is a classical problem in program analysis [4, 22].

The dominant approach to computing is based on iterative approximation, which com-

putes a summary assignment as the limit of a Kleene iteration sequence. For abstract

domains that fail the ascending chain condition, the limit can be overapproximated

by using a widening operator [3]; however, this results in a non-monotone analysis.

Newtonian program analysis [5] is a generic method for solving interprocedural

dataflow equations which is based on Newton iteration rather than Kleene iteration.

Rather than requiring the ascending chain condition, Newtonian program analysis

relies on commutativity of the sequencing operation. Newtonian program analysis

can be used as an alternative to our method for computing the reachbility relation of

vector addition systems, but cannot accomodate resets since they do not commute.

Vector addition systems Vector addition systems are a class of transition sys-

tems originally motivated as a model of parallel systems. Classically, vector addition

systems operate over vectors of natural numbers. While reachability in the classical
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model is decidable, the complexity of the problem is non-elementary [15].

The integer VAS model was introduced by Haase and Halfon [9]. In contrast to

classical VAS, reachability for integer VAS is decidable in NP. Letting S = ⟨Σ, ϕ⟩

denote a vector addition system, Haase and Halfon showed that the reachability

relation
L−→S can be encoded in as a Presburger formula in polynomial time in the

case that L = Σ∗ (i.e., the reachability relation of an integer VASR) and the case

that L is regular (i.e., the reachability relation of an integer VASR with states).

Chistikov et al. extends this construction to the case where L is the language of a

communication-free Petri net [1]. Chapter 4 uses the same ideas as Haase and Halfon

to show that
L−→S is Presburger-definable in the case that L is a context-free language.

Our construction differs somewhat in that they show how the reachability relation

can be computed using standard primitives in formal language theory. The essence of

our result is that it is possible to compute the reachability relation for a VASR for any

family of languages that is effectively closed under intersection with regular languages

and inverse homomorphism, and for which Parikh images are Presburger-definable.

Pushdown vector addition systems (over the naturals) have been investigated in

[16, 17, 8]. The question of whether reachability is decidable for this model is open.

Silverman and Kincaid give a loop summarization algorithm that is based on

computing the reachability relation of a VASR that simulates the loop [23]. We extend

these techniques beyond loops to programs with recursive procedures.

Monotone invariant generation The classical iterative method for program ana-

ysis is monotone for abstract domains satisfying the ascending chain condition, such

as affine relation analysis [12, 18] or the Houdini algorithm [7].

There has been a recent line of work on monotone program analysis [23, 27, 26, 13]

using algebraic program analysis [14]. This work has concentrated on monotone analy-

sis of loops, and falls back on an iterative strategy to summarize recursive procedures.
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This paper provides an alternative.

6.0.2 Limitations and Future Work

A notable limitation of this analysis method that is evident in the evaluation is that

its inability to consider local variables restricts its ability to capture the dynamics

of conditional flows. The program paths that we consider are frequently not fully

constrained with respect to the semantics of the conditional statements, so our method

frequently produces a summary that is too over-approximate to prove the relevant

assertion.

In cases in which the conditional is dependent on global variables, prior work ([9],

[23]) has shown success in encoding conditional statements into the VASR model

through the introduction of states. This points to a possible extension of the work in

this paper - extending the VASR model with states and showing that the resulting

reachability is still encodable in LIRA.

However, there are many cases in which conditionals are dependent on local vari-

ables. VASRs are unable to represent the behavior of local variables during recursive

calls because doing so requires the state to store memory about the previous value of

variable. This suggests that the analysis methods of this thesis may be complemented

well by an independent analysis process aiming to incorporate local reasoning into

the summary. One potential tie-in is the free variables in our summary representing

the number of times each procedure is called in the grammar derivation of a program

path. By bounding the number of recursive calls within any run of a procedure, we

could effectively bound the depth of recursion that our system considers and increase

our summaries’ specificity enough to solve several more of the benchmarks in the

evaluation section.
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6.0.3 Conclusion

This thesis has presented an end-to-end procedure summarization algorithm that is

capable of capturing complex numerical behavior in nonlinearly recursive programs.

The key selling point of an analysis like this is that it is monotonone - if for each

edge the associated transition formula of Program A implies the associated transition

formula of Program B, we are guaranteed that the summary of Program A implies

that of Program B. The practical implications for end users of such an analysis is that

code changes which increase specificity are guaranteed to only improve the specificity

of the analysis - many program analyzers fail to meet this expectation. Our evaluation

empirically showed that the work of this thesis is able to solve a number of interesting

benchmarks extremely quickly. Through its qualitative and quantitative contributions

to the literature, this thesis lays the groundwork for a future where verified software is

the norm, and program analysis tools play a central role in ensuring that the software

we rely on is trustworthy and secure.
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