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ABSTRACT

JUST AS THE FLIGHT OF THE HONEYBEE LINKS FLOWER TO FLOWER, multiplying their
numbers across generations, acts of cognition connect disparate ideas and engender new
ones. We promote these connections in various ways, by selecting which thoughts to bring
to mind, and actively exploring the world around us. My research program seeks to uncover
how we employ such cognitive actions to make sense of our world.

This notion of cognitive actions refers broadly to operations that have the capacity to
transform mental representations through their very execution. In some cases, these acts
are not readily visible by external observers (e.g., memory retrieval). In other cases, these acts
are accompanied by motor movements that are externally observable (e.g., reaching) or leave
a visible trace (e.g., drawing). Understanding the consequences of such cognitive actions is
especially important because they are the essence of intelligent, goal-directed behavior. My
dissertation focuses on object learning — that is, how people acquire knowledge about the
diagnostic features of objects and adaptively exploit this knowledge to achieve their goals.

In Chapters 1-3 I will describe a series of studies I conducted to examine the consequences
of internally-directed cognitive actions (i.c., internal attention) on the organization of long-
term memory representations, as well the influence of these memories on attention and
perception. Chapter 4 will address the influence of task-related and sensory feedback (i.c.,
visual and haptic) during task practice on perceptual representations. Finally, in Chapter s,

I describe investigations of the impact of ‘visual production’ (i.e., drawing) on the mental
representation of object categories.
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Listing of figures

Task display. On each trial of the practice phase, observers saw an object defined
by a unique color, orientation, and location. After offset, observers were prompted
by a post-cue (“xxx” replaced by “color”, “orientation”, “location”, or “click”)

to report one of its features from VSTM. Observers reported this feature by con-
tinuously adjusting a memory probe until it matched the original stimulus. All
objects were viewed multiple times during the practice phase. This was followed
by a test phase in which observers could rely only on VLTM to report the fea-
tures of a probe. The nature of the probe differed across experiments. (A) In
Experiment 1, the memory probe was a black, canonically oriented version of

an object presented in the center of the display. Observers used a visible response
wheel to manipulate the memory probe along the cued dimension. (B) In Ex-
periments 2 and 3, the memory probe was identical to the original object in ap-
pearance, except for the cued dimension. Observers adjusted the probe by mov-
ing the mouse until a good match was found. There was no response wheel, and
the mapping between mouse position and feature space was perturbed from
trial-to-trial. . . . . ... 11
(A) Design. In Experiments 1 and 2, all objects were viewed three times during

the practice phase. Each object was assigned to the Constant, Switch, or Passive
condition. For Constant objects, the same feature was reported throughout both
the practice and test phases. Switch objects were probed on the same feature in

the practice phase but on an unpracticed feature in the test phase. Passive ob-

jects were viewed the same number of times during the practice phase, but no
features were reported; one of the unpracticed features was subsequently tested.
(B) In Experiment 3, all objects were viewed twice during the practice phase. Each
object was assigned to the Constant, Switch, or Variable condition. Constant

and Switch conditions were identical to before (but with two repetitions). For
Variable objects, two different features were retrieved in the practice phase, and
like the Switch condition, an unpracticed feature was subsequently tested. . 14
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Results of Experiment 1. (A) Empirical distributions depicting the probability

of observing an error of a given magnitude in the VLTM test for each condi-

tion. These distributions were constructed for visualization purposes only, by
pooling data across all observers. (B) Task performance across VSTM practice

and VLTM test phases as measured by RMSE for objects successfully reported
during practice phase. In the test phase, practiced features (Constant) were re-
ported most accurately, while unpracticed features of practiced objects (Switch)
were impaired relative to unpracticed features of unpracticed objects (Passive).
The height of the dotted line represents expected performance under random
guessing. Error bars reflect +1 SEM. *p<o.0s, **p<o.oor. . . . .. ... .. 21
Results of Experiment 2. (A) Empirical distributions for each condition in the
VLIM test phase, pooling data across observers for visualization purposes. (B)
Task performance across VSTM practice and VLTM test phases as measured

by RMSE. In the test phase, unpracticed features of practiced objects were im-
paired (Switch), even when observers received equal (vs. Passive) or greater (vs.
Constant) veridical sensory exposure to these features during the practice phase.
Error bars reflect t1 SEM.oop<o.or. . . . . . ... 28
Results of Experiment 3. (A) Empirical distributions for each condition in the
VLIM test phase, pooling data across observers for visualization purposes. (B)
Task performance across VSTM practice and VLTM test phases as measured

by RMSE. In the test phase, unpracticed features were impaired when belong-

ing to an object for which two (Variable) vs. one (Switch) other features had been
practiced. Error bars reflect £1 SEM. **p<o.or.. . . . . ..o 31
Model Fitting Results. (A) Guessing (g) and precision (1/sd) across conditions

in the VLTM test phase of each experiment. The probability of guessing was

generally reduced for practiced (Constant) vs. unpracticed feature (Switch/Variable/Passive)

features, but the precision of non-guesses did not significantly differ between
conditions. Error bars reflect £1 SEM. * p < 0.0s, T p < 0.10. (B) Relationship
between parameter estimates and primary RMSE measure in Experiment 1. There
were robust positive correlations between RMSE and g, but unreliable corre-
lation between RMSE and sd. This pattern of correlations held across all ex-
periments. . . . . . ... 36
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Interpretation. (A) Initially, attentional weights allocated to each feature dimen-
sion when forming a representation are roughly balanced. (B) Cued retrieval

to a specific feature dimension may disrupt this equal weighting by inducing
competition between dimensions for representation in short-term memory. This
competition may be resolved via the selection of the object’s value on the cued
dimension and inhibition of values from uncued dimensions. Crucially, the con-
sequences of this selective internal attention are not restricted to short-term mem-
ory, but extend to how various feature dimensions of an object are prioritized

in long-term memory. (C) If the same feature is retrieved again from short-term
memory in a subsequent encounter with that object, the competition among
dimensions may be less fierce because this feature is already more strongly rep-
resented. As a result, the representation of the uncued dimensions may be fur-
ther suppressed only slightly. (D) If a different feature is cued upon a subsequent
encounter, accurate retrieval of this cued dimension from short-term memory
may be more difficult due to the stronger status of the previously retrieved fea-
ture and prior inhibition of the newly cued feature. Moreover, given the weaker
status of the cued feature, other previously uncued features may compete more,
resulting in the further marginalization of still uncued feature dimensions in
long-termmemory. . . . ... ... L L oo 4

On each trial, one shape was presented in a unique color and location. After

offset, a post-cue (“xxx” replaced by “color” or “location”) prompted observers

to report one of these two features by continuously adjusting a memory probe
until it matched the original stimulus. Objects were viewed multiple times and

the same feature was post-cued each time. . . . . C 4
Search phase of Experiment 1. Observers determlned whether a cued shape was
present or absent within a cluttered display, regardless of its color or location
(bottom). Mean log-transformed search RTs for correctly detected targets, as

a function of whether the target matched the color and/or location of the cued
shape from encoding (top). Error bars reflect t1SEM. . . . . . . .. .. 54
Dual-task phase of Experiment 2. (A) While maintaining a (monochrornanc)

shape in working memory, observers discriminated the orientation (clockwise/counterclockwise)

of the tilted Gabor (target). The color of this patch was associated with the shape
on half of trials (valid). On the remaining trials, the vertical Gabor (distractor)
appeared in this color (invalid). (B) Mean orientation-discrimination RTs as

a function of validity. Error barsreflect £1SEM. . . ... ... ... ... 6o
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3.3
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3.5

Task Display. (a) During initial exposure trials, a colored shape was briefly pre-
sented and then an achromatic version of the shape reappeared to probe observers
for the color. (b) Final test phase trials were identical, other than the use of for-
ward and backward masks, the duration of the initial shape, and the fact that

the shape had previously appeared in a differentcolor. . . . .. ... ... 7o
Modeling Approach. Responses across observers in the final test phase were mod-
eled as a mixture of three component distributions: a uniform distribution to
capture guess responses and von Mises distributions to capture responses cen-
tered on the ‘original’ color of the shape from exposure and its ‘current’ color,
respectively. (5 = probability of anchoring on a color; o-1 = precision of anchored
responses. . . . . . . .. . e e e .. T3
Distribution of Errors in Test Phase Each panel contains a hlstogram of errors
pooled across all observers and the corresponding fit from the three-component
model (dotted line). In (a) and (b), all visible trials are plotted: in (a), errors rep-
resent the difference between each response and the current color, whereas in

(b) errors represent the difference between each response and the original color.

(c) On invisible trials, responses clustered around the original color. . . . . 76
Modeling Results for Test Phase. (a) The probability of anchoring on the cur-

rent color and the precision of these responses decreased as stimulus duration

was reduced from 150ms to soms to roms. (b) This reduction increased the prob-
ability of anchoring on the original color. At shorter durations (soms, roms),

the precision of responses anchored on the original color was high, at least rel-
ative to the precision for the original color on initial exposure trials (see Table

1). (c) On trials containing no colored shape, anchoring on the original color
occurred reliably, and at a consistent rate across experiments, with similar and

high precision. Error bars represent bootstrapped 68% confidence intervals (com-
parable in width to 1 s.e.m). e e .. Ce 8o
Distribution of responses relatlve to the current and or1g1nal colors on v1s1ble

test trials. Errors were normalized by taking the difference between the response
and current color and dividing it by the distance between the original color and
current color for each item. This results in a distribution in which the current

and original colors have been remapped to o and 1, respectively, and errors have
beenscaledin proportion. . . . . .. ... L. Lo Lo Lo L . 8
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4.2

43

Model Comparison Results. (a) On visible test trials, the three-component mix-
ture model (“swap”) provided the best overall fit to the data across experiments,
relative to reduced models containing only the original-color component or only
the current-color component, plus the uniform component. Differences in AIC
are plotted relative to the null model containing only the uniform component.
The blend model, while performing well, did not exceed the swap model in any
experiment. b) On invisible test trials, where there was no current color, the two-
component model containing the original-color and uniform components sig-
nificantly outperformed the null model. The performance of the swap model
was comparable, except for the penalty due to the additional parameter. Error
bars indicate 68% confidenceintervals. . . . . .. . ... ... ... ... 8s

Figure 1: Distribution of centroid locations in the quadrant task followed a hy-

perbolic function: ¥ = ——=——, where r is the radial distance from the
cos(0) sin(0)

center of the display, 0 represents randomly sampled angles, and c is a scaling
factor that controls the overall distance to the nearest quadrant boundaries. Smaller
values of ¢ produce displays with centroids falling closer to boundaries, thus mak-
ing discrimination more difhicule. . . . ... ..o 96
Task and procedure. (A) Eight dots of uniform size presented for 200ms in ran-
dom locations on each trial. During training, participants pointed to the cen-
troid on touchscreen. During the pre-test and post-test, participants discrim-
inated which quadrant contained the centroid. (B) Groups received different
trial-by-trial feedback during training: true centroid location shown after re-
sponse (Vector), point score reflecting distance to centroid (Scalar), no feedback
(Control), or centroid location shown prior to responding (Guided). (C) In Ex-
periment 2, dots appeared in random sizes and locations. (D) During training

in Experiment 3, participants typed in the code of the grid cell containing the
centroid, and then were presented with the location of the centroid. (G) Par-
ticipants in Experiment 4 performed the pointing task during training while
receiving vector error feedback; the grid task was used to obtain a more precise
measure of changes in perceptual discrimination. . . . . .. ... ... .. 102
Experiment 1 Results. A) Overall performance (RMSE) on the pointing task
during the training phase as a function of trial number for the Vector (Salmon),
Scalar (Blue), and Control (Gray) groups. All groups performed better than chance
(dashed line). B) Performance in the pointing task broken down into accuracy
(radial error) and precision (standard deviation). C) Percent change in accuracy
between post-test and pre-test in the quadrant task. Error bars represent 1 SEM
FL0.05, SOt v v v e e e e e e e e e e e e e e e e 105



4.4 Experiment 2 Results. A) Overall performance (RMSE) on the pointing task
as a function of trial number for the Vector (Salmon), Scalar (Blue), and Guided
(Purple) groups. All groups performed better than chance (dashed line), with
Guided participants making substantially smaller errors. B) Performance in the
pointing task broken down into accuracy (radial error) and precision (standard
deviation). C) Percent change in accuracy between post-test and pre-test in the
quadrant task. Error bars represent 1 SEM *<o.05, <o.r. . . . .. ... ... 2
4.5 Experiment 3 Results. A) Overall performance (RMSE) greatly exceeded chance,
where continuous error computed as distance between center of selected grid
cell and the centroid. B) Performance in the grid task broken down into accu-
racy (radial error) and precision (standard deviation). C) Percent change in ac-
curacy between post-test and pre-test in the quadrant task. Error bars represent
ISEM *<0.05, <O.I. . . . o v v i e e e e e e e e e e 1y
4.6 Experiment 4 Results. (A) Overall performance (RMSE) greatly exceeded chance
on the pointing task with Vector feedback. B) Performance in the pointing task
broken down into accuracy (radial error) and precision (standard deviation).
(C) Error distribution in the pre-test and post-test modeled as bivariate Gaus-
sian distribution fit to participant errors. (D) Percent change in grid task per-
formance (RMSE) between post-test and pre-test; negative value reflects enhanced
fidelity. Error bars represent 1 SEM *<o0.05, <o.1. . . . ... ... ... 120

s.1  Visual recognition entails mapping an image onto a specific idea (e.g., object
identity based on a photograph). Visual production entails expressing a spe-
cific idea in an image (e.g., identifiable sketch based on an object concept). (Art

credit: Jeffery Thompson) . . . . . . ... ... ... L. 133
5.2 Multi-domain imageset containing sketches, photographs, and 3D-rendered im-
ages of 105 real-world objects. . . . . ... oo oo 134
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work model optimized for performance on challenging object recognition tasks.
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5.4  Cross-domain similarity between image domains increases as a function of model

layer. . . ..o 137
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Task: On each trial, participants were prompted with a trial-unique photo (N=311)
or word (N=282) that referred to a target object for them to sketch. The com-
puter guessed the identity of the drawn object in real time, providing partici-

pants immediate feedback about the quality of their sketch. The rank of the tar-
get in the list of all 64 guesses (ordered by confidence) returned by the computer
was used to track changes in performance across trials. . . . . . .. .. ... 140
(a) Stimuli: Objects belonged to eight visual categories, each containing eight
items. (b) Design: Each participant was randomly assigned two of these cate-
gories. During training, participants drew four randomly selected objects in one
category (Trained) multiple times. Before and after training, participants drew

the other four objects in that category (Near), as well as the objects in the sec-

ond category (Far),onceeach. . . . ... ... ... ... . .. ... 143
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Introduction

JUST AS THE FLIGHT OF THE HONEYBEE LINKS FLOWER TO FLOWER, multiplying their
numbers across generations, acts of cognition connect disparate ideas and engender new
ones. We promote these connections in various ways, by selecting which thoughts to bring

to mind, and actively exploring the world around us. My research program seeks to uncover



how we employ such cognitive actions to make sense of our world.

This notion of cognitive actions refers broadly to operations that have the capacity to
transform mental representations through their very execution. In some cases, these acts
are not readily visible by external observers (e.g., memory retrieval). In other cases, these acts
are accompanied by motor movements that are externally observable (e.g., reaching) or leave
a visible trace (e.g., drawing). Understanding the consequences of such cognitive actions is
especially important because they are the essence of intelligent, goal-directed behavior. My
dissertation focuses on object learning — that is, how people acquire knowledge about the
diagnostic features of objects and adaptively exploit this knowledge to achieve their goals.

Chapters 1-3 describes three studies I conducted to examine the consequences of internally-
directed cognitive actions (i.e., internal attention) on the organization of long-term memory
representations, as well as the subsequent influence of these memories on visual attention
and perception. In the first study, we discovered that directing internal attention to one fea-
ture of an object biased visual long-term memory (VLTM) for that object by suppressing the
accessibility of its other features (e.g., if the location of a red object was practiced, its color
was less likely to be remembered later). In the second study, we found that these feature
associations in VLTM automatically guided attention during visual search and captured at-
tention even when these features were no longer relevant to the task. In the third study, we
examined the interaction between associations in VLTM and sensory inputs on perceptual
judgments about other, similar objects.

Chapter 4 addresses the influence of task-related and sensory feedback (i.e., visual and
haptic) on statistical summary perception, which refers to the ability to accurately extract

statistical summary features (e.g., mean location) from groups of objects. We accomplished



this by training participants to estimate the centroid of an array of objects on a touchscreen
display under different feedback conditions. Before and after training, they completed a
transfer test requiring perceptual discrimination of the centroid. We found that vector error
feedback, which conveys error both in terms of distance and direction, was the only form
of feedback that improved perceptual discrimination of the centroid on the transfer test.
Moreover, this form of feedback was effective only when coupled with reaching movements
toward the visual objects. These findings suggest that sensory-prediction error — signaling
the mismatch between expected and actual consequences of an action — may play a previ-
ously unrecognized role in tuning perceptual representations.

Chapter s reports investigations of how training on visual production (i.e., drawing) tasks
reshapes the mental representation of visual object categories. We first examined the possi-
bility that a common internal representation of visual objects supported both recognition
and production. We found that a model of ventral visual cortex only optimized to recognize
objects in photographs generalizes to drawings of objects, suggesting that the capacity for vi-
sual abstraction is rooted in the functional architecture of the visual system. Next, we tested
the effects of visual production practice. On each trial, participants sketched an object. The
model then guessed the identity of the sketched object, providing real-time feedback. We
found that repeatedly sketched objects were better recognized after training, and this re-

flected differentiation between them in the model representation.



How does attending to an object in mind

guide visual learning?

IT CAN BE TEMPTING TO COMPARE visual perception to the registration of light as ac-

complished by a camera, or to liken memory retrieval to reading a file from a hard drive.



However, both of these metaphors grossly underestimate the very dynamic aspects of these
operations that make these such flexible and powerful faculties of the mind. For instance,
our perceptual experience is only partly determined by sensory inputs: it is also powerfully
shaped by our memories and expectations (Synofzik et al., 2006, von Helmholtz, 1925). Sec-
ondly, our memories are not inert: recovering a memory may actually alter it, affecting sub-
sequent retrieval of the same information (Anderson et al., 1994, Suengas & Johnson, 1988).
A core aim of my research in this area is to elucidate the mechanisms by which remember-
ing and seeing mutually influence each other during interactions with objects we frequently

encounter.

1.o1 HoOW DOES INTERNAL ATTENTION GUIDE LEARNING?

Physical actions bring about lasting changes to objects we encounter. These interventions
may be more consequential in some cases (e.g., transforming a forest into pulp) than oth-
ers (e.g., thumbing through a new book), but totally inconsequential actions are rare. Just
as physical objects bear traces of such encounters, mental objects may reflect their history
of manipulation by the mind. This notion of ‘cognitive actions’ refers broadly to processes
that manipulate mental representations in various ways. Understanding the consequences
of such actions is especially important because they are the essence of human cognition
(Andrews-Hanna et al., 2010, Klinger & Cox, 1987, Mason et al., 2007, Singer, 1966). As a
case study of cognitive actions, here we investigate the consequences of reflective, or internal
attention (Chun et al., 2011b, Chun & Johnson, 20m).

Attention typically refers to the prioritization of sensory information that is either inher-

ently salient (Theeuwes, 1992, Treisman & Gelade, 1980) or relevant to current goals (Most



etal., 2005). Deploying attention to certain information and not other information does
not merely determine what gets processed downstream (Al-Aidroos et al., 2012), but can also
alter the perceptual experience of this information (Carrasco et al., 2004). There are both
benefits and costs of attention: processing of selected information can be facilitated (Pos-
ner et al., 1980) and processing of unselected information can be inhibited (Houghton &
Tipper, 1994).

These forms of attentional modulation can have longer-term consequences for memory.
On the one hand, allocating attention to an item during encoding enhances its later recog-
nition (Chun & Turk-Browne, 2007, Uncapher et al., 2011). On the other hand, removing
attention from an item during encoding not only worsens recognition, but can actually pro-
duce a memory cost for this item relative to novel items (Fox, 1995a, Tipper & Cranston,
1985). This cost may reflect an attentional weighting mechanism that actively inhibits dis-
tractors, shaping the representation of an item in memory based on current task goals (Lavie
& Fox, 2000, Neill & Valdes, 1992).

The impact of attention on memory has been investigated mostly in the case of exter-
nal attention, which entails the selection of representations that are directly supported by
sensory information, and that do not require maintenance in working memory to remain ac-
tive. Here we investigate the mnemonic consequences of internal attention, which we define
as the selection of representations that are being maintained temporarily in working mem-
ory, and that are no longer supported by externally available sensory information. External
attention might nevertheless provide a useful starting point for thinking about how internal
attention affects memory. This analogy is supported by the fact that external and internal

attention rely on similar mechanisms: (1) they are both highly selective and capacity limited



(Chun et al., 2011a), (2) deploying one form of attention interferes with the other (Awh &
Jonides, 2001), and (3) both forms of attention engage overlapping networks of brain regions

(Nobre et al., 2004a).

1.0.2 CONSEQUENCES OF MEMORY RETRIEVAL

Given these commonalities to external attention, memory may be enhanced when internal
attention is allocated to an item and suppressed when it is removed from an item. Support
for this prediction comes from research on retrieval from long-term memory. While overly
simple conceptions of remembering liken retrieval to finding and reading a file from a hard
drive, the act of recovering the contents of a representation from long-term memory actually
alters these contents and affects subsequent retrieval of the same information.

These alterations can be beneficial. For example, testing of recently learned information
— such as a history lesson (Nungester & Duchastel, 1982) or word pairs (Carpenter et al.,
2006, Carrier & Pashler, 2002) — promotes long-term retention of this information. More-
over, retention is better after repeated testing (i.e., after multiple retrieval attempts) than
after an equal number of opportunities to study the same material (Karpicke & Roediger,
2008, Roediger & Karpicke, 2006a). Relatedly, information tends to be better remem-
bered when it has been generated from internal knowledge than when acquired via external
sources (Crutcher & Healy, 1989, Slamecka & Graf, 1978).

Memory retrieval can also have deleterious effects. For example, recall of one item from
memory makes other related items less accessible for later recall (i.e., retrieval induced for-
getting; (Anderson et al., 1994, 2000). Specifically, in such studies, participants study a list

of category-exemplar word pairs (e.g., Fruit-Grape, Fruit-Peach, Mammal-Cow), practice re-



calling a subset of the exemplars with a category cue (e.g., Fruit-G—?), and finally, perform
a recollection test of all exemplars. Memory is better for the pairs practiced in the second
phase (e.g., Fruit-Grape) relative to unpracticed pairs (e.g., Mammal-Cow), consistent with
the testing effects described above. Among unpracticed pairs, however, memory is worse
for those exemplars that share a category cue with a practiced exemplar (e.g., Fruit-Peach).
These results are interpreted as evidence that inhibitory mechanisms suppress memory of

competitors during initial recall.

1.0.3 INTERNAL ATTENTION AND VISUAL LEARNING

Previous work has focused on the retrieval of stable information from long-term memory,
such as semantic categories and their members. However, similar competitive processes may
operate in a short-term store of recently experienced visual information, when a subset of
this information is selected via internal attention. This may help shape how items are repre-
sented during initial encoding, and ultimately guide longer-term learning about these items.
This view is compatible with modal models of memory, which emphasize the importance
of a short-term store as the nexus between ongoing perception and long-term knowledge
(Shiffrin & Atkinson, 1969b). Indeed, the hallmark of short-term memory is that representa-
tions can be manipulated in the service of ongoing behavior—including learning (Baddeley
& Hitch, 1974).

Visual memory provides a fruitful domain in which to investigate the impact of inter-
nal attention on long-term learning. Specifically, what constitutes a unit of visual memory
remains contentious (Fougnie et al., 2010), including theories based on: objects (Luck &

Vogel, 1997), feature dimensions (Olson & Jiang, 2002, Wheeler & Treisman, 2002), and in-



formation load (Alvarez & Cavanagh, 2004, Bays & Husain, 2008, Brady et al., 2009). All
of these theories share an assumption that the contents of memory are solely determined by
properties of stimuli in the current display. However, we propose that the lack of consensus
partly results from neglecting the role of prior experience in shaping how a given display or
object is construed. In particular, beyond examining how prior perceptual experience affects
visual memory (Brady et al., 2009, Curby et al., 2009), we consider how prior retrieval ex-
perience tunes object representations. Initial insights can be gleaned from a version of the
standard retrieval-induced forgetting task that used visual stimuli (Ciranni & Shimamura,
1999). Instead of relying on semantic associations between items, this study manipulated the
perceptual similarity of items. Participants learned the location of twelve objects that were
grouped by shape (e.g., circles, triangles, crosses) or color (e.g., green, orange, purple), prac-
ticed retrieving an associated feature of a subset of items, and were then worse at recalling
features of unpracticed items that were perceptually grouped with practiced items. These

findings suggest the presence of competition between objects in visual memory.

1.0.4 CURRENT STUDY

Here we investigate the impact of internal attention on object learning by examining the
role of selective retrieval of features from visual short-term memory (VSTM). After view-
ing a complex object defined along multiple feature dimensions (e.g., color, orientation,
location), we asked: How does selection of one feature from its representation in short-
term memory affect how this object is represented in long-term memory? We aim to address
two key aspects of visual object learning in the current study: First, motivated by the modal

model of memory, we test how accessing an object in a short-term store influences how that



object comes to be represented in a long-term store. Second, building on extant theories of
visual memory, we explore how retrieval history influences the weighting of features within
individual objects. These goals are distinct from prior work on retrieval-induced forgetting,
for example, which examined the mnemonic consequences of retrieving consolidated repre-
sentations in long-term memory rather than nascent representations in short-term memory,
and which examined competition between items that are semantically or visually related
rather between features within items.

To accomplish these goals, we designed a visual memory task that manipulates feature
retrieval history on an item-level basis (Fig. 1.1). Each novel object was characterized by a
unique: angular location relative to central fixation, orientation defined as degree of rota-
tion about center of the shape, and color chosen from a perceptually uniform space. On
each trial of a practice phase, observers viewed an object in the periphery of the display. Af-
ter offset, observers were prompted by a post-cue to report one of its features from VSTM
by adjusting a memory probe; a post-cue was used to manipulate internal, rather than exter-
nal, attention. Observers adjusted the probe by moving the mouse cursor along the wheel
until it matched the original object on the cued dimension. All objects were viewed an equal
number of times during the practice phase.

To measure the strength of visual long-term memory (VLTM) for the features of each ob-
ject, observers completed a final test phase with only a feature cue and memory probe. An
advantage of using location, orientation, and color as features is that these dimensions are
continuous and can be mapped onto a circular space. This approach affords precise mea-
surement of the fidelity of a feature representation, by computing the angular deviation of

responses from the true value on the circle (Zhang and Luck, 2008).
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Figure 1.1: Task display. On each trial of the practice phase, observers saw an object defined by a unique color, ori-
entation, and location. After offset, observers were prompted by a post-cue (“xxx” replaced by “color”, “orientation”,
“location”, or “click”) to report one of its features from VSTM. Observers reported this feature by continuously adjust-
ing a memory probe until it matched the original stimulus. All objects were viewed multiple times during the practice
phase. This was followed by a test phase in which observers could rely only on VLTM to report the features of a probe.
The nature of the probe differed across experiments. (A) In Experiment 1, the memory probe was a black, canonically
oriented version of an object presented in the center of the display. Observers used a visible response wheel to manip-
ulate the memory probe along the cued dimension. (B) In Experiments 2 and 3, the memory probe was identical to the
original object in appearance, except for the cued dimension. Observers adjusted the probe by moving the mouse until a
good match was found. There was no response wheel, and the mapping between mouse position and feature space was

perturbed from trial-to-trial.
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We conducted three experiments with different groups of observers. In Experiment 1,
we explored the relationship between repeated retrieval of a novel object’s features from
VSTM and subsequent VLTM for this object. Experiment 2 eliminated alternative explana-
tions of our results based on the amount of sensory experience and the possibility for motor
learning. Experiment 3 explored the impact of retrieving multiple features from VSTM on
VLIM. Together, these studies reveal important consequences of selective internal attention

to features on the organization of memory for objects.

.1  EXPERIMENT 1: RETRIEVAL HISTORY AND THE TUNING OF OBJECT REPRESENTATIONS

This experiment serves as an initial exploration of the benefits and costs of retrieval from
VSTM on VLTM. Objects were assigned to one of three conditions (Figure 1.2A): In the
Constant and Switch conditions, the same feature was probed throughout the practice
phase; in the test phase, the same feature or an unpracticed feature was probed, respectively.
In the Passive condition, objects were studied the same number of times in the practice
phase, but no features were reported; in the test phase, an unpracticed features was probed,
providing a baseline measure of feature memory in the absence of retrieval history.

If selection of one feature of an object from VSTM just enhances the representation of
that feature in VLTM (practice-benefit hypothesis), then test accuracy should be higher for
Constant than Passive, and Switch and Passive should not differ. Alternatively, if selecting a
feature enhances the representation of all features (object-based hypothesis), then both Con-
stant and Switch should have higher accuracy than Passive. Finally, if this selective operation
induces competition among features vying for retrieval (feature-competition hypothesis),

then test accuracy should be higher for Constant than Passive and lower for Switch than

I2



Passive. If VLTM is unaffected by accessing VSTM, all conditions should produce quanti-
tatively similar performance; note that this null hypothesis does not only rely on null effects,

as test performance in all conditions should be better than chance.

... METHODS
PARTICIPANTS

Thirty-six naive observers (23 women, mean age 19.8y) participated in this experiment. In
all experiments, observers received course credit or $12 for participating, provided informed
consent, and reported normal or corrected-to-normal visual acuity and color vision. The

study protocol was approved by the Princeton IRB.

STIMULI

Eight ‘alphabets’ containing eighteen shapes each were used. Shapes were selected from an
online repository of non-Roman ideograms (http://symbols.com, HME Publishing) and
reproduced frechand in a vector graphics drawing program. Shapes in an alphabet tended to
share common contours, but were otherwise perceptually distinct, as well as rotationally and
reflectively asymmetrical. We chose these shapes as stimuli because they were highly novel,
preventing prior experience from contaminating our investigations of object learning. Each
shape served as the base for one object, with which values from three clearly defined feature
dimensions (location, orientation, and color) were associated to form more complex objects.
This general approach has been used previously in the study of how objects are represented
in VSTM (e.g., Luck & Vogel, 1997). Each shape was displayed at a fixed eccentricity (8°),

and was assigned a single angular location (relative to central fixation), orientation (degree of
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Figure 1.2: (A) Design. In Experiments 1 and 2, all objects were viewed three times during the practice phase. Each
object was assigned to the Constant, Switch, or Passive condition. For Constant objects, the same feature was reported
throughout both the practice and test phases. Switch objects were probed on the same feature in the practice phase but
on an unpracticed feature in the test phase. Passive objects were viewed the same number of times during the practice
phase, but no features were reported; one of the unpracticed features was subsequently tested. (B) In Experiment 3,

all objects were viewed twice during the practice phase. Each object was assigned to the Constant, Switch, or Variable
condition. Constant and Switch conditions were identical to before (but with two repetitions). For Variable objects,

two different features were retrieved in the practice phase, and like the Switch condition, an unpracticed feature was
subsequently tested.
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rotation about center of shape relative to arbitrary canonical orientation), and color (from
a perceptually uniform space: equiluminant CIE L*a*b* color space centered at L = 70,a =
20, b = 38; radius 60). Feature values in each dimension were independently and randomly
sampled from 180 circular coordinates. Within each alphabet, no two objects could exhibit
the same combination of feature values. Stimuli were presented using MATLAB and Psych-

Toolbox (Brainard, 1997, Pelli, 1997).

PROCEDURE

The experiment consisted of eight blocks, and each block was randomly assigned a unique
stimulus alphabet. Within each block, observers completed two phases: a VSTM prac-
tice phase followed by a VLTM test phase. Before starting the experiment, observers were
briefed on the two-phase structure of each block and instructed to aim for high accuracy in
both practice and test phases of all blocks. A repeated practice-test block design was used
instead of a single practice-test session to minimize fatigue and proactive interference dur-
ing test. That is, while a longer interval between study and test should not have affected
VLTM much, we were concerned that these other sources of noise might contaminate our
primary dependent measure. Within a block, each of the eighteen objects in the alphabet
was presented three times during the practice phase and once during the test phase. The
order in which objects appeared was randomized, with the constraint that in the practice
phase, every object had to appear at least once before any other object could repeat. Six ob-
jects were assigned to each of the Constant, Switch, and Passive conditions within-subject,
and these assignments were counterbalanced across subjects. In the Constant and Switch

conditions, the same feature was probed three times in the practice phase, and either this
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practiced feature (Constant) or an unpracticed feature (Switch) was probed in the test phase.
In the Passive condition, objects were presented three times but no features were reported
in the practice phase, and an unpracticed feature was probed in the test phase. Across the
objects in every condition, the assignment of dimensions to be probed in the practice and
test phases was carefully counterbalanced. In each block there were 54 trials in the practice
phase (6 objects x 3 conditions x 3 presentations) and 18 trials in the test phase (6 objects x 3
conditions x 1 presentation). Across blocks, there were a total of 432 VSTM practice trials
and 144 VLTM test trials. The full procedure lasted less than an hour with instructions and
debriefing. On each trial of the practice phase, observers were presented with a single ob-
ject for rooo ms under free-viewing conditions. Following its offset and a retention interval
lasting 1500 ms, observers were prompted by a text post-cue to report one of the object’s fea-
tures from VSTM. Observers freely adjusted this feature of the memory probe—an initially
black, canonically oriented, and centered version of the shape—until it matched the origi-
nal object on the cued dimension. A continuous response wheel surrounded the memory
probe, which observers clicked on to select a value: for the color cue, this entailed choos-
ing from a color wheel; for the orientation cue, this entailed clicking the response wheel at
the angle that reflected the desired rotation; for the location cue, this entailed clicking the
spatial position of the original stimulus. To make Passive trials as similar as possible to the
Constant and Switch conditions (which required responses), observers were presented with
the memory probe and a blank response wheel, and were instructed to click on the probe
itself to proceed. On trials requiring reporting of a feature (Constant/Switch), the mouse
cursor was initially positioned at the center of the display, and the observers moved it to the

wheel and clicked. On trials not requiring a report (Passive), the mouse cursor was initially
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positioned at a random angle on the response wheel, and observers moved it to the center
and clicked. This central movement in the Passive condition was chosen to ensure that ob-
servers attended to the memory probe, which they could have otherwise ignored on these
trials. Nevertheless, the magnitude of the movement was equated across conditions. On test
phase trials, only the text cue and memory probe were presented, requiring observers to re-
port cued features purely from VLTM. Presenting one object per trial helped limit possible
feature interactions to those between features within an object. A downside of this approach
is that observers might have had enough spare resources to represent each feature separately
rather than as part of a bound object. However, we felt that the alternative—presenting
multiple objects per trial —would have been less ideal for three reasons: (1) simultaneous pre-
sentation of multiple objects would increase the likelihood of interactions between features
from different objects, obscuring interactions between features from the same object; (2) the
binding of features into a coherent object requires focused attention (Treisman, 2006), and
a set size of one ensured that the object would be fully attended; and (3) as set size increases,
observers may default to summary statistics over feature dimensions, which can bias indi-
vidual object representations (Brady & Alvarez, 2011). Nevertheless, future research should

examine the consequences of selective feature retrieval from VSTM for larger set sizes.

MEASUREMENT OF MEMORY PERFORMANCE

Response error was calculated as the angular deviation from the position on the wheel cor-
responding to the correct value on the cued dimension. Because responses were continuous
along each feature dimension, this measure permitted quantitative estimates of the error dis-

tributions for each condition. Narrower distributions reflected more accurate performance,
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with more responses clustered about the true value. To quantify accuracy in each condi-
tion, the root average squared deviation from the true value in degrees was analyzed (root
mean squared error, RMSE). RMSE is a standard estimation approach that aggregates errors
across individual observations into a single measure of performance and is intuitively ex-
pressed in the same units being estimated (in this case, degrees). When observers’ responses
are unbiased, RMSE is formally equivalent to the standard deviation of errors. There are
other prominent approaches for characterizing performance in continuous report tasks, in-
cluding fitting a mixture of theoretical distributions using maximum likelihood estimation
(Zhang & Luck, 2008, Wilken & Ma, 2004). Although we employ this mixture modeling
technique later to explore different components of performance related to “accessibility”
and “precision,” we focus primarily on RMSE because it provides a more direct measure of
performance, requiring fewer assumptions about the underlying response distributions and
coping better with the relatively small number of trials we could obtain in the VLTM test.
We modeled chance performance as a uniform distribution over the interval [-180°, 180°) cor-
responding to the range of possible errors on the report task, where o° represents the correct
value. The expected magnitude of errors made by an observer guessing randomly and with
no information about the correct feature value would be 90°. However, the RMSE under
pure guessing conditions is given by the expression (360°)/0120 103.9° (Rinaman et al., 2012),
derived from the definition of standard deviation of a uniform distribution (see dotted line
in Figure 1.3B). The height of its probability density function is 1/(360°) = 0.0028 (see dot-
ted line in Figure 1.3A). In analyzing RMSE, we collapsed over the feature dimension being
probed within each condition. Because the design was carefully counterbalanced such that

each feature was equally likely to be practiced and tested, there were many feature permuta-
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tions and thus we had insufficient statistical power for examining features separately (some
permutations occurred as rarely as once per block). Whether there are feature-specific dif-
ferences in the consequences of retrieval practice remains an important question for future
research. This could be examined by reducing the number of dimensions or probing a sin-
gle dimension for all objects. Because we were interested in measuring the consequences of
retrieval from VSTM on VLTM, only objects whose features were successtully reported dur-
ing the practice phase were retained for analysis. Objects were excluded from analysis if, on
any of the practice phase trials, the RMSE fell 1.5 times the interquartile range (IQR) out-
side the 1st and 3rd quartiles in each condition (Frigge et al., 1989, Tukey, 1977). This outlier
exclusion procedure was independent of VLTM test performance, our primary dependent
measure. On average, 1.02 objects per condition and block were excluded from further anal-
yses as outliers; this rate did not differ between the Constant and Switch conditions (£(35) =

1.25, p = 0. 219, d = 0.209).

1.1.2 RESULTS AND DISCUSSION

In the practice phase, performance was better than chance at all three repetitions in both the
Constant and Switch conditions (all #(35)s > 225.8, ps < 0.001, ds > 37.6). We analyzed the
practice phase data using a 2 (condition) x 3 (repetition) repeated-measures ANOVA. Dif-
ferences in accuracy between Constant and Switch were not expected because these condi-
tions were identical until the test phase (Constant RMSE [first, second, third] = 11.35°, 11.05°,
10.63°% Switch RMSE [first, second, third] = 11.11° 10.83°, 10.72°). Indeed, there was no main
effect of condition (F(1,35) = 0.152, p = 0.699, p2 = 0.004). Despite high overall accuracy,

there was a main effect of repetition with performance improving over the three repetitions
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(F(2,70) = 5.51, p = 0.006, p2 = 0.136). There was no interaction between condition and
repetition (F(2,70) = 0.382, p = 0.684, p2 = o.o11). We hypothesized that having reported
one feature of an object during the practice phase would, in the test phase, result in better
VLIM for that feature (Constant) and worse VLITM for other features of the same object
(Switch), relative to baseline (Passive). As can be seen in Figure 1.3A, aggregate test phase er-
rors were consistent with this prediction (Constant RMSE = 55.60° Switch RMSE = 75.22°
Passive RMSE = 70.37°). To assess the reliability of these differences between conditions, we
compared RMSE across observers (Figure 1.3B). Error was reliably lower for Constant than
Passive (#(35) = 6.31, p < 0.001, d = 1.05) and higher for Switch than Passive (#(35) = 2.24, p =
0.031, d = 0.374). This latter difference is striking because both Switch and Passive test trials
probed unpracticed features, differing only with respect to retrieval history of other features.
Performance was better than chance in all three conditions (all #(35)s > 10.4, p < 0.001, ds >
1.73). These results suggest that selecting one feature of a novel object from VSTM biases the
resultant representation towards the attended feature and away from unattended features.
A potential explanation for why VLTM performance was worse in the Switch condition
is that there was response-level interference between the practiced feature and unpracticed
features, especially for features with a spatial component (e.g., location and orientation). For
instance, making a motor movement to report the color of an object might interfere more
with memory for the object’s location than reporting the location of an object would inter-
fere with memory for the object’s color. A key prediction of this account is that the degree
of VLTM impairment for an unpracticed feature (i.e., the cost for Switch relative to Passive)
will differ between objects where a non-spatial feature (i.e., color) was practiced but a spa-

tial feature (i.e., orientation or location) was tested vs. where a spatial feature was practiced
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magnitude in the VLTM test for each condition. These distributions were constructed for visualization purposes only,
by pooling data across all observers. (B) Task performance across VSTM practice and VLTM test phases as measured by
RMSE for objects successfully reported during practice phase. In the test phase, practiced features (Constant) were re-
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but a non-spatial feature was tested. To examine this possibility, we performed a 2 (feature
type: spatial vs. non-spatial) x 2 (condition: Switch vs. Passive) repeated-measures ANOVA
on VLTM performance. The main effect of condition remained, with Switch impaired rel-
ative to Passive (£(1,35) = 4.22, p = 0.0475, )p2 = 0. 108; p-value differs from above because
only a subset of the feature transitions were included). However, inconsistent with the pos-
sibility that unpracticed spatial features suffered more interference, there was no interaction
between feature type and condition (£(1,35) = 0.0173, p = 0.896, Yp2 < 0.001). Directing
internal attention to information in short-term memory has been shown to enhance subse-
quent memory (Johnson et al., 2002). Our results build on these findings by showing that
diverting internal attention away from information can also impair its representation in
long-term memory. That is, we interpret our results as evidence that deploying internal at-
tention concurrently enhances selected features while suppressing other unselected features.
This tuning may result from an inhibitory mechanism needed to resolve competition be-
tween representations of the cued and uncued features of the probe that are simultaneously
active in VSTM. This kind of explanation has been applied to memory for arbitrary lexical
and semantic associations (Carpenter et al., 2006, Carrier & Pashler, 2002, Levy & Ander-
son, 2002), but here we demonstrate a novel role for feature-level inhibition during object

learning.

1.2 EXPERIMENT 2: RULING OUT ALTERNATIVE EXPLANATIONS

This experiment seeks to rule out two alternative explanations for the difference between
Switch and Passive in Experiment 1. First, although Switch and Passive conditions were

equated in testing an unpracticed feature, they differed in that observers received extra
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sensory exposure to the cued feature of Switch objects while it was reported in the practice
phase. That is, additional encoding (rather than retrieval) of the practiced feature may have
strengthened the weight of that feature relative to the unpracticed test feature. Second, ob-
servers may have associated Switch objects with the location on the response wheel that was
needed to report the cued feature in the practice phase. Because the same wheel was used
for all feature dimensions, such response learning could have caused interference when the
unpracticed test feature required a different response. A related issue is that the presence

of these spatial landmarks and repeated motor trajectories may have inherently interfered
with the VSTM representation of unpracticed features with a spatial component, such as
location and orientation. To remove these potential confounds, we modified the task from
Experiment 1 by changing how the memory probe was presented and how observers made
responses. To equate sensory exposure across dimensions, the memory probe—rather than
being black, canonically oriented, and centered—was identical to the original object except
for the cued dimension, which was set to a random starting value. For example, if post-cued
to report color, the memory probe appeared in the same location and orientation as the ob-
ject, but in a random color. To eliminate the possibility of response learning, the mouse cur-
sor and wheel were removed from the display. (Responses were tracked on a hidden wheel,
but observers could only base their response on changes in the memory probe.) Moreover,
the mapping between cursor position and feature space was randomly rotated on every trial
to ensure that novel mouse trajectories were always required to arrive at any given feature
value. If the results of Experiment 1 reflect response learning, then differences between con-
ditions should be eliminated by the lack of a consistent response in the practice phase. If the

results reflect biased sensory exposure, then accuracy should be markedly different than Ex-
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periment 1, with Switch similar to Passive, and both better than Constant. Consider the ex-
ample object above: While reporting color in the practice phase, there was greater exposure
to the unpracticed location and orientation features because these values were always veridi-
cal in the probe; in contrast, the practiced color feature was initially random and only close
to the “true” value near the time of response. Thus, if this object was in Constant condition,
the amount of exposure to the test feature (color) would be less than if it was in the Switch
(veridical location or orientation) or Passive (all features veridical). Alternatively, according
to our hypothesis that selecting a feature in VSTM suppresses other unpracticed features in
VLIM, we should replicate the lower accuracy for Switch relative to Passive despite equiv-
alent sensory exposure to unpracticed features in both conditions. We did not have strong
predictions for Passive vs. Constant, since a benefit of repeated testing for Constant could be

diluted by a benefit of greater sensory exposure for Passive.
121 METHODS

PARTICIPANTS

Thirty naive observers (17 women, mean age 20.3y) participated in this experiment.

PROCEDURE

The stimuli and procedure were identical to Experiment 1, with four changes (Fig.1.1b): (1)
observers adjusted the mouse position to report the cued feature of the memory probe, but
other visual feedback was eliminated (i.e., no response wheel or mouse cursor); (2) the map-
ping between the (hidden) cursor position and feature space was randomly rotated from

trial-to-trial to ensure a unique mouse trajectory each time an object was probed; (3) the
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memory probe was identical to the original object in appearance, except for the cued dimen-
sion, which was set to a random starting value on each trial; (4) in the Passive condition,
where no dimension was cued in the practice phase, the original object was presented intact
for an interval that matched the running mean response time of all Constant and Switch tri-
als in that block—this delay was used to ensure equal average sensory exposure to all objects.
Because this experiment lasted longer, observers completed five practice-test blocks, with

alphabets sampled randomly from the original corpus of eight alphabets.

1.2.2 RESULTS AND DiscussioN

In the practice phase, performance was better than chance at all three repetitions in both the
Constant and Switch conditions (all #(29)s > 151.0, ps < 0.001, ds > 27.6). On average, 1.19
objects per condition and block were excluded from further analyses as outliers; this rate did
not differ between Constant and Switch (#(29) = 0.359, p = 0.722, d = 0.0656). We analyzed
the practice phase data using a 2 (condition) x 3 (repetition) repeated-measures ANOVA.
Accuracy did not differ between Constant and Switch (F(1,29) = 0.066, p = 0.799, np2 =
0.002). Unlike Experiment 1, the improvement across repetitions did not reach significance
(£(2,58) = 2.10, p = 0.132, )p2 = 0.067), although the range of performance was comparable
(Constant RMSE [first, second, third] = 10.68°, 10.04°, 10.08°% Switch RMSE [first, second,
third] = 10.71°, 10.28°, 10.19°). This suggests that observers may have been performing near
ceiling in the VSTM task in this experiment. Regardless, retrieval practice can affect later test
memory even when performance is at ceiling (Roediger & Karpicke, 2006). There was no
interaction between condition and repetition (F(2,58) = 0.074, p = 0.929, p2 = 0.003).

Consistent with our hypothesis, the distribution of errors pooled across observers mir-
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rored that of Experiment 1 (see Figure 1.4A; Constant RMSE = 56.77°% Passive RMSE =
59.69% Switch RMSE = 68.86°). Assessing the reliability of these differences across observers
(Figure 4B): the decrement for Switch vs. Passive again reached significance (£(29) = 2.77,
p = 0.0096, d = 0.506), but the advantage for Constant vs. Passive did not (#(29) = .00, p
= 0.326, d = 0.182); Constant was nevertheless more accurate than Switch (#(29) = 5.19, p <
0.001, d = 0.948). Finally, performance was better than chance in all conditions (all #(29)s
> 10.4, ps < 0.001, ds > 1.91). We placed stress on the hypothesized role of selective feature
retrieval in tuning memory for objects by controlling the amount of sensory exposure and
eliminating the possibility of response learning. The results suggest that suppression of
VLIM for unpracticed features is a robust consequence of selection within VSTM, even
when those features are externally available during this internal selection.

Although the overall pattern of results matched Experiment 1, the benefit of retrieval
practice for Constant vs. Passive was mitigated. We interpret this smaller effect as the cancel-
ing out of a practice benefit for Constant (that we observed in Experiment 1) by additional
encoding for Passive (which was not part of Experiment 1). That is, in the Passive condition,
all three features were fully present on the memory probe, whereas in the Constant condi-
tion, observers needed to regenerate the practiced and later tested feature, moving through
intermediate values that may have diluted the representation. Consistent with this interpre-
tation, accuracy in the Constant condition of both experiments was nearly identical (s55.60°
in Experiment 1 vs. §6.77° in Experiment 2; #(64) = 0.30, p = 0.767, d = 0.0737). What dif-
fered between experiments was the Passive condition (70.37° in Experiment 1 vs. 59.69° in
Experiment 2; 7(64) = 2.18, p = 0.033, 4 = 0.538), as would be expected if the smaller effect

was caused by greater sensory exposure (which only affected unpracticed features). Never-
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theless, if the enhancement effect were stronger, it would have overcome this effect of sen-
sory exposure and revealed itself again. For now, the enhancement effect in Experiment 1,
while robust, awaits further study and validation (see also Section 5 for additional tentative
evidence from estimation of guessing rates).

Another interesting trend emerged when comparing Experiments 1 and 2. Namely, in ad-
dition to the reliable difference between Switch and Passive, Switch did not benefit as much
from greater sensory exposure as Passive (75.22° in Experiment 1 vs. 68.86° in Experiment 2;
t(64) = 1.51, p = 0.136, d = 0.373). In fact, the size of the Switch vs. Passive difference roughly
doubled in magnitude. Although this is a post-hoc finding that requires further investiga-
tion, one intriguing possibility is that the correspondence between the externally available
features of the probe and the representation of the object in VSTM may have externalized
and strengthened the competition—otherwise internally mediated—between active feature
representations, leading to greater weakening. Indeed, stimuli that match the contents of
working memory automatically capture attention (Soto et al., 2008a). Relatedly, the exter-
nal availability of unpracticed features may have allowed them to seep into VSTM, resulting

in even greater inhibition when the cued feature was attended and reported.

1.3 EXPERIMENT 3: VARIABLE vs. FOCUSED RETRIEVAL HIsTORY

In Experiments 1 and 2, we examined the impact of selective retrieval of one feature from
VSTM on object learning. However, it is not uncommon for more than one feature of an
object to be relevant over repeated encounters. This experiment tests how selection of mul-
tiple features from VSTM affects VLTM for novel objects. Objects were assigned to one of

three conditions (Figure 1.2B): In the Constant and Switch conditions, the same feature was
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probed twice in the practice phase; in the test phase, the same feature or an unpracticed fea-
ture was probed, respectively. In the Variable condition, two different features were probed
in the practice phase; in the test phase, the third (unpracticed) feature was probed. This de-
sign affords a direct comparison between variable practice (Variable) and focused practice
(Switch) with respect to long-term memory for unpracticed features. There were three pos-
sible outcomes: First, variable practice might moderate the suppression of unpracticed fea-
tures by releasing inhibition when previously unpracticed features must be practiced, result-
ing in higher accuracy in Variable than Switch. Second, the distinction between variable and
focused practice may be inconsequential insofar as all that matters for unpracticed features
is that they are not selected, in which case Variable and Switch accuracy would not differ
(but should be better than chance). Third, variable practice might induce greater suppres-
sion of always unpracticed features due to the weak status of previously unpracticed features
that must be practiced, which incites strong competition and results in higher accuracy for

Switch than Variable.
1.3.1 METHODS

PARTICIPANTS

Thirty naive observers (18 women, mean age 20.0y) participated in this experiment.

PROCEDURE

All procedures and stimuli were identical to Experiment 2, except that each object was pre-
sented twice during the practice phase and the Passive condition was replaced by a Variable

condition in which two different features were practiced and the third (unpracticed) feature
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was tested.

3.2 RESULTS AND Discussion

In the practice phase, performance was better than chance for both repetitions in the Con-
stant, Switch, and Variable conditions (all #(29)s > 138.2, ps « 0.001, ds > 25.2). On aver-
age, 0.90 objects per condition and block were excluded from further analyses as outliers;
this rate did not differ between Constant and Switch (#(29) = 1.66, p = 0. 107, d = 0.304)

or between Switch and Variable (#(29) = 1.30, p = 0.204, d = 0.237). However, 0.23 more
objects were excluded per block from Variable than Constant (#(29) = 3.12, p = 0.0041, d =
0.569). This difference may be attributable to the fact that the Variable condition involved
practicing two features. However, since Constant and Switch conditions were identically
structured during this phase, and the Switch exclusion rate did not differ from that of Vari-
able, the Constant/Variable difference may not be meaningful. Regardless, additional anal-
yses verified that the exclusion procedure did not affect the pattern of VLTM results. We
analyzed the practice phase data using a 3 (condition) x 2 (repetition) repeated-measures
ANOVA. Performance did not differ across conditions (F(2,58) = 1.01, p = 0.372, , yp2 =
0.034), despite the fact that in the second presentation the same feature was practiced for
Constant and Switch and a new feature was practiced for Variable. Accuracy did not differ
across the two repetitions (£(1,29) = 1.08, p = 0.308, yp2 = 0.036; Constant RMSE [first, sec-
ond] = 11.13°% 10.54°% Switch RMSE [first, second ] = 10.37°, 10.37°% Variable RMSE [first, sec-
ond] = 10.91°, 10.96°). There was no interaction between condition and repetition (£(2,58)
=0.788, p = 0.460, p2 = 0.026). Consistent with the other experiments (A), VLTM was

better for practiced features (Constant RMSE = 60.10°) than unpracticed features in cases
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where one other feature had been practiced (Switch RMSE = 68.35°). Practicing two features
led to even worse VLTM for unpracticed features (Variable RMSE = 75.07°). Assessing the
reliability of these differences across observers (Figure 1.sB): the decrement for Switch vs.
Constant reached significance (#(29) = 2.77, p = 0.0096, d = 0.506), as did the decrement

for Variable vs. Switch (#(29) = 3.08, p = 0.004s, d = 0.563). Finally, performance was better

than chance in all conditions (all #(29)s > 9.66, ps « o0.001, ds > 1.76).
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measured by RMSE. In the test phase, unpracticed features were impaired when belonging to an object for which two
(Variable) vs. one (Switch) other features had been practiced. Error bars reflect £+1 SEM. **p<0.01.

Despite equating study and retrieval opportunities, selecting multiple features of an ob-
ject from VSTM suppressed VLTM for other features more than selecting a single feature
repeatedly. Indeed, under both variable and focused practice, an unpracticed feature was
finally tested—the objects differed only with respect to the nature of prior retrieval prac-

tice. These findings contradict the simplest conception of retrieval tuning, whereby only the
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number of retrieval attempts predicts the strength of subsequent memory for practiced and
unpracticed features. Moreover, lower accuracy under variable practice stands in contrast

to other examples of beneficial variability, such as ‘double-training’ in perceptual learning
(Xiao et al., 2008) and the ‘spacing effect’ in episodic memory (Melton, 1970). Instead, these
results are reminiscent of the finding that ‘extinction’ is stronger under variability: When

a conditioned stimulus is not reinforced in multiple contexts vs. a single context, then sub-
sequent renewal of its association with an unconditioned stimulus is attenuated (Chelonis,
Calton, Hart, & Schachtman, 1999). Although a speculative connection at this stage, to the
extent that the color, orientation, and location reports served as distinct task contexts, an
unreported feature passed over once in two such contexts may be more strongly inhibited

than when neglected twice in the same context.

1.4 MODELING ACCESSIBILITY AND PRECISION

What is the nature of the observed changes in VLTM in Experiments 1-3? One possibility is
that retrieval practice of one feature dimension enhances the accessibility of representations
in that dimension relative to other unpracticed dimensions. Another possibility is that the
observed memory effects can be explained by changes in the precision of representations in
the practiced vs. unpracticed dimensions. To address this issue quantitatively, we estimated
the relative contributions of decrements in accessibility and precision using a model-fitting
method that partitioned errors in the final test phase into two component distributions
reflecting: the probability of guessing (i.e., inversely related to accessibility) and the precision

of retrieved feature representations.
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1.4.1 METHODS

On some proportion of trials during the test phase, response errors were very large. Such
errors might reflect either a random guess or a very imprecise memory representation. The
data can thus be described as a mixture of two distributions: a uniform distribution when
the observer is unable to access the feature value and attempts to randomly guess from the
full space of feature values, and a von Mises (circular normal) distribution when the ob-
server could access the representation in memory and made a noisy response centered around
the true value. Maximum likelihood estimation can be used to recover the likelihood that re-
sponses were drawn from each of these distributions by fitting parameters that characterize
each distribution (Zhang & Luck, 2008). Two parameters were of primary interest: (1) the
height of the uniform component of the mixture, or the guessing rate (¢); and (2) the stan-
dard deviation of the von Mises component (s), or the inverse of memory precision. We
note one important caveat about our application of this technique: mixture modeling re-
quires assumptions about the underlying distributions that are difficult to validate with a
small number of observations. Specifically, we obtained fewer observations per observer

and condition (48 in Experiment 1, 30 in Experiments 2 and 3) than previous studies that
have used this technique (e.g., 150 in Zhang & Luck, 2008). To help compensate for this, we
used a maximum likelihood estimation method in which we repeatedly estimated the best-
fitting parameters from random starting values, and then extracted the modal value from
this distribution. This iterative procedure was used to ensure that estimates of g and sd were

as robust as possible (Figure 1.6A).
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1.4.2 RESULTS
EXPERIMENT 1

The model fitting procedure suggested that guessing occurred on 30.9% of test trials for
Constant (95% CI for g: [25.4%, 36.3%]), 50.0% of trials for Switch ([43.0%, 56.2%]), and
48.2% of trials for Passive ([40.5%, 55.6%]). Guessing was less common for Constant than
Switch (#(35) = 7.04, p < 0.001, d = 1.17) and Passive (#(35) = 6.36, p < 0.001, d = 1.06), which
did not differ from each other (#(35) = 0.646, p = 0.523, d = 0.108). The precision of non-
guess responses was similar across conditions: 15.9° for Constant (95% CI for sd: [14.1°, 17.8°]),
17.9° for Switch ([15.3°% 20.6°]), and 17.7° for Passive ([15.6° 19.7°]). Indeed, Constant did not
differ from Passive (#(35) = 1.34, p = 0.189, d = 0.224) or Switch (#(35) = 1.24, p = 0.223,d =
0.207), and they did not differ from each other (£(35) = 0.152, p = 0.880, d = 0.025). These
results suggest that differences in the probability of successful access, rather than the pre-
cision of stored representations, may partly underlie the observed changes in VLTM per-
formance due to prior retrieval practice. Individual differences in test phase performance
provide further support for this interpretation (Figure 1.6B). RMSE was highly correlated
with individual estimates of g (Constant: 7 = 0.92, p < 0.001; Switch: » = 0.90, p < 0.005;
Passive: 7 = 0.96, p < 0.001), but not sd (Constant: = 0.15, p = 0.365; Switch: » =-0.13,p =

0.453; Passive: 7 = 0.006, p = 0.972).

EXPERIMENT 2

The modeling results from Experiment 2 followed a similar pattern to Experiment 1. Guess-

ing occurred on 31.3% of test trials for Constant (95% CI for g: [24.8%, 37.8%]), 44.4% of
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trials for Switch ([37.7%, s1.5%]), and 37.5% of trials for Passive ([29.6%, 45.4%]). Guessing
was less common for Constant than Switch (#(29) = 4.68, p < 0.001, d = 0.854), with a trend
for Constant less than Passive (#(29) = 1.84, p = 0.077, d = 0.335). There was also a trend for
more guessing on Switch than Passive (#(29) = 1.86, p = 0.073, d = 0.339). The precision of
non-guess responses was similar across conditions: 15.3° for Constant (95% CI for sd: [12.7°,
17.9°]), 17.80° for Switch ([13.4°, 22.2°]), and 16.3° for Passive ([14.1° 18.66°]). No differences
between conditions reached significance (ps > 0.335, ds < 0.179). As in Experiment 1, RMSE
was highly correlated with individual estimates of g (Constant: 7 = 0.8s, p < 0.001; Switch:

7 =0.88, p < 0.001; Passive: » = 0.92, p < 0.001), but generally not with sd (Constant: » =

-0.14, p = 0.450; Passive: » = 0.16, p = 0.400; Switch: » = 0.26,p = 0.157).

EXPERIMENT 3

Guessing occurred on 34.8% of test trials for Constant (95% Cl for g: [27.2%, 42.4%]), 44.9%
of trials for Switch ([38.0%, 51.8%]), and 50.6% of trials for Variable ([41.7%, 59.5%]). Guess-
ing was less common for Constant than Switch (#(29) = 2.66, p = 0.01, d = 0.487) and Vari-
able (#(29) = 3.49, p = 0.002, d = 0.636), which did not differ from each other (#(29) = 1.49,
p = 0.146, d = 0.273). The precision of non-guess responses was similar across conditions:
22.5° for Constant (95% CI for sd: [16.0° 29.1°]), 22.4° for Switch ([17.4°, 27.6°]), and 23.1° for
Variable ([16.1°, 30.2°]). No differences between conditions reached significance (ps > 0.871,
ds < 0.030). RMSE was again highly correlated with individual estimates of g (Constant: »

= 0.88, p < 0.001; Switch: 7 = 0.82, p < 0.001; Variable: 7 = 0.93, p < 0.001). Conventional
analyses suggested a significant, positive relationship between RMSE and sd for Constant (»

= 0.41, p = 0.024), though not Switch (7 = 0.27, p = 0.152) or Variable (» = -0.08, p = 0.654).
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Figure 1.6: Model Fitting Results. (A) Guessing (g) and precision (1/sd) across conditions in the VLTM test phase of
each experiment. The probability of guessing was generally reduced for practiced (Constant) vs. unpracticed feature
(Switch/Variable/Passive) features, but the precision of non-guesses did not significantly differ between conditions.
Error bars reflect +1 SEM. * p < 0.05, T p < 0.10. (B) Relationship between parameter estimates and primary RMSE
measure in Experiment 1. There were robust positive correlations between RMSE and g, but unreliable correlation
between RMSE and sd. This pattern of correlations held acg?jss all experiments.



However, inspection of the distribution of sd parameter fits revealed the presence of a sin-
gle high-leverage observer in the Constant condition (s4 = 96.3°, RMSE = 101.8°), whose sd
estimate exceeded 3 standard deviations plus the mean sd. Without this observer, the corre-
lation between RMSE and sd for Constant (» = 0.03, p = 0.872) was no longer significant.
This result suggests that the apparent relationship between RMSE and sd in for Constant

was spurious, likely due to poor parameter estimation in these small samples.

DiscussioN

The guessing parameter results from all three experiments suggest that retrieving one feature
of an object from VSTM affects which features of that object are accessible in VLTM. At

the same time, the precision parameter results suggest that VSTM retrieval does not affect
the fidelity with which the features of an object are stored in VLT M. Strong correlations
between RMSE and guessing but not precision in each condition further suggest that the

main RMSE results from all experiments reflect differences in accessibility.

1.5 GENERAL DISCUSSION

This study aimed to elucidate how internal attention to features in VSTM influences VLTM
for novel objects. Specifically, we explored how retrieval history determines the weighting of
features within individual objects over the course of learning. To address this question, we
designed a visual memory task that manipulated feature retrieval history on an item-level
basis. Observers initially viewed a series of shapes defined by unique values along three fea-
ture dimensions (location, orientation, and color), and reported one of these features from

VSTM using a continuous report procedure. In a subsequent test phase, observers reported
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either the same feature or an unpracticed feature from VLTM. Across three experiments
with different groups of observers, we discovered important consequences of internal atten-
tion for the organization of object memory. In Experiment 1, we evaluated three hypotheses
about how retrieving an object’s features from VSTM would affect VLTM for that object:
(1) reporting one feature might affect only that feature (practice-benefit hypothesis); (2) in-
ternal attention to one feature might benefit all features (object-based hypothesis); and (3)
internal attention might induce competitive dynamics among features (feature-competition
hypothesis). Consistent with the third hypothesis, for a given object, memory was both en-
hanced for practiced features and suppressed for concurrently unpracticed features. Re-
trieval history may thus play an important role in how objects are construed in visual mem-
ory, extending views that emphasize only the stimulus properties of the current display (Al-
varez & Cavanagh, 2004, Bays & Husain, 2008, Luck & Vogel, 1997, Olson & Jiang, 2002,
Wheeler & Treisman, 2002). Moreover, previous work that has manipulated internal at-
tention to items in short-term memory (Lepsien & Nobre, 2006, Nobre et al., 2004b) has
focused on immediate consequences. In contrast, we tested the long-term consequences of
such orienting for subsequent memory. We found that long-term memory biases for specific
items can be acquired rapidly (i.e., after 2-3 exposures) and over a relatively large corpus (i.e.,
90-144 novel objects, depending on the experiment). Moreover, although our findings seem
to contradict a standard object-based view—that processing one feature of an object bene-
fits processing of its other features—they may be consistent in another sense. Specifically, as
expanded below, we interpret our findings as suggesting that all features of an object come
to mind during VSTM retrieval in an object-based manner, and that which features are se-

lected vs. inhibited determines how an object is later represented in VETM. In Experiment
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2, we placed greater pressure on the hypothesized role of memory retrieval in shaping the
organization of long-term memory for objects by equating the amount of sensory exposure
to all feature dimensions, and controlling for motor response learning. While in Experiment
1 the memory probe did not contain any of the three critical features, the memory probe in
Experiments 2 and 3 was identical to the original object except for the feature being probed.
As a consequence, observers received concurrent veridical access to unpracticed dimensions
during the practice phase. Despite greater exposure to unpracticed features, memory for
these features remained worse when other features had been practiced (and exposed less).
These findings show that the suppression in VLTM is a robust consequence when inter-
nal attention neglects features in VSTM, even when these features are externally available.
Intriguingly, the size of the Switch vs. Passive difference at test roughly doubled in magni-
tude in Experiment 2 compared to Experiment 1. One explanation is that the unpracticed
features were stronger competitors in Experiment 2 because they were externally available
in the probe rather than only internally active in VSTM. This heightened competition may
have led to even further weakening of the unpracticed features when the practiced features
were successfully reported. Indeed, the unpracticed features of the probe may have auto-
matically captured attention simply because they matched the contents of working memory
(Soto et al., 2008a). Just as external attention is recruited to filter out distractors, the percep-
tual availability of task-irrelevant features may have ‘propped up’ the unpracticed features in
VSTM, requiring stronger inhibition via internal attention.

In Experiment 3, we aimed to probe how internal attention to multiple features affects
learning about novel objects. Attending to two features in VSTM produced even greater

suppression of the unpracticed feature than attending to one feature twice. What might
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account for this finding? We propose that memory retrieval functions as a form of reinforce-
ment, and that competing representations that are repeatedly passed over for retrieval re-
inforcement are particularly susceptible to forgetting. Upon initial exposure to an object,
there is no reason to privilege one feature dimension over another when forming a repre-
sentation (absent systematic differences in salience or goals). Cued retrieval may disrupt this
equal weighting by inducing competition among features vying for retrieval. Ultimately,

the competition is resolved by the successful selection of the cued feature and the inhibi-
tion of uncued features. As a result, the retrieved feature enjoys a boost to its market share
in long-term memory. Other dimensions that came to mind at the time of retrieval suffer a
decrement, consistent with mechanisms of competition-based suppression that have been
proposed to account for memory enhancement and suppression in other paradigms (Ander-
son et al., 1994, Anderson & Spellman, 2005, Norman & Newman, 2007). Experiment 1is
consistent with this account, since practiced features were remembered better than unprac-
ticed features.

According to this framework, the representational strength of target and distractor fea-
tures modulates the degree to which retrieval-based shifts in memory occur, such that un-
practiced features that compete strongly with the practiced feature suffer greater impairment
than weakly competing features. If the same feature is practiced for a second time, we expect
unpracticed features to compete less fiercely during this second retrieval event because of
their weakened status, and thus are not suppressed to the same extent.

If a different feature is probed upon the second exposure to an object, an accurate report
of this feature may be more difficult because it was previously inhibited. Moreover, other

previously unpracticed features may strongly compete during this second retrieval attempr,
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as their strength may approximate that of the probed feature, in addition to the relatively
strong previously probed feature. As a consequence of this additional round of competi-
tion, never probed features may experience even further marginalization. Consistent with
this prediction, in Experiment 3 we observed worse test performance on unpracticed features
of objects for which multiple features had been previously practiced, relative to those for
which a single feature was practiced multiple times (Figure 1.7).

Overall enhancement and suppression could reflect two different types of changes in
memory: retrieval practice of one feature could reduce the precision or the accessibility of
the representations of other features. These two changes are not mutually exclusive, and
their relative contribution can be estimated from continuous report data using a standard
mixture modeling procedure (Zhang & Luck, 2008). Each response is treated: (1) as aris-
ing from a representation with a certain precision when accessible, or (2) as a random guess
when inaccessible. Modeling the data this way generates one parameter estimate represent-
ing the probability that responses were guesses (¢) and a second parameter representing the
standard deviation of the responses that were not guesses around the correct value (s4). This
procedure was applied to the data from all three experiments. The parameter that most re-
liably differed between tests of practiced vs. unpracticed features was g, the probability of
guessing. In contrast, the estimated precision of feature memory was not reliably different
across conditions. These findings suggest that retrieval principally affects whether the fea-
tures of an object are accessible, not the precision with which they are stored.

So far, we have interpreted enhancement and suppression in VLT M to be a consequence
of selective feature retrieval from VSTM. An alternative possibility is that observers learned

which feature was relevant for a given object during its initial presentation in the practice
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phase, and then strategically encoded this feature into VSTM on subsequent presentations,
resulting in better VLTM performance in the test phase. According to this view, our find-
ings may at least partly reflect differences in encoding rather than retrieval.

We consider this “selective encoding” account to be unlikely for the following reasons:
First, observers were equally (Experiments 1 and 2) or more (Experiment 3) likely to be tested
in VLTM on an unpracticed feature as they were on a practiced feature, reducing the in-
centive to strategically encode practiced features. Second, VSTM performance should have
improved upon repeated presentations as observers learned over time which feature would
be probed, but this improvement was not apparent after eliminating the possibility of mo-
tor learning in Experiments 2 and 3 (see Results). Third, VLI'M performance should have
been more related to VSTM performance on repeated (when selective encoding was pos-
sible) vs. initial presentations, but this difference did not emerge in any experiment (ps >
0.273). Fourth, even though observers were more likely to practice the same feature repeat-
edly in Experiment 3, VSTM performance was no worse when a new (Variable) vs. repeated
(Constant/Switch) feature was probed in the second presentation (p > 0.197). Finally, inso-
far as the repeated practice of the same feature induced a selective encoding strategy, VSTM
performance should have been better when the likelihood of repeated practice was higher in
Experiments 1 and 2 (100%) vs. Experiment 3 (67%), but no such differences emerged for the
second presentation (ps > 0.361). Taken together, all of these findings are incompatible with
the alternative selecting encoding interpretation of the observed VLTM effects.

Considering the role of memory strategies raises an interesting connection to the liter-
ature on directed forgetting (MacLeod, 1998). For instance, after being presented with a

VSTM array containing two objects, being post-cued to forget one of the objects leads to
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better memory for the remaining object in the array (Williams et al., 2013). Likewise, being
post-cued to remember a subset of objects boosts VSTM for these objects relative to receiv-
ing no cue (Williams & Woodman, 2012). The relationship between instructing observers
to maintain a feature in VSTM (‘directed remembering’) vs. to retrieve and report a feature
from VSTM (‘selective retrieval’) awaits further study. These two modes of internal selec-
tion may have qualitatively similar consequences for memory (suppression and enhance-
ment), but these consequences could arise from the same or different mechanisms. On the
one hand, directed forgetting engages metacognitive strategies to voluntarily bias long-term
memory, in contrast to the present case, where the primary task was to immediately report
a feature from VSTM. On the other hand, similar executive control processes invoked to
resolve competition may play a similar role in both kinds of enhancement/suppression, re-
gardless of whether they are engaged intentionally (Anderson, 2003). Indeed, we have inter-
preted our findings in terms of competition among features during selective retrieval from
VSTM, but the directed forgetting literature suggests additional mechanisms that should
also be considered (MacLeod, 1998, Sahakyan et al., 2009).

The consequences of selective internal attention to features might extend beyond sub-
sequent feature memory. For example, to the extent that retrieval history directly alters the
weighting of features within object representations, perceptual sensitivity to previously re-
trieved features may be heightened upon subsequent encounters with that object (Gold-
stone, 1998). Relatedly, tuning of object representations may result in previously retrieved
features appearing more salient, such that the presence of these features guides the deploy-
ment of attention across a crowded display to facilitate localization and identification. Fi-

nally, the competition induced in the current study may reflect the random and indepen-
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dent assignment of feature values to objects; introducing meaningful dependencies across
dimensions may result in more generalized object-based benefits of feature retrieval. These
are all consequences of selective feature retrieval for subsequent processing of the same ob-
ject. Similar dynamics also operate at the level of objects themselves, with attention enhanc-
ing memory of selected objects and suppressing memory of inhibited objects (Fox, 199sb,
Lepsien & Nobre, 2006, Nobre et al., 2004b, Tipper, 1985). An open question concerns
how selective feature retrieval for one object biases processing of other objects, either when

presented concurrently or encountered in the future.

1.6 CONCLUSIONS

Taken as a whole, the present results reveal the highly interactive nature of attention, learn-
ing, and memory, as well as how ‘cognitive actions’ can have long-lasting consequences for
the organization of object representations. Although we focused on internal attention, cog-
nitive operations that transform mental representations in the course of ‘reading out’ their
contents appear to be pervasive. For example, when making a decision, although our pref-
erences obviously guide our choices, our choices can also shift our preferences (Brehm, 1956,
Festinger, 1957, Lieberman et al., 2001). Just as physical objects are neither static nor inert,
objects of perception that comprise the internal visual world are amenable to cognitive ma-
nipulation. In this way, even the simple act of selection during the initial stages of learning

has the potential to leave enduring traces in memory.
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Figure 1.7: Interpretation. (A) Initially, attentional weights allocated to each feature dimension when forming a rep-
resentation are roughly balanced. (B) Cued retrieval to a specific feature dimension may disrupt this equal weighting
by inducing competition between dimensions for representation in short-term memory. This competition may be re-
solved via the selection of the object’s value on the cued dimension and inhibition of values from uncued dimensions.
Crucially, the consequences of this selective internal attention are not restricted to short-term memory, but extend to
how various feature dimensions of an object are prioritized in long-term memory. (C) If the same feature is retrieved
again from short-term memory in a subsequent encounter with that object, the competition among dimensions may
be less fierce because this feature is already more strongly represented. As a result, the representation of the uncued
dimensions may be further suppressed only slightly. (D) If a different feature is cued upon a subsequent encounter,
accurate retrieval of this cued dimension from short-term memory may be more difficult due to the stronger status of
the previously retrieved feature and prior inhibition of the newly cued feature. Moreover, given the weaker status of
the cued feature, other previously uncued features may compete more, resulting in the further marginalization of still
uncued feature dimensions in long-term memory.
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How do visual memories affect what we pay

attention to?

Much of the visual information we encounter is highly familiar. We inhabit the same places
over time, such as our homes and offices, and these environments are populated by the

same people and things. Because of this stability, memory for prior experiences can help us
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achieve our behavioral goals, such as finding lost keys or a particular spice in the cupboard.
This influence of memory on behavior has been construed as a form of top-down atten-
tion (Awh & Jonides, 2001), whereby actively maintaining information in working mem-
ory increases the priority of matching information in the world, even when task-irrelevant
(Soto et al., 2008b). For example, when holding a colored shape in mind for a secondary
delayed-match-to-sample task, the appearance of that shape as a distractor during a primary
orientation-discrimination task impairs performance (Soto et al., 2007, Downing, 2000,

Olivers et al., 2006, Carlisle et al., 20m).

color memory probe color
(color-less) report

stimulus retention
presentation interval post-cue
(500 ms) (1500 ms) (500 ms)

location memory probe location
(random location) report

Figure 2.1: On each trial, one shape was presented in a unique color and location. After offset, a post-cue (“xxx” re-

placed by “color” or “location”) prompted observers to report one of these two features by continuously adjusting a
memory probe until it matched the original stimulus. Objects were viewed multiple times and the same feature was
post-cued each time.

This prior work shows that recently experienced information, when actively maintained
in working memory, gets prioritized if it appears again in the world. However, this mech-
anism for memory-guided attention has two limitations. First, there are often gaps in time

longer than the span of working memory between repeated encounters with the same in-
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formation (e.g., leaving home in the morning and returning in the evening). Second, when
pursuing the goal of finding a target, other information associated with the target but not
directly held in working memory might be useful (e.g., looking for a spice based on its label
but also knowing its color and texture). In both cases, what influences attention is informa-
tion from long-term memory retrieved coincidentally with the goal.

Here we characterize the influence of visual long-term memory (VLTM) on the guidance
of attention. We show that information that was encoded in the past, but that is no longer
present or relevant to the task, nevertheless influences visual search (Experiment 1) and cap-
tures attention (Experiment 2) by way of learned associations with the contents of working
memory. This contrasts with previous studies showing biases in attention when informa-
tion in long-term memory is directly presented again (Christie & Klein, 1995), or when ex-
plicitly searching for information in working memory is the goal of the task (Summerfield
et al., 2006, Stokes et al., 2012). In addition, our study complements a growing literature
on attentional guidance from long-term memory that has focused on how visual search is
biased by pre-existing associations in semantic memory (Moores et al., 2003, Olivers, 2011,
Rappaport et al., 2013). By training novel and arbitrary visual feature associations within an

experimental session, our study seeks to link episodic memory to attention.

2.1 EXPERIMENT 1: GUIDANCE IN VISUAL SEARCH

The goal of this experiment was to investigate how VLTM for features associated with a
target influences visual search. We tested this by manipulating whether the target appeared
with or without those features. We also examined whether such guidance results from auto-

matic reactivation or explicit retrieval of associated features by manipulating their conscious
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accessibility in VLTM.

2.1.1 METHODS
PARTICIPANTS

Thirty naive observers (18 women, mean age=22.1y) participated. In this and the next ex-

Y g y)p P

periment, observers provided informed consent to a protocol approved by the Princeton
Institutional Review Board, reported normal or corrected-to-normal visual acuity and color

vision, and received course credit or $12 per hour as compensation.

STIMULI

Eight “alphabets” of eight shapes each were used (from Fan & Turk-Browne, 2013). To cre-
ate novel objects, each shape was assigned a unique angular location (radial eccentricity=8°)
and color (CIE L*a*b* space centered at L=54/a=18/b=-8; radius=59°). Stimuli were pre-
sented on a CRT monitor 7ocm from the observer, controlled by MATLAB and the Psy-

chophysics Toolbox (http://psychtoolbox.org).

PROCEDURE

The experiment contained eight blocks, each employing one alphabet. Within each block,
observers completed three phases: encoding, search, and recall. In the encoding phase, each
object was presented three times in a randomized order, with the constraint that every ob-
ject appeared once before any object repeated. On every trial (Figure 2.1), an object was pre-
sented for sooms, followed by a 1500ms retention interval. Observers were then post-cued to

report the object’s color or location. We previously showed that this form of retrieval prac-

49



tice robustly affects the conscious accessibility of features in VLTM, both enhancing the
accessibility of practiced features and reducing the accessibility of unpracticed features (Fan
& Turk-Browne, 2013). Observers continuously adjusted a memory probe until it matched
the original object on the post-cued feature; the shape and uncued feature were presented
veridically (e.g., if cued to report the color of a shape, it was shown in the correct location
and vice versa). Each object was assigned to either the color-practice or location-practice con-
dition; these assignments were randomized over objects and observers. Because the influence
of VLTM on search was of primary interest, only objects whose features were successfully
reported during the encoding phase were retained for analysis. This was defined as report er-
ror within 1.5x the interquartile range beyond the 1st and 3rd quartiles (Fan & Turk-Browne,
20133, Frigge et al., 1989). On average, 3.43 of the 64 objects were excluded per observer. This
rate did not differ between color-practice and location-practice items (t<1).

In the search phase, observers searched for a cued target shape in cluttered arrays of color-
tul distractors generated from fragments of novel shapes. The cue consisted of a monochro-
matic, centrally presented version of the shape. Each shape was cued twice, once present and
once absent. The assignment of objects to target conditions was counterbalanced (Figure
2.2A). This resulted in four conditions for present trials (location match/color match): tar-
get matched original object’s color and location (+/+); target matched original object’s loca-
tion but appeared in a novel color (+/-); target matched original object’s color but appeared
in a novel location (~/+); target appeared in a novel color and location (-/-). Novel features
were randomly selected > 90° from the original value in feature space. Observers were in-
structed to determine as quickly and accurately as possible whether the shape was present or

absent — i.e., regardless of its color or location. The array remained onscreen until response.
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We tested two hypotheses: First, if VLTM for associated features guides search for the target
shape, response times (RTs) should be faster when there is a location and/or color match.
Second, if these features are reactivated automatically, RT effects should not only be present
when a matching feature was practiced, and thus more consciously accessible (Fan & Turk-
Browne, 2013), but also when a matching feature was not practiced (e.g., location match for
color-practiced objects). In the recall phase, observers were prompted to report the practiced

feature of each shape, as verification that VLTM had been formed.

2.1.2  RESULTS AND DIsSCcUSSION
ENCODING PHASE

Accuracy exceeded chance (root mean squared error [RMSE] = 103.9°) for all three presen-
tations of a shape for both color (RMSEs < 12.7°% #(29)s > 139.2, ps < 0.001) and location
(RMSE:s < 3.61°% £(29)s > 711.8, ps < 0.001). We analyzed errors using a 2 (dimension: color,
location) x 3 (presentation number: first, second, third) repeated-measures ANOVA (Table
2.1). There was a main effect of feature dimension (F(1,29) = 269.0, p < 0.001, 712 = 0.903),
with higher accuracy for location than color. There was no main effect of presentation num-
ber (F(2,58) = 0.677, p = 0.512, 2 = 0.023) or interaction (£(2,58) = 0.769, p = 0.468, 12 =
0.023), suggesting that repeated practice did not boost the fidelity of observers’ already accu-

rate reports.

SEARCH PHASE

The primary dependent measure of interest was RT. As in other visual search tasks, RTs

were slower for target-absent trials (M=3.33s, SD=1.88s) than target-present trials (M=1.515,
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Table 2.1: Encoding phase accuracy. Mean RMSE in degrees (and standard error of the mean [SEM]) for the report task,
by practiced dimension and presentation number.

Presentation Number

I 2 3

s Practiced  Color 12.7°(0.59°) 12.3°(0.51°)  12.2° (0.66°)

Dimension Location 3.21°(0.14°) 2.76°(0.14°) 3.61° (0.14°)

SD=0.355; £(29) = 6.03, p < 0.001, d = 1.10). Because conditions were defined by the color
and location of the target, only correct target-present trials were included in subsequent RT
analyses. RTs greater than 3 SDs from the mean in each condition or longer than 10s were
trimmed (0.26% of trials). To mitigate the influence of extreme values, single-trial RTs were
also log-transformed prior to computation of the mean, and the mean was then transformed
back using the exponential function. None of these steps affected the overall pattern of re-
sults.

To test our first hypothesis that feature associations in VLTM guide search, we analyzed
RTs using a 2 (location match) x 2 (color match) repeated-measures ANOVA (Figure 2.2B).
There was a main effect of location match (F(1,29) = 12.8, p = 0.001, 12 = 0.306), but no
main effect of color (F(1,29) = 1.31, p = 0.262, 12 = 0.043). This suggests that VLT M specif-
ically guided spatial attention to the search target, perhaps reflecting the spatial demands of
the visual search task or the more precise encoding and better recall of location associations.
However, a reliable interaction (£(1,29) = 4.19, p < 0.05, 2 = 0.126), combined with a sig-
nificant ordinal interaction (#(29) = 3.69, p < 0.001, d = 0.674; see (Strube & Bobko, 1989),
revealed a super-additive benefit of matching colors for the location effect. This provides

tentative evidence that color associations in VETM may have partially guided attention, in
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conjunction with location associations.

To test our second hypothesis that feature associations in VLTM can guide visual search
automatically, we compared the location match effect in RT between location- and color-
practice items, finding no difference as a function of practice (F(1,29) = 0.216, p = 0.646, 2
= 0.007). Indeed, the location match effect was reliable for color-practice items when ana-
lyzed separately (£(1,29) = 13.0, p = 0.001, 12 = 0.310), suggesting that conscious accessibility
of features in VLTM did not modulate the degree to which VLTM influences spatial atten-
tion during visual search.

In order to examine how location and color associations influence search, the target shape
appeared in its original location half of the time and in its original color half of the time.
Therefore, although observers were instructed to search for the shape itself, it could have
been beneficial to strategically retrieve and search for these features. To test this possibility,
we examined the prevalence of this strategy and its effect on the results. During debriefing, 6
out of 30 observers (20%) reported using a strategy of retrieving and searching for associated
locations and/or colors. When these observers were excluded from analysis, however, we
obtained the same pattern of results, including: the main effect of location (F(1,23) = 12.2, p
= 0.002, 12 = 0.347), the significant ordinal interaction with color (#(23) = 3.19, p = 0.004, d
= 0.652), and no modulation of the location effect by practiced feature (£(1,23) = o.001, p =
0.979, 12 < 0.001). These results lend further support to the idea that attentional guidance
by VLTM can occur automatically.

For completeness, we also analyzed the accuracy data from the search phase (Table 2.2).
We quantified accuracy with A’, a nonparametric measure of sensitivity (Grier, 1971). A 2

(location match) x 2 (color match) repeated-measures ANOVA revealed no main effects of
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location match (£(1,29) = 0.644, p = 0.423, 2 = 0.022)) or color match (F(1,29) = 0.687, p =
0.414, 2 = 0.023), and no interaction (F(1,29) = 0.878, p = 0.356, 2 = 0.029). These results

argue against the possibility that the RT effects reflected a speed-accuracy tradeoff.
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Figure 2.2: Search phase of Experiment 1. Observers determined whether a cued shape was present or absent within a
cluttered display, regardless of its color or location (bottom). Mean log-transformed search RTs for correctly detected
targets, as a function of whether the target matched the color and/or location of the cued shape from encoding (top).
Error barsreflect +1 S.E.M.

RECALL PHASE

During the recall phase, accuracy exceeded chance for both color (RMSE = 61.4°% #(29) =
IL.4, p < 0.001, d = 2.08) and location (45.5% #(29) = 21.0, p < 0.001, 4 = 3.84), with better
memory for location than color (#(29) = 5.82, p < 0.001, d = 1.06). These results verify that

observers encoded the shapes and their practiced features into VLTM.
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Table 2.2: Search phase accuracy. Mean A, hit rate, and false alarm rate by condition (with SEM).

Accuracy
Location Color
A-prime Hitrate (%) False alarm rate (%)
+ + 0.956 (0.010) 88.3(2.24)  4.0(1.60)
+ - 0.943 (0.019) 86.7(2.84)  4.8(2.48)
- + 0.944 (0.019) 87.1(2.43)  4.4(234)
- - 0.946 (0.016) 86.3(2.19) 4.2 (1.73)

2.2 EXPERIMENT 2: ATTENTIONAL CAPTURE FROM VLITM

Experiment 1 suggested that VLTM for the location of an object is reactivated during visual
search for the object. Experiment 2 sought to expand these findings in three ways. First, we
wanted to better assess VLTM guidance for color. In Experiment 1, the presence of a match-
ing color from VLTM only influenced visual search insofar as the location also matched
VLIM. Here we use a simpler paradigm that has previously revealed attentional capture
for colors and shapes in working memory (Soto, Humphreys, & Rotshtein, 2007).

Second, we aimed to further test the automaticity of such guidance by making VLTM as-
sociations entirely task-irrelevant. In Experiment 1, associated locations and colors could be
construed as task-relevant because they were each useful on half of trials for finding the tar-
get. Observers were not informed about this, and debriefing data suggested that strategic use
of these relationships was uncommon, as well as unnecessary to observe guidance. Neverthe-
less, to more definitively rule out such a strategy, we employ a dual-task paradigm in which
associated colors serve as task-irrelevant distractors.

Third, we sought to verify that our practice manipulation affected the conscious accessi-
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bility of features in VLTM. In Experiment 1, the location guidance effect was observed for
color-practice objects, which we interpreted as support for automaticity because the unprac-
ticed locations underlying this guidance were assumed to be less consciously accessible. This
assumption was based on our prior work (Fan & Turk-Browne, 2013), and we were unable
to independently verify it because the final recall phase only tested practiced features. Here
we test recall of both practiced and unpracticed features in a subset of observers to replicate

this prior work and support the claim that unpracticed features were less accessible.

2.2.1 METHODS
PARTICIPANTS

Sixty naive observers (34 women, mean age 19.2y) participated.

PROCEDURE

For each observer, six alphabets each containing ten shapes were used, for a total of six blocks.
Within each block, a similar three-phase design was used: encoding, dual-task, and recall.
There were three differences in this experiment: First, each object was presented five vs.

three times during encoding, which we thought might benefit learning of feature associa-
tions, without extending the duration of the experimental session beyond one hour. Each
object was assigned to either location- or color-practice. Again, only objects whose prac-

ticed features were successfully reported during encoding were retained for analysis (2.9 of
the 6o objects excluded per observer). Second, the search task was replaced by a dual-task
consisting of an outer-loop delayed-match-to-sample task and an inner-loop orientation-

discrimination task (Figure 2.3A). The delayed-match-to-sample task required that a monochro-
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matic, centrally presented version of a shape be maintained in working memory (cue =
2000ms, delay = 7ooms+orientation discrimination RT; modeled on (Soto & Humpbhreys,
2007)) and compared to a test shape (50% match). During the delay, two horizontally offset
Gabor patches were presented (frequency = 2cpd; eccentricity = 6.8°) for the orientation-
discrimination task. One (target) patch was randomly tilted 26° (clockwise/counterclockwise)
from vertical and the other (distractor) patch was vertical. The location of the target was
randomized, and observers judged its tilt direction. Additionally, one of the patches ap-
peared in the color associated with the delayed-match-to-sample target in VLTM and the
other in a different color (>90° away). Each shape served as the delayed-match-to-sample
target twice: once where the target patch in the orientation-discrimination task matched the
associated color (valid), the other where the distractor patch matched the associated color
(invalid). Thus, the associated color predicted neither the location nor orientation of the
target and was therefore completely task-irrelevant. Before the experiment, observers were
trained on both tasks to the same performance criterion: 90% correct with RTs < 1000ms
((Soto et al., 2007)). This phase allowed us to test a key hypothesis — that VLTM for the
associated color is reactivated during the delayed-match-to-sample task, drawing attention
to the matching patch in the orientation-discrimination task, and speeding RTs for valid vs.
invalid trials. Such a result would license strong claims about the automaticity of guidance:
not only was the color association irrelevant to the delayed-match-to-sample task, the shape
cue was irrelevant to the orientation-discrimination task. Third, to verify that our manip-
ulation of conscious accessibility of features in VLTM was successful, we ran two cohorts
of observers in this experiment (each with N = 30, equal in size to Experiment 1). The first

cohort was tested on either the practiced or unpracticed feature of each object (counterbal-
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anced across objects) during the recall phase. Comparing recall performance as a function of
practice allowed us to verify that unpracticed features were less consciously accessible. The
second cohort was always tested on the practiced feature of each object in the recall phase

to mirror Experiment 1. The two cohorts only differed in the recall phase (after the critical
dual-task phase) and thus we did not expect this between-subjects manipulation to influence
the critical dual-task results. Therefore, we pooled observers from both cohorts into the final
sample, though we also verified with an ANOVA that the amount of guidance did not differ
between groups. To compare recall performance for practiced and unpracticed features in
the first cohort, we used an approach from Fan & Turk-Browne (2013a), who found that un-
practiced features were less accessible (the basis for our assumption in Experiment 1). Specif-
ically, we fit a model to the distribution of errors that observers made when reporting one or
the other feature in the recall phase (Zhang & Luck, 2008, Wilken & Ma, 2004). Maximum
likelihood estimation was used to partition errors into two component distributions (Equa-
tion 2.1): (1) a uniform distribution reflecting the probability of guessing (i.e., 1 — probability
of successful retrieval from memory) and (2) a von Mises distribution (an approximation to
a wrapped normal distribution) centered on the actual feature value whose variance provides

a measure of the precision of memory for the feature.

p(6) = o, (6~ 0) + (1~ p) s )

Here, > represents the probability of successful retrieval from memory, and ¢o represents
the von Mises distribution centered on the actual feature value 6 with standard deviation o.
Because of the small number of recall phase trials collected per test condition per observer

(30 trials each), errors were pooled across observers within each condition for subsequent
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Table 2.3: Encoding phase accuracy. Mean RMSE (and SEM) in the report task by practiced dimension and presentation
number.

Practiced Dimension

I 2 3 4 5

Presentation Color 15.5° (1.15°) 15.6° (0.83°)  15.1° (0.96°)  15.2° (1.03°)  14.4°(0.80°)

Number Location 10.2°(0.40°) 10.8°(0.51°) 10.6°(0.55°) 10.4°(0.51°) 10.2°(0.46°)

analysis, providing sufficient statistical power to derive robust model estimates. Random-
effects reliability was established across observers by iteratively resampling observers with
replacement 2500 times to derive 95% confidence intervals for each model parameter in each

condition (Efron & Tibshirani, 1986).

2.2.2  RESULTS AND DiscussioN
ENCODING PHASE

During the encoding phase, performance was better than chance at all five item presenta-
tions for both color (RMSEs < 15.7°% all #(59)s > 77, ps < 0.001) and location-practiced items
(RMSEs < 10.8°% all £(59)s > 169, ps < 0.001). We analyzed encoding phase errors using a 2
(dimension: color, location) x 5 (presentation number) repeated-measures ANOVA (Ta-

ble 2.3). Accuracy was again higher for the location vs. color dimension (F(1,59) = 40.2,
p<o0.001, 12 = 0.405), and there was no effect of presentation number (£(4,236) = 1.06, p

=0.378, 72 = 0.018).

59



DuUAL-TASK PHASE

Only trials where responses to both the orientation discrimination and delayed-match-to-
sample tasks were correct (93.3%) and less than 100oms (93.9%) were included in RT anal-
yses (from Soto et al., 2007). The delayed-match-to-sample task served to induce mainte-
nance of a shape with color associations, so beyond showing that participants were highly
accurate in this task overall (Table 2.4; vs. chance of 50%, #(59) = 87.2, p«o.001, d = 11.3), it is

not analyzed further and we focus analysis on the orientation-discrimination task.

A B 6701

(target in congruent color)
valid 6651

delay
(500 ms)

pre-cue delay

(2000 ms) (200 ms) test 660

£4 N

645

invalid 640
(distractor in congruent color) valid invalid

Figure 2.3: Dual-task phase of Experiment 2. (A) While maintaining a (monochromatic) shape in working memory, ob-
servers discriminated the orientation (clockwise/counterclockwise) of the tilted Gabor (target). The color of this patch
was associated with the shape on half of trials (valid). On the remaining trials, the vertical Gabor (distractor) appeared
in this color (invalid). (B) Mean orientation-discrimination RTs as a function of validity. Error bars reflect +1 S.E.M.

Consistent with our hypothesis, orientation discrimination was slower for invalid (662ms)
vs. valid trials (653ms; £(59) = 2.57, p = 0.023, d = 0.332), suggesting that the color associated
with the shape in working memory captured attention (Figure 2.3B). The color validity ef-
fect did not differ between location- and color-practice items (£(1,59) = 1.10, p = 0.298, 12

= 0.018), similar to what was found in Experiment 1. The two observer cohorts did not dif-
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Table 2.4: Dual-task phase accuracy. Orientation-discrimination and delayed-match-to-sample (DMS) task perfor-
mance (% correct) by condition.

Accuracy

Orientation Discrim.. (%) DMS(%)

Valid  96.6(0.67) 95.9 (0.66)
Color-Prac.
Invalid 97.0(0.54) 96.1(0.57)
Valid  97.1(0.48) 96.4 (0.62)
Cond. Location-Prac.
Invalid 96.5(0.58) 96.3 (0.75)

fer in overall RT (F(1,58) = 0.061, p = 0.805, )2 = 0.001), nor did the color validity effect
differ across cohorts (£(1,58) = 0.029, p = 0.864, 2 < 0.001). Moreover, accuracy did not
differ between valid and invalid trials (#(59) = 0.051, p = 0.959, d = 0.007), inconsistent with
a speed-accuracy tradeoft (Table 2.4).

We interpret these findings as reflecting attentional capture from the memory-matching
color on invalid trials (consistent with Soto, Humphreys, & Rotshtein, 2007). However,
another possibility is that the memory-matching color facilitated attention to the target on
valid trials. Future experiments could disentangle these processes with a neutral condition
(i.e., search arrays without the memory-matching color). Nevertheless, the key goal of this
experiment was to show that, beyond the salience of the current display and the identity
of cues being maintained in working memory, information from VLTM can also influence
attention. The RT difference between valid and invalid trials, whether driven by capture or

facilitation, helps achieve that goal.
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Table 2.5: Recall phase performance. Model parameter estimates for responses when tested on the practiced feature
vs. unpracticed feature.

Probability of Retrieval = Precision of Memory

MLE 95% CI MLE 95% CI

[12.6°,
Practiced Feature 0.699 [0.613,0.779]  14.3°

16.0°]

Unpracticed Feature  0.626 [0.540,0.714]  15.7°  [14.0%17.5°]

RECALL PHASE

During the recall phase, both color (RMSE = 51.9% #(59) = 20.3, ps < 0.001) and location
(RMSE = s51.5% #(59) = 18.4, ps < 0.001) accuracy exceeded chance performance, and they
were not different from one another (#(59) = 0.167, p = 0.867, d = 0.022), demonstrating
successful encoding of practiced features into VLT M.

Confirming that our practice manipulation influenced recall (without affecting guid-
ance), the probability of retrieval () was lower for the unpracticed feature than for the prac-
ticed feature in the cohort who was tested on both (p = 0.003; Table 2.5). There was no such
difference in precision (inversely related to o) however (p = 0.223), suggesting that practice

affected the conscious accessibility of memories but not their fidelity.

2.3 GENERAL DiscuUssioN

This study aimed to elucidate some ways in which long-term memory influences visual se-
lection. To accomplish this, we associated multiple features with novel shapes in VLTM,
and then tested how these associations subsequently biased attention when this information

was no longer task-relevant. Experiment 1 showed that VLTM for the associated location of
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a target guided spatial attention during visual search for the target, even when this location
was task-irrelevant. Experiment 2 extended these findings by showing that VLTM for the
associated color of a target induced attentional capture in a different task.

These results build on previous work that has examined the relationship between mem-
ory and attention (Awh, Belopolsky, and Theeuwes, 2012; Hutchinson and Turk-Browne,
2012). In studies of contextual cueing, repeated pairings of a spatial context with a target
location can speed visual search (Chun & Jiang, 1998, Endo & Takeda, 2004). However, in
contrast to such studies — in which associations are encoded and tested in the same task
— Experiment 1 demonstrated guidance in visual search after mere exposure to objects in
particular locations, despite the fact that locations were task-irrelevant and variable. There
are many other compelling examples of attentional guidance by task-irrelevant information
in memory (Soto et al., 2007, Downing, 2000, Olivers et al., 2006, Carlisle et al., 2o11), but
these typically depend on working memory for recently viewed features rather than auto-
matic reactivation of these features from VLTM.

The present findings suggest a common mechanism for these diverse examples of memory-
guided attention, by which automatic retrieval of an object’s features from long-term mem-
ory into working memory biases selection toward items in the world that at least partially
match reactivated feature representations. This interpretation is consistent with modal
models of memory (Shiftrin & Atkinson, 1969a), in which working memory serves as the
critical juncture between long—term representations and ongoing sensory processing. More-
over, it makes novel predictions about the scope of VLTM guidance of attention, insofar as
capacity limitations in working memory define a bottleneck for reactivation and guidance.

Interestingly, our manipulation of the conscious accessibility of features in long-term
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memory did not modulate the degree of attentional guidance. This finding suggests that
while selective attention during encoding constrains subsequent explicit recall of object fea-
tures (Fan & Turk-Browne, 2013b), unattended features may be encoded at some level such
that they can still influence behavior. In particular, an initial lack of attention may impair
later controlled retrieval of unattended features from long-term memory, but these features
may nevertheless be automatically reactivated based on associations with information in
working memory. Ultimately, such automatic retrieval mechanisms may be crucial for effi-

ciently recruiting long-term knowledge in the pursuit of ongoing perceptual goals.
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How do visual memories affect our

perceptual judgments?

What we see is intuitively thought to be determined by the light reaching our eyes, but it
may also be influenced by memories for what we have seen before. This supplemental role

of memory in perception might be especially needed under impoverished viewing condi-
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tions (e.g., dim lighting). For instance, it may be easier to recognize the face of a close friend
in a dark movie theater than that of an acquaintance, even though we may have no problem
identifying either under normal illumination.

There are multiple ways in which past experience can influence present perceptual per-
formance. Benefits may derive from extensive practice on specific perceptual tasks, as in the
case of perceptual learning (Sagi, 2011). For example, consistent exposure to dots moving in
one direction leads to enhanced motion perception in that direction (Ball & Sekuler, 1987,
Watanabe et al., 2001). Moreover, over a lifetime of experience, real-world objects possess-
ing a ‘canonical’ color (e.g., bananas) are perceived to have that color even when presented
achromatically (Hansen et al., 2006).

Benefits may also accrue from minimal experience, such as a single exposure to a word or
object, which results in faster and more accurate identification upon repetition (Tulving &
Schacter, 1990), even lasting for weeks (Cave, 1997). One remarkable feature of such priming
is that it does not require awareness that an item has been seen before. When encountering
a repeated stimulus, people may erroneously attribute their perceptual fluency to aspects
of current viewing conditions (e.g., presentation duration, the level of noise) rather than to
memory (Witherspoon & Allan, 198s, Jacoby et al., 1988). Furthermore, amnesic patients,
who are not able to consciously recall recent experiences, nevertheless can exhibit priming
(Warrington & Weiskrantz, 1974).

Taken together, this prior work shows that information encoded into long-term mem-
ory can automatically influence perception, partly by enhancing perceptual sensitivity for
that information when it is presented again. Although this suggests that long-term mem-

ory interacts with current sensory inputs in some way to determine perception, how these
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interactions occur is less well understood.

Recently, the field of visual memory has developed quantitative modeling techniques
to characterize the strength and fidelity of visual representations (Zhang & Luck, 2008,
van den Berg et al., 2012, Fougnie et al., 2012, Suchow et al., 2013). These tools have spurred
advances in our understanding of diverse phenomena (Brady et al., 2011), including feature
binding in visual working memory (Fougnie et al., 2010, Bays et al., 2011), encoding preci-
sion (Bays & Husain, 2008, van den Berg et al., 2012), false memory and swapping effects
(Bays et al., 2009), visual long-term memory (VTLM) encoding and retrieval (Fan & Turk-
Browne, 20133, Brady et al., 2013, Williams et al., 2012), attentional orienting (Golomb et al.,
2014), and ensemble perception (Brady & Alvarez, 201m).

Here we use these tools to examine how VLTM representations and current sensory ev-
idence jointly determine perceptual judgments. As a case study of when these information
sources may be most likely to interact, we asked observers to judge the appearance of a fa-
miliar object near the threshold of awareness. Specifically, we first associated shapes with
unique colors in VLTM then later presented the shapes again, but now in unrelated colors.
Observers estimated the color in which each shape appeared, using continuous report. We
manipulated the amount of sensory evidence available during these later presentations by
reducing stimulus duration (from 15oms to 1oms). We hypothesized that reducing the avail-
ability of sensory information would increase reliance on memory, even though long-term
memory was entirely task-irrelevant (as original and current colors were uncorrelated). By
tightly controlling the similarity between the contents of VLTM and sensory experience
(i.e., distance in color space) and the amount of sensory evidence (i.e., duration), this study

provides novel quantitative insight into the influence of long-term memory on perception.
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3.1 METHODS

3.1 PARTICIPANTS

Across three experiments, 72 observers (49 women, age: 18-33y) who reported normal or
corrected-to-normal visual acuity and color vision participated. The sample size was the
same for each experiment (24 observers) and was determined based on piloting and previous
research. Each observer received course credit or $12/hour as compensation and provided
informed consent to a protocol designed in accordance with the principles expressed in the
Declaration of Helsinki, and approved by the Institutional Review Board of Princeton Uni-

versity.

3.2  STIMULI

Eight ‘alphabets’ of twelve shapes each were used (Fan & Turk-Browne, 2013), for a total

of 96 novel items. Each shape repeatedly appeared in the same randomlyT chosen angular
location (radial eccentricity=8°) and color (CIE L*a*b* space centered at L=54/a=18/b=-8;
radius=59°). Later, each shape re-appeared in the same location but in a new, independently
sampled color. Stimuli were presented using a CRT monitor 7ocm from the observer with

MATLAB and PsychToolbox (http://psychtoolbox.org).

3..3 PROCEDURE

The experiment contained eight blocks, each employing a unique alphabet. Blocks were
subdivided into initial exposure and final test phases (Fig. 1). For each initial exposure trial, a

shape was presented for sooms, followed by a 1500-ms blank interval. An achromatic version
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of the shape (the ‘probe’) then reappeared at the same location, along with a color response
wheel (radius=4°). Observers were instructed to recreate the color in which the shape had
just appeared by adjusting the probe’s color using the color wheel, clicking to report the final
selection (Wilken & Ma, 2004). The full alphabet of shapes was repeated 3x during initial
exposure; the order of shapes within each repetition randomized. The exposure phase was
identical across all three experiments. There were 36 trials/block x 8 blocks = 288 exposure
trials in total. The final test trials were similar except for three changes: (1) Each shape was
presented in a new, randomly chosen color. (2) Shapes were presented between forward and
backward color-noise masks of jittered duration (150-225ms). Noise masks were trial-unique,
ring-shaped arrays of randomly colored shape fragments that covered all possible angular
locations (inner radius=6.5°% outer radius=9.5°). (3) The shape presentation duration was
shortened to 1soms (Experiment 1), soms (Experiment 2), or roms (Experiment 3). Finally,

a random subset of “invisible” trials in each experiment did not contain a shape at all (i.e.,
oms). Observers were always instructed to report the color of the shape as it appeared on the
current trial, identical to the exposure phase, and were only informed about “invisible” trials

during debriefing. There were 12 test trials/block x 8 blocks = 96 test trials in total.

EXPERIMENT 1

Twenty-four naive observers participated (17 women, mean age=19.3y). Shapes were assigned
in equal proportion to one of two visibility conditions, ‘150-ms’ and ‘o-ms’, and this assign-

ment was counterbalanced between observers (48 shapes/condition).
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Figure 3.1: Task Display. (a) During initial exposure trials, a colored shape was briefly presented and then an achromatic
version of the shape reappeared to probe observers for the color. (b) Final test phase trials were identical, other than
the use of forward and backward masks, the duration of the initial shape, and the fact that the shape had previously
appeared in a different color.

EXPERIMENT 2

Twenty-four naive observers participated (15 women, mean age=21.1y). One-third of all
items (32 shapes) were assigned to a ‘so-ms’ condition and two-thirds (64 shapes) were as-
signed to a ‘o-ms’ condition, to ensure there was sufficient statistical power in the ‘o-ms’
condition to derive robust model parameter estimates. Upon reporting the color on each
trial, observers indicated whether they detected the shape using a 4-point scale in response
to the question “How confident are you that you saw the shape?”: sure present, maybe

present, maybe absent, or sure absent.

EXPERIMENT 3

Twenty-four naive observers participated (17 women, mean age=22..5y). In this experiment,

two-thirds of items (64 shapes) were assigned to a ‘ro-ms’ condition, and the remaining
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one-third (32 shapes) to a ‘o-ms’ condition, to ensure sufficient statistical power in the ‘ro-
ms’ condition to derive robust model parameter estimates. As in Experiment 2, 4-point

present/absent responses were collected.

3.1.4 DATA ANALYSIS

Due to the small number of final test trials collected per condition per observer, errors were
pooled across observers within each condition for subsequent analysis, providing sufficient
statistical power to derive robust model estimates. Random-effects reliability was established

across observers using bootstrapping (see below).

MODELING PERFORMANCE ON INITIAL EXPOSURE TRIALS

During initial exposure, there was only one feature associated with each shape. To model
performance on these trials, we employed a mixture-modeling procedure that uses maximum-
likelihood estimation to partition errors into two component distributions (Equation 1): a
uniform distribution reflecting the probability of guessing (inversely related to the propor-
tion of trials on which the response was “anchored” around the true color value); and a von
Mises distribution of the anchored responses whose variance provides a measure of the pre-

cision (1/SD) of the color representation (Zhang & Luck, 2008).

p(B) = o, (6~ 0) + (1~ p) s 6

( represents the frequency of responding from the color representation, where ¢ denotes
the von Mises distribution centered on the correct feature value 6, with standard deviation

o.

71



MODELING PERFORMANCE ON FINAL TEST TRIALS

On test trials containing a stimulus (“visible’ trials), observers may have used one of two dis-
tinct sources of information to generate responses: long-term memory for the color associ-
ated with the shape on previous encounters or recent sensory information about the color
of the shape on the current trial (Fig. 2). To estimate the likelihood of responding based

on long-term memory, we adapted the mixture model above to include three components
(Equation 2): a von Mises distribution for the ‘original’ color, describing the precision and
probability of anchoring upon the long-term memory representation of feature value 6,
from exposure; a von Mises distribution for the ‘current’ color, describing the precision and
probability of anchoring upon the sensory representation of feature value Ocurr that just

appeared; and a uniform distribution describing the probability of guessing.

1

p(é> - ﬁorig¢ (é - Qorig) + :Bcurr(i)oc,m(é - GCW") + (1 - ﬁorig - ﬁcurr)% (3'2’)

Oorig

According to this model, perceptual judgment entails sampling directly from either long-
term memory or sensory representations, resulting in a mixture of response distributions
that reflect the independent origins of the underlying signals. This modeling approach has
also been used to capture “swap” errors in continuous-report tasks, in which multiple items
were concurrently presented but only a single target item was cued for report (Bays, Catalao,
& Husain, 2009). In that case, swaps occurred when a distractor item from the current trial
was reported, as opposed to our case, where swaps reflect a substitution from long-term

memory.
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Figure 3.2: Modeling Approach. Responses across observers in the final test phase were modeled as a mixture of three
component distributions: a uniform distribution to capture guess responses and von Mises distributions to capture
responses centered on the ‘original’ color of the shape from exposure and its ‘current’ color, respectively. I = probability
of anchoring on a color; [@-1 = precision of anchored responses.

ASSESSING RELIABILITY OF PARAMETER ESTIMATES

As responses were pooled across observers, the above modeling approaches produced sin-
gle sets of parameter estimates for each condition. In order to determine the random-effects
reliability of these estimates within-experiment, we used a bootstrapping procedure (Efron
& Tibshirani, 1986). On each of 1000 iterations, 24 observers’ worth of data were randomly
sampled with replacement from the original 24 observers, and the models were re-fit to this
bootstrapped pooled dataset. The logic underlying this resampling approach is that inso-
far as the effect is reliable across observers, similar results will be obtained regardless of the
subset of observers sampled on a given iteration. Across iterations, this procedure yielded an
empirical distribution for each model parameter. These distributions were used to construct
confidence intervals, as well as to assess model performance. We have used this approach in

other published studies that involve single-trial analysis (Kim, Lewis-Peacock, Norman, &
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Turk-Browne, 2014; Hindy & Turk-Browne, 2015).

ASSESSING THE FIT OF THE THREE-COMPONENT MODEL

To evaluate the general validity of the three-component mixture model (Equation 2), we
compared its Akaike Information Component scores (AIC; (Akaike, 1974, Burnham &
Anderson, 2004)) with those of two reduced versions of the model and a null model: (i) a
two-parameter version containing only the current-color component (thus ignoring long-
term memory), plus guessing; (ii) a two-parameter version containing only the original-
color component (thus ignoring immediate sensory information), plus guessing; (iii) a zero-
parameter null model, containing only the uniform-guessing component.

To assess variability in our group-level estimate of AIC, we used the same bootstrapping
procedure as above to construct confidence intervals for the AIC scores of the full, reduced,
and null versions of the model in each experiment (Figure 3.6). The p-value reported in the
results as evidence that observers’ performance exceeded that expected for random respond-
ing was defined as the number of iterations on which the null model attained a lower AIC
(i.e., a better fit) than the full model, and is labeled pAIC. For invisible trials, the full model

contained only the original-color component, plus guessing.

COMPARING PARAMETERS ACROSS EXPERIMENTS

To evaluate the consequences of reducing sensory evidence on final test trials, we performed
a randomization test across groups that assessed the statistical reliability of trends in model
parameters across experiments. Such trends were quantified as the slope of the line fit to ob-

served parameter values vs. stimulus duration (10, 50, 150ms). A null distribution of slope
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Table 3.1: Model parameter estimates for responses during the initial exposure phase.

Anchoring Probability = Precision

Experiment
MLE  95% CI MLE  95% CI

Er(15oms)  0.962 [0.940,0.981] 0.074 [0.067,0.081]

E2(soms)  0.967 [0.955,0.978] o©0.071 [0.064,0.078]

E3 (1oms) 0.974 [0.964,0.983] 0.078 [0.072,0.085]

values was derived by fitting a line 1000x to three random, equally sized subdivisions of the
set of all observers. Two-tailed p-values were derived by evaluating the proportion of val-
ues in this distribution that exceeded the observed slope in magnitude. Follow-up analyses
of pairwise differences in model parameters between experiments were conducted using a
similar procedure. For a given pair of experiments, the null distribution of differences in
parameter values was derived by fitting the model 1000x to two random, equally sized subdi-
visions of observers from both groups. Two-tailed p-values were derived by looking up the
observed difference in this null distribution and identifying the proportion of iterations that

exceeded it in magnitude.

3.2  RESULTS

3.2.1 INITIAL EXPOSURE TRIALS

We first assessed performance on initial exposure trials, to verify successful encoding of color
associations into VLT M. Performance on these trials exceeded chance across all three presen-
tations of each shape (all experiments, pAIC«o.001). These reports were not only statisti-

cally reliable but also highly accurate in absolute terms, with anchoring probability exceed-
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ing 96% and precision exceeding 0.0710 — 1) inall experiments (Table 1).
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Figure 3.3: Distribution of Errors in Test Phase. Each panel contains a histogram of errors pooled across all observers
and the corresponding fit from the three-component model (dotted line). In (a) and (b), all visible trials are plotted: in
(a), errors represent the difference between each response and the current color, whereas in (b) errors represent the
difference between each response and the original color. (c) On invisible trials, responses clustered around the original

color.

3.2.2

The task remained exactly the same on final test trials (Fig. 3), except that the shape (when
visible) was presented for different durations (across experiments), was visually masked, and

was rendered in a new, independently sampled color (Ocurr). Performance on these trials
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Table 3.2: Present/absent performance during the final test phase. Response criterion was calculated as in Snodgrass
and Corwin (1988).

Experiment ~ Sensitivity ~ Criterion

E2 (soms)  2.27 0.341

E3 (1oms) 0.753 -0.246

greatly exceeded chance (all experiments, pAIC<o.001). Confirming that the duration ma-
nipulation influenced performance, present/absent judgments in Experiment 3 (10 ms) were
less sensitive (Table 2; t=6.3, p<o.oo1) and more conservative (t=4.4, p<o.oo1) than in Exper-
iment 2 (50 ms).

We hypothesized that reducing the amount of sensory evidence for the current color
would result in a poorer representation of the current color of the shape. Indeed, as stim-
ulus durations decreased (150ms to soms to 1oms), so did anchoring proportion (slope:
p<o.o0x; E1vs. E2: p=0.002; E2 vs. E3: p=0.025) and precision (slope: p<o.oo1; Ex vs. Ea:
p<o.oor; E2 vs. E3: p=0.003). This is consistent with the hypothesis that a decrease in the
amount of sensory evidence leads to a concomitant increase in substitutions from VLTM
(Fig. 4). Indeed, the probability that an observer’s report was anchored on the original color
increased as stimulus duration decreased (Table 3; slope: p=0.003; E1 vs. E2: p=0.006; E2 vs.
E3: p=0.075). Duration did not, however, affect the precision of these reports from long-

term memory (slope: p=o0.215).
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Table 3.3: Model parameter estimates for the current and original feature values when the stimulus was visible during final test phase.

Anchoring Probability Precision
Exp. Current Original Current Original
MLE  95% CI MLE  95% CI MLE  95% CI MLE  95% CI

E1(1soms) 0.972 [0.900,0.990] 0.000 [0.000,0.032] 0.047 [0.043,0.051] 0.028 [0.006,0.080]

E2(soms) 0.729 [0.616,0.848] 0.086 [0.021,0.176] 0.025 [0.020,0.031] 0.063 [0.022,0.084]

E3 (loms) o0.251  [0.146,0.685] 0.216 [0.124,0.336] o.0or7 [0.010,0.024] 0.065 [0.038,0.087]




3.2.3 INVISIBLE TEST TRIALS

No shape was presented at all (invisible or ‘o-ms’ condition) on a subset of final test trials in
all experiments, although visual masking disguised these trials from observers. We included
these trials to isolate the contribution of VLTM to perceptual judgments, as no sensory in-
formation was available. Overall, performance on these trials exceeded chance (all experi-
ments, pAIC<0.007). Intrusions occurred both on trials where observers erroneously re-
ported that the shape had been present (pAIC<o0.018) — thus misattributing their report to
sensory input on the current trial — as well as on trials where they correctly reported that
the shape had been absent (pAIC<o.031 Table 4). On these “present” trials, anchoring on
the original color in VLTM was as likely (Experiment 3; p=0.276) or more likely (Experiment
2; p=0.030) than on “absent” trials. Neither anchoring probability nor precision differed

across experiments (slope: ps>0.167).

2. TESTING AN ALTERNATIVE ‘BLEND’ MODEL
3.2.4

The modeling approach so far assumes that a perceptual judgment entails sampling directly
from either memory or sensory representations (‘swap’ mechanism), resulting in a bimodal
mixture of response distributions that reflects the independent origins of the underlying
signals. Another possibility, however, is that perceptual judgment entails sampling from

an integrated representation (‘blend’ mechanism) that is formed by combining memory
and sensory representations according to Bayes’ rule, resulting a single unimodal response
distribution (Knill & Pouget, 2004). Here we evaluate how well such a mechanism might
explain our findings.

Formally, this Bayesian blend account asserts that responses are generated by sampling
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Figure 3.4: Modeling Results for Test Phase. (a) The probability of anchoring on the current color and the precision

of these responses decreased as stimulus duration was reduced from 150ms to 50ms to 10ms. (b) This reduction in-
creased the probability of anchoring on the original color. At shorter durations (50ms, 10ms), the precision of responses
anchored on the original color was high, at least relative to the precision for the original color on initial exposure trials
(see Table 1). (c) On trials containing no colored shape, anchoring on the original color occurred reliably, and at a con-
sistent rate across experiments, with similar and high precision. Error bars represent bootstrapped 68% confidence
intervals (comparable in width to 1 s.e.m).
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Table 3.4: Model parameter estimates for responses anchored on the original feature value when the stimulus was
invisible during final test phase (black text). Rows labeled ‘present’ with gray text contain parameter estimates based
only on trials where the observer erroneously reported that the shape was present; ‘absent’ rows with gray text were
based on trials where the shape was correctly reported as absent.

Anchoring Probability Precision
Experiment
MLE 95% CI MLE 95% CI
Er (oms) 0.144 [0.080,0.227] 0.060 [0.036,0.078]
E2 (oms) 0.144 [0.046,0.263] 0.062 [0.044,0.086]

“present” only  0.240 [0.093,0.382] 0.056 [0.036,0.115]

“absent” only o119 [0.031,0.242]  0.065 [0.0415,0.095]

E3 (oms) 0243 [0138,0.384] 0.060 [0.042,0.084]

“present” only  0.323  [0.163,0.499] 0.063 [0.046,0.102]

“absent” only  0.216  [0.102,0.375]  0.057  [0.037,0.088]

from the posterior density function, which is proportional to the product of three func-
tions: a likelihood function based on the original color seen during exposure trials, a second
likelihood function based on current sensory information, and the prior density function
representing the probability of the shape taking on any given color. This latter probability is

uniform across colors, so it does not affect the proportionality relationship:

A

p(eyeorigy chrr) X p(eorig‘é)p(ecurr‘é) (3-3)

We again assume that the current and original color representations follow von Mises dis-
tributions, each centered on the correct feature value O, and 6,4, respectively, with con-
centration parameters xcurr and xorig, capturing the amount of uncertainty in the represen-

tation of the current color and noise in the long-term memory representation, respectively.
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The product of these two von Mises distributions is also a von Mises distribution centered

on Oblend with concentration parameter xblend, given by:

leend = atanz(Korig Sin(aorig) + Keurr sin chrra Korig COS(Qorig) + Kcyrr COS ecurr) (3~4)

_ 2
Kblend = \/Korig + K%urr + 2K0rig7<curr COS<9curr - Qorig) (3-5)

We used maximum-likelihood estimation to derive estimates of xcurr and xorig that pro-
vided the best fit to errors on visible test trials across all three experiments, then converted
these x values to o-1 values in units of degrees for ease of interpretation. To better account
for large errors, a weight parameter 3 was also estimated, reflecting the contribution of this

integrated representation relative to a uniform ‘guessing’ distribution:

P(O) = B9, (0 = Orins) + (1~ B35 66

Interestingly, the resulting parameter estimates for this blend model suggest an overall
interpretation that is compatible with those based on the swap model, namely that the con-
tribution of the current color representation to the posterior diminishes (i.e., its precision
decreases) as presentation duration is reduced, while the contribution of the original color
representation increases (Table s). These trends are accompanied by increasing guessing pro-
portions, possibly reflecting greater overall response uncertainty at shorter durations. Nev-
ertheless, we found that the blend model consistently underperformed relative to the swap

model, as quantified by the difference in AIC (Table s and Supplemental Figure 1). Thus,
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while the blend model yields interpretable parameter estimates, the data suggest that the
swap mechanism is more likely.

Consistent with these results, visual inspection of normalized error distributions (Figure
5) in the so-ms and 10-ms conditions suggests that they are bimodal, with modes centered
on the current and original colors. This is inconsistent with the blend account, which, crit-
ically, predicts a unimodal distribution that peaks between these two color values. Taken
together, these findings lend further support to the idea that VLTM manifests in perceptual

judgments as discrete substitutions, as expressed by the swap model.

150 ms 50 ms 10 ms

Current
0.08 Griginall

response proportion

2 -15 -1 -05 05 1 15 2 25 2 -15 -1 -05 05 1 156 2 25

normalized error normalized error normalized error

2 -15 -1 -05 05 1 15 2 25

Figure 3.5: Distribution of responses relative to the current and original colors on visible test trials. Errors were nor-
malized by taking the difference between the response and current color and dividing it by the distance between the
original color and current color for each item. This results in a distribution in which the current and original colors have
been remapped to 0 and 1, respectively, and errors have been scaled in proportion.

One caveat we would like to add to these model-comparison results is that the AIC dif-
ferences per participant are small (range: 0.24-3.03), as each model was fit to data aggregated
across 24 participants. As a rule of thumb, AIC differences smaller than 5 should be inter-
preted with caution (Burnham & Anderson, 2004). Thus, we consider the blend account
to still be very theoretically interesting and potentially relevant. We speculate that blend and
swap mechanisms need not be mutually exclusive, and that some version of each may dom-

inate in different situations. Specifically, large and random disparities between old and new

83



Table 3.5: Blend-model parameter estimates for visible trials during the test phase. For side-by-side model comparison,
the final column reports the corresponding AIC for the swap model.

Exp. Anchoring Prob.  Orig. Precision ~ Curr. Precision = AlCpena  AlCuqp
E1 (15oms)  0.965 0.011 0.047 10451.80  10446.05
E2 (soms) 0.727 0.011 0.025 8309.03  8279.02
E3 (tloms) 0.267 0.067 0.014 17584.33 1751162

information (as in the current study) may promote the formation of more discrete represen-
tations, leading to memory substitution errors, whereas an alternative scenario with smaller
and/or predictable disparities between old and new information may encourage integra-
tion of these two sources of information, leading primarily to memory-driven biases at test
(Golomb et al., 2014).

In addition, there exists an interesting intermediate possibility between these strict blend
and swap mechanisms. The current formulation of the Bayesian ‘blend’ account assumes
that the two likelihood functions reflecting VLTM and sensory information are von Mises
distributed, but guessing nevertheless occurs on some proportion of trials. If it were the case
that failure to retrieve the color association in VLTM or failure to register current sensory
information sometimes occurred with independent probabilities, then the posterior distri-
bution would be formed by combining mixtures of von Mises and uniform distributions
by multiplication, according to Bayes’ rule. When the disparity between original and cur-
rent colors is large enough, the resulting posterior distribution is bimodal and very similar
in form to the mixture distribution predicted by the swap model, except that the modes are
slightly shifted towards each other. This alternative model is intriguing because it provides a

subtly distinct account of the source of the bimodality in response distributions — as arising
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Figure 3.6: Model Comparison Results. (a) On visible test trials, the three-component mixture model (“swap”) provided
the best overall fit to the data across experiments, relative to reduced models containing only the original-color com-
ponent or only the current-color component, plus the uniform component. Differences in AIC are plotted relative to
the null model containing only the uniform component. The blend model, while performing well, did not exceed the
swap model in any experiment. b) On invisible test trials, where there was no current color, the two-component model
containing the original-color and uniform components significantly outperformed the null model. The performance

of the swap model was comparable, except for the penalty due to the additional parameter. Error bars indicate 68%
confidence intervals.
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from direct updating of a single underlying representation that supports two feature val-
ues vs. arising from sampling a mixture of two representations, each supporting one feature
value. However, it is several times more computationally intensive to carry out the necessary
simulations to compare these two accounts, since the product of VM +U mixtures does not
yield parameters with closed-form definitions. Moreover, the large, random disparities used
in the current study may make such small biases especially difficult to detect. Nevertheless,
although the current study design was not optimized to resolve differences between these
two accounts, we hope that future investigations will employ designs that are more sensitive

to measuring small biases in bimodal distributions.

3.3 DiscussioN

The present study aimed to elucidate how object representations in long-term memory and
sensory information about a just-seen object mutually inform perceptual judgments. We
examined this question by associating colors with shapes in VLTM, and then testing how
these memories informed judgments about the color of these shapes when they later ap-
peared again. We found independent contributions of both long-term memory and imme-
diate sensory input on responses, with a greater likelihood of drawing upon VLTM as sen-
sory information decreased. This study provided a strong test of the contribution of VLTM,
as these memories were both task-irrelevant (observers were instructed to judge the current
color) and orthogonal to the current information (original and current colors were uncor-
related). Interestingly, the precision of these memory substitutions was comparable to the
precision with which colors were initially encoded (see also Brady, Konkle, Gill, Oliva, & Al-

varez, 2013), and was not modulated by the amount of sensory input. Although we interpret
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these findings as reflecting automatic substitutions from VLTM during perceptual judg-
ment, an alternative possibility is that observers employed a controlled strategy of defaulting
to the original color on certain trials, such as when they did not see the shape. However,
this account is insufficient in several ways: (1) the original color was objectively uncorrelated
with the current color across shapes, making it irrelevant to the task of reporting the cur-
rent color; (2) observers accurately reported the current color when the shape did appear on
test trials, showing that they did not assume that the original color was the correct response
on these trials; (3) anchoring probabilities on the original color were reliable but notably
smaller (8%-22%) than in explicit long-term memory tests in similar paradigms (40%-65%;
(Brady et al., 2013, Fan & Turk-Browne, 2013a), suggesting that anchoring did not simply
reflect the accessibility of representations in VLTM; (4) observers reliably responded that

a shape had been “present” after reporting the original color on invisible trials, thus misat-
tributing their report to sensory input on the current trial; and (5) on these “present” trials,
anchoring on the original color was as likely (Experiment 3; p=0.276) or more likely (Exper-
iment 2; p=0.030) than on “absent” trials. Together, these points are more consistent with
automatic than controlled expression of VLTM during perceptual judgment. Specifically,
the representation of the original color is reactivated when there is sensory overlap with
specific prior experiences (i.e., a matching shape cue), and this reactivation from memory
may be falsely attributed to immediate sensory experience, thereby influencing perceptual
judgments even when this influence confers no benefit to (and perhaps even impairs) task
performance. In this study, we collected present/absent judgments in order to assess the re-
lationship between subjective judgments about the visibility of the current shape and color

responses. A promising direction for future research would be to also measure the relation-
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ship between subjective confidence in the precision of the current color representation and
the rate of substitutions from visual long-term memory, which would provide insight into
the metacognitive processes that arbitrate between sensory and long-term representations on
a moment-to-moment basis (Suchow et al., 2012).

Throughout, we employed a mixture-modeling approach to gain basic insights into in-
teractions between long-term memory and sensory information in perceptual judgments. In
future studies, alternative modeling techniques, in which encoding precision is modeled as
varying across items and trials (van den Berg et al., 2012; Fougnie, Suchow, & Alvarez, 2012)
and/or determined by variability in spiking activity of neural populations (Bays, 2014), may
yield a more nuanced understanding of how such interactions influence the content and fi-
delity of visual representations. Taken as a whole, our findings suggest that the visual system
automatically recruits long-term memory during perceptual decision-making. Ultimately,
such retrieval mechanisms may be crucial for deploying past experience efficiently and for

improving perceptual inference.
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What kinds of feedback enhance perceptual

learning?

IT 1S COMMONLY OBSERVED THAT perception and memory can be used to guide our ac-

tions and decisions. However, our actions also affect what we see and remember (Gureckis
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& Markant, 2012), such as when we actively explore a new city, making choices about where
to go and what to look at. Similarly, practicing certain actions can lead to dramatic improve-
ment in our skill in performing them, such as when we invest time in practicing a musical
instrument. How do humans intelligently select actions to best achieve their goals? My re-
search on this topic examines the contribution of task practice and performance feedback to
learning of perceptual skills, taking the phenomenon of ‘statistical summary perception’ as a

case study.

4.0.1 How DOES SENSORY FEEDBACK GUIDE LEARNING?

We often encounter objects in groups: fallen leaves on the lawn, food and beverages on a
dining tray, or a stack of papers on our desk. In such cases, we may have the goal of interact-
ing effectively with the group of objects: minimizing time raking up the leaves, keeping the
tray balanced while carrying it across the room, or moving the stack of papers without tip-
ping it over. Achieving these goals relies upon accurately representing not only the individ-
ual objects that comprise each group, but general properties of the whole group of objects,
such as the area of highest density or its center-of-mass.

Prior investigations have shown that people are able to quickly and accurately extract
such “statistical summary features” from groups of objects. For example, naive participants
can extract the mean size of an array of disks of varying sizes (Chong & Treisman, 2003a,
2005), the mean orientation of peripherally-presented oriented gratings (Parkes et al., 2001),
and the mean emotional expression of a set of faces (Haberman & Whitney, 2009). Good
performance on these summary judgment tasks has been found even when participants are

highly impaired at judging the properties of an individual object in the set (Ariely, 2001).

90



However, although these findings show that certain summary features are readily accessible,
the computations underlying summary perception are not fully understood (Bauer, 2009,
Myczek & Simons, 2008, Ariely, 2008). Moreover, these demonstrations do not explain
how people acquire this ability, nor explore conditions for further learning.

Examining how learning affects statistical summary perception may provide crucial in-
sight into how these summary representations are formed and used to guide behavior. Gen-
erally speaking, such learning may proceed in two ways: (1) in an unsupervised manner, in
which mere exposure to sensory inputs leads to better discriminability along task-relevant
dimensions; or (2) in a supervised manner, in which external feedback about the correctness
of discrimination judgments during training improves accuracy in other contexts. A major
goal of the current study was to directly examine the contribution of feedback to learning in
statistical summary perception (supervised), especially as compared to the effects of experi-
ence alone (unsupervised).

Perceptual learning entails the enhancement of performance on a perceptual task (e.g.,
orientation, size, position discrimination) due to practice. The role of external feedback in
perceptual learning, however, is complex. While several studies report little effect of feed-
back on performance improvements (Ball & Sekuler, 1987, Karni & Sagi, 1991a, Shiu & Pash-
ler, 1992), others have found that feedback enhances and may even be necessary for percep-
tual learning (Herzog & Fahle, 1997b, Seitz et al., 2006). One possible reason for this lack of
consensus is that feedback has largely been treated in a unitary fashion. Specifically, tradi-
tional experimental procedures used to examine perceptual learning have relied on binary
judgments, and have thus been restricted to manipulating feedback in a purely success-based

fashion (Liu et al., 2014).
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In everyday life, however, where people not only look at sets of objects, but also inter-
act with them, sources of feedback other than binary task success are available. Specifically,
while interacting with objects, we continuously experience sensory feedback arising from
vision and proprioception. For example, upon lifting an unevenly loaded tray, we quickly
notice if the tray is beginning to tilt, allowing us to compensate for unexpected forces by
adjusting the position of our grip in a continuous manner. The mismatch between the ex-
pected position of the tray upon lifting it (balanced) and its actual position (tilted) consti-
tutes a form of sensory-prediction error, which conveys visual and proprioceptive informa-
tion about the deviation between the expected and actual consequences of an action (Syn-
ofzik et al., 2006). Sensory-prediction errors have been shown to be crucial for basic kinds of
motor learning (Shadmehr et al., 2010). For example, when reaching towards a target loca-
tion, the mismatch between the expected hand position based on the motor command and
actual hand position based on visual information is sufficient to induce adaptation of subse-
quent reaching movements to account for earlier errors (Tseng et al., 2007). More generally,
the amount and kind of sensory feedback available during training can directly affect the
nature of learning and the extent of generalization of motor performance to new contexts
(Izawa & Shadmehr, 20113, Nikooyan & Ahmed, 2015, Taylor et al., 2012). Finally, an active
movement appears to be necessary for sensorimotor adaptation, as passive viewing of errors
does not produce sensory-prediction errors (Held & Gorttlieb, 1958, Kording & Wolpert,
20044).

In order to directly examine the contributions of these different forms of error feed-
back to statistical summary perception, we developed a reaching task requiring partici-

pants to make pointing movements towards the centroid (i.e., average location) of an ar-
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ray of dots (Fig. 4.1). We hypothesized that providing vector error feedback (i.e., conveying
both distance and direction error) after the pointing movement would generate sensory-
prediction errors, and lead to improved perceptual discrimination of the centroid after train-
ing. Whether other forms of feedback conveying less spatially precise error information (i.e.,
reward feedback conveying only distance to the centroid) might improve perceptual discrim-
ination of the centroid was an open question. Before and after training, we tested changes in

discrimination ability using an independent perceptual test.

4.1  EXPERIMENT 1: CENTROID DISCRIMINATION

The goal of this experiment was to investigate the influence of error-related feedback on the
fidelity of the perceptual representation of the centroid of a set of visual objects. We tested
this by manipulating whether participants received vector feedback or scalar feedback on a
trial-by-trial basis while practicing a task requiring pointing movements towards the cen-
troid. To provide a baseline measurement of the effects of task practice alone, we also in-
cluded a control condition in which participants did not receive any trial-by-trial feedback.
We hypothesized that vector feedback might lead to faster improvement during training
than the other conditions, so we planned to examine the time course of performance on
the pointing task. In order to distinguish between task-related practice effects from genuine
changes in the fidelity of the underlying representation, we also measured the degree of im-
provement on a separate perceptual task performed before and after pointing-task training.
This perceptual task was designed to match the pointing task insofar as it required comput-

ing the centroid location, although it required a different response.
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4..1 METHODS
PARTICIPANTS

Forty-five young adults (29 women, age range: 18-34y) were recruited for participation from
the research subject pool at Princeton University or the Princeton, NJ community. In this
and all subsequent experiments, each participant received course credit or $24 for participa-
tion and all provided informed consent to a protocol approved by the Princeton IRB. All

participants were right-handed and reported normal or corrected-to-normal visual acuity.

APPARATUS

The experiment was controlled by a computer running MATLAB 2013a and Psychtool-
box (http://psychtoolbox.org). Stimuli were presented on a vertically oriented s8.42-cm
touchscreen display (Acer T232HL LCD) with 60 Hz refresh rate positioned 43 cm from the

participant.

STIMULI AND PROCEDURE

Stimuli were presented against a dark gray background on a touchscreen display (49.9° x
40.0°% Fig. 2A). In all phases, trials began with the onset of a central fixation cross, presented
for sso—1000ms (randomly jittered). The stimulus array comprised 8 white dots (diame-
ter=0.9°) presented for 200 ms. This number of items was chosen since it exceeds traditional
estimates of the capacity of visual short-term memory (Luck & Vogel, 1997, Zhang & Luck,
2008), discouraging explicit encoding and averaging strategies, while still being small enough

that our measures would remain sensitive to errors in perceptual averaging. The stimulus
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duration was chosen in order to match those used in earlier studies of statistical summary
perception (Chong & Treisman, 2003b) and be short enough to prevent multiple eye move-
ments within a trial (Saslow, 1967). Following response, the display remained blank for
1sooms. Individual dot locations were independently sampled from a bivariate Gaussian
distribution (circularly symmetric; o of marginal distributions=11.2°). Specifically, on each
trial we first sampled 8 locations from this bivariate Gaussian distribution centered on the
origin. Because the mean of a random sample is likely to deviate from the true mean of the
underlying distribution, we next applied a rigid spatial shift to all 8 locations so that the sam-
ple centroid would exactly coincide with the origin. Finally, in order to generate the final
display, we applied another rigid spatial shift to all 8 locations in order to move the sample
centroid to the predetermined centroid location for that trial.

The centroid is defined as the average of the position coordinates of all dots. More pre-
cisely, the coordinates of the centroid, xc and yc, is computed as the sum of the product of
the individual areas and coordinates of each dot, divided by the total number of all dots on

the display:

X = % > x (4.1)

1
Vo= Vi (+2)

The experimental protocol consisted of three phases over two consecutive days: a pre-test
phase on Day 1, and training and post-test phases on Day 2. The post-test was administered

immediately after the conclusion of the training phase.
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Quadrant task. The pre-test and post-test phases consisted of a four alternative forced
choice (4AFC) perceptual task (4 blocks, so trials/block), which entailed discriminating
which of the four display quadrants (NE, NW, SE, SW) contained the centroid and tap-
ping the display anywhere within that quadrant of the display after stimulus offset with
their right finger (Fig. 2A). Response time (RT) was measured as the time elapsed between

stimulus offset and response (Table 4.1).
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Figure 4.1: Figure 1: Distribution of centroid locations in the quadrant task followed a hyperbolic function: ¥ =
C

cos(0) sin(6)
cis ascaling factor that controls the overall distance to the nearest quadrant boundaries. Smaller values of ¢ produce

,Where ris the radial distance from the center of the display, @ represents randomly sampled angles, and

displays with centroids falling closer to boundaries, thus making discrimination more difficult.

Given the long history of using discrimination judgments to assay the quality of percep-
tual representations in visual psychophysics (Herzog & Fahle, 1997a, Petrov et al., 2005), we

thought such a task might be appropriate. In traditional perceptual learning tasks that entail
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discriminating perceptual features that differ along a single dimension (e.g., orientation),
binary judgments are appropriate. Because the location of the centroid varied along two
dimensions (i.e., horizontal and vertical position), we reasoned that the minimal space of
response options would be four alternatives. Thus, dividing the display into four quadrants
was the most natural way of achieving this.

In order to make the task more consistently difficult, we constrained the location of dots
to appear close to the quadrant boundaries (Fig. 1). Specifically, centroid locations in the
quadrant task were distributed following a hyperbolic function:

c

T cos(0) sin(6) (+3)

, where r is the radial distance from the center of the display, 6 represents randomly sam-
pled angles, and c is a scaling factor that controls the overall distance to the nearest quadrant
boundaries. Smaller values of ¢ produce displays with centroids falling closer to boundaries,
thus making discrimination more difficult. The rationale for using the hyperbolic function
derives from the spatial layout of the four quadrants on the display. Specifically, we assume
that the likelihood that the participant will select the correct quadrant varies according to
the angular location of the centroid. At angular locations near the main diagonals (y = x
and y = -x), the distance between the centroid and each quadrant boundary is more closely
matched. However, as the centroid approaches angular locations near the vertical (y-axis)
or horizontal (x-axis) meridians, its relative distance to the boundary dividing two adjacent
quadrants is much smaller than its relative distance to the other two quadrants, effectively
biasing discrimination towards a binary choice between the correct and nearest quadrant,

rather than a 4-way choice among all quadrants. A hyperbolic function was chosen in order
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to better match discrimination difficulty at all angular locations (at least relative to a circu-
lar function, where radial distance is constant at all angles). Nevertheless, because centroid
locations were sampled from the same distribution in all conditions, the specific choice of
distribution does not bear on the most critical comparisons in the current study, which are
between conditions. In order to ensure that the difficulty of trials in the pre-test and post-
test phases was equated, we used a separate thresholding procedure on Day 1 to estimate the
value of ¢ that would result in baseline accuracy of 62.5% on the 4AFC task (QUEST; (Wat-
son & Pelli, 1983). No feedback was given during the thresholding, pre-test and post-test
phases. We restricted values of ¢ to fall in a broad range: [0.344 cm, 3.44 cm]. In the rare case
that estimated values of ¢ fell out of this range, we extended the thresholding phase until ¢
converged on an acceptable value. Nevertheless, estimation of ¢ only served to calibrate the
difficulty of the quadrant task such that participants achieved approximately 62.5% accuracy
on the task (the midpoint between 25% and 100%). Because the value of ¢ was fixed within-
participant, changes in perceptual discrimination were measured by computing the percent
change in accuracy between the pre-test and post-test phases for each participant.

Pointing task. The training phase consisted of a centroid estimation task (12 blocks x so
trials/block = 600 total trials), which entailed tapping the display at the estimated location
of the centroid with the right index finger (Fig. 2A). Response time was measured the same
way as in the quadrant task (Table 4.1).

Centroid locations in this pointing task were sampled from a uniform distribution over
a rectangular region spanning the central 25% of the display. Note that the distribution of
centroid locations in the pointing task differs from that used in the quadrant task in this and

all experiments. The type of feedback provided to participants was manipulated across sepa-
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rate groups during the training phase. Participants in the Vector condition (N = 15) received
trial-by-trial error information about the distance and direction of the actual centroid from
their response. This vector error was provided by marking the participant’s response with a
blue crosshair and the actual centroid with a green crosshair. Participants in the Scalar con-
dition (N = 15) received trial-by-trial error information proportional to the distance of their
response from the centroid but no direction-error information. Scalar error was returned as
a numerical point score (range=o-10 points), where the number of points earned followed

a Gaussian reward function of deviation from the centroid (with o = %), rounded to

the nearest integer value. Participants in the Control condition (N = 15) did not receive er-
ror feedback on a trial-by-trial basis. Regardless of condition, all participants received task
performance feedback at the end of each so-trial block in the form of a running cumulative
point total and participants were encouraged to try to earn as many points as possible. To fa-
miliarize participants with the pointing task, participants completed 8 practice trials without
feedback.

Data analysis. On each trial, error was computed as the distance between the actual cen-
troid and participant’s response. Outlier responses with errors exceeding 3x the standard
deviation of each participant’s errors were removed prior to computing aggregate statistics
of performance. Overall performance for each participant was quantified as root-mean-
squared error (RMSE). RMSE is a summary statistic that captures overall deviation between
the centroid and participants’ responses, and reflects both the accuracy (bias) and precision
(variability) of responses. We also report the mean radial error (average distance between the

centroid and response) and the standard deviation of errors, computed within-participant,

to assess potential dissociations between these two error components.
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While the primary goal of this study was to examine the consequences of training with
feedback on subsequent perceptual discrimination of the centroid, we also examined changes
in performance over the course of the training phase, reasoning that such changes might
help explain any training effects observed. The time course of errors was fit with an expo-
nential function (errorgs = be™) for each participant, where the exponential parameter a
captures the rate of change in performance over the course of training (where positive values
indicate increasing error and negative values indicate decreasing error). The same exponen-
tial function was also fit to response times during the training phase.

We also examined the presence of any directional biases (e.g., consistently pointing above
and to the right of the centroid) by measuring the angular component of the error vector.
These angles were tested for uniformity using the Hodges-Ajne test, a non-parametric test
of deviations from uniformity in circular data (Ajne, 1968; Zar, 1999). In the absence of a
directional bias, the distribution of these angles should be circularly uniform around the
centroid on average (in the range [-180°,180°]), where 6=0 was defined as pure rightward
bias, and counterclockwise rotation is positive). In order to derive an empirical estimate of
chance performance on this task, we conducted simulations informed by the actual spatial
distribution of responses participants made in this task (as opposed to assuming uniform
probability of responding at all locations in the display). Specifically, for each trial in the
pointing task, we simulated random responding by sampling from the set of responses a
given participant had made, and computed error on the basis of this random response. This
procedure was repeated 1000 times for each participant in order to derive robust estimates
of RMSE under completely random responding. Alternatively, participants, although not

guessing completely at random, may have been able to achieve above chance-level perfor-
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mance by subsampling the display (e.g., pointing to the average location of only 3 or 4 dots,
rather than the full set of 8). This possibility was examined by estimating the goodness-of-fit
(RMSE) of each of the intermediate cases between random guessing (i.e., o of 8 dots) and
full averaging of all dots presented (i.e., 8 of 8 dots) to each participant’s actual response dis-
tribution. Specifically, this was estimated by sampling a random subset of dots from each
trial of a fixed size (e.g., 3 of 8 dots), recording the distance between the centroid of this ran-
dom subset and the participant’s response, and then computing RMSE. This procedure was
performed 1000 times for each subset size, for each participant, in order to derive robust esti-
mates of average deviation between participant responses and the centroids of these random
subsets. Although dot locations were sampled from the same underlying distribution, indi-
vidual trials varied in how dispersed the dots were on the display. Trials with high dispersion
might be more difficult (i.e., result in less precise centroid representation) than trials with
low dispersion. To quantify how dot dispersion affected centroid estimation, we used mul-
tiple regression to model the contribution of horizontal location variability (sx) and vertical
location variability (sy) to error magnitude across trials in the pointing task for each partici-

pant (error = s_ e + SpBsy + ).
4.1.2 RESULTS

PRE-TEST

Pre-test performance on the quadrant task in all groups was significantly better than chance
(59.0% correct vs. 25%; 1(44)=25.6 p « 0.001, 4=3.81), and did not differ among groups
(£(2,42)=1.76, p=0.184, 2=0.078). Estimates of ¢, which controlled quadrant task difficulty

(see Methods), also did not differ between groups at baseline (Vector: 0.958 cm [s.e.m. =
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Figure 4.2: Task and procedure. (A) Eight dots of uniform size presented for 200ms in random locations on each trial.
During training, participants pointed to the centroid on touchscreen. During the pre-test and post-test, participants dis-
criminated which quadrant contained the centroid. (B) Groups received different trial-by-trial feedback during training:
true centroid location shown after response (Vector), point score reflecting distance to centroid (Scalar), no feedback
(Control), or centroid location shown prior to responding (IGOuided). (C) In Experiment 2, dots appeared in random sizes
and locations. (D) During training in Experiment 3, participants typed in the code of the grid cell containing the centroid,
and then were presented with the location of the centroid. (G) Participants in Experiment 4 performed the pointing
task during training while receiving vector error feedback; the grid task was used to obtain a more precise measure of

changes in perceptual discrimination.



0.123 cm], Scalar: 1.o1 cm [s.e.m. = 0.097 cm], Control: 1.21 cm [s.e.m. = 0.194 cm ]; F(2,42)=0.814,

p=0.450, 12=0.0373), nor did median response time (F(2,42)=1.46, p=0.244, 12=0.065).

TRAINING

Overall. Participants received different kinds of information following a response in the
pointing task during the training phase (Fig. 2B). Performance in all groups highly exceeded
that expected by chance (p«o.001), verifying that participants were engaged with the task
(Fig. 3A). Overall performance (RMSE) during the training phase did not reliably differ
among groups (F(2,42)=1.76, p=0.184, 12=0.078; Vector RMSE: 1.35cm; Scalar RMSE: 1.41
cm; Control RMSE: 1.54 cm). Radial error (i.e., reflecting the accuracy component of per-
formance) also did not differ among conditions (Vector: 1.19 cm, Scalar: 1.24 cm, Control:
1.35 cm; F(2,42)=1.61, p=0.212, 12=0.071; Fig. 3B); nor did error variability (i.e., reflecting the
precision component of performance; Vector: 0.636 cm, Scalar: 0.678 cm, Control: 0.748
cm; F(2,42)=2.17, p=0.127, 12=0.094).0

Time conrse. We thought it reasonable to expect participants to show steady improve-
ment over the course of training, where the rate of improvement would be highest for the
groups receiving either Vector or Scalar feedback. Surprisingly, these time series were gen-
erally flat (i.e., non-significant exponential learning rate) over the training period tested in
all three groups (Vector: #(14)= 0.996, p= 0.336; d= 0.257; Scalar: #(14)= 0.90s, p= 0.381,
d= 0.233; Control: £(14)= 0.676, p= 0.510, d=0.175), suggesting that participants may have
been performing close to ceiling. Although response accuracy did not improve over time,
response times did significantly decrease over the course of training in all three conditions

(Vector: £(14)= 2.27, p=0.040; d= 0.585; Scalar: £(14)= 4.52, p<0.001; d=1.17; Control: #(14)=
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4.92, p<o.oor; d=1.27). Neither the rate of decrease in RTs (F(2,42)=1.12, p=0.335, 12=0.051)
nor overall RTs (F(2,42)=0.488, p=0.617, 12=0.023) differed between conditions, suggesting
that this temporal trend in RT more likely reflects generic task practice effects, rather than
the consequences of differences between feedback conditions.

Directional bias. Despite the lack of overall RMSE effects during training, there may have
been differences in the degree to which participants were biased to respond between condi-
tions. Using the Hodges-Ajne test for non-uniformity in the angular component of errors,
we found significant evidence for directional bias Control participants (p=0.012; 95% CI: [—
23.9°, —90.0°]): a bias below and to the right of the centroid. There was a trend toward devi-
ation from uniformity in the Scalar group (p=0.071; 95% CI: [5.1°, —77.6°]), and no reliable
non-uniformity in Vector participants (p=0.250; 95% CI: [-22.9°, 109.6°]). Nevertheless,
95% confidence intervals for the direction of bias overlapped heavily in the quadrant lying
southeast of the centroid for all groups. These results are consistent with the possibility that
there may be a southeast bias in the pointing task, which was reduced for participants in the
Vector condition who received spatially precise directional error information on every trial.

Relationship to stimulus variabiliry. While the locations of dots were drawn from the
same distribution, their exact locations varied from trial-to-trial. We reasoned that trials with
higher variability in dot location would be more difficult, and thus be associated with larger
errors on average. To test this possibility, we used multiple regression to model the con-
tribution of horizontal location variability and vertical location variability to error magni-
tude across trials for each participant. Across all conditions, we found that both horizon-
tal location variability and vertical location variability were both highly predictive of er-

ror magnitude (Vector: 5,=0.056: £(14)=8.48, p<0.001; f3;,=0.028: £(14)=3.19, p=0.007;
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Scalar: Bsx=0.083: £(14)=6.57, p<oor; 5,=0.068: #(14)=6.66, p<o.oor; Control: fs,=0.084:
t(14)=7.27, p<0.001; f5,=0.076: t(14)=7.75, p<o.oo1). To examine potential differences be-
tween conditions due to feedback, we submitted these linear coefficients to a 2 axis (horizon-
tal, vertical) x 3-condition (Vector, Scalar, Control) ANOVA. We found that the degree of
dependence between variability and error was lower for Vector participants than for Scalar
or Control participants (main effect of condition: F(2,84)=8.4s, p<o.001, 12 =0.167), sug-

gesting that vector error feedback may serve to reduce noise in centroid estimation for more

difficult trials.
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Figure 4.3: Experiment 1 Results. A) Overall performance (RMSE) on the pointing task during the training phase as a
function of trial number for the Vector (Salmon), Scalar (Blue), and Control (Gray) groups. All groups performed better
than chance (dashed line). B) Performance in the pointing task broken down into accuracy (radial error) and precision
(standard deviation). C) Percent change in accuracy between post-test and pre-test in the quadrant task. Error bars
represent 1 SEM *<0.05, <0.1.
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PosT-TEST

Despite showing similar performance during training, post-test phase performance in the
quadrant task revealed the consequences of training: perceptual discrimination was reliably
enhanced in the Vector group (% change: 12.6; #(14)=3.05, p=0.0087, 4=0.787; Fig. 3C), but
not in either of the Scalar (% change: 3.17; #(14)=0.058, p=0.954, d=0.015), or Control groups
(% change: -0.002; #(14)=0.058, p=0.954, d=0.015). The degree of enhancement was greater
for Vector participants than for Control participants (#(28)=0.027, p=0.027, d=0.853; un-
corrected), and Scalar and Control did not differ from one another (#(28)=0.639, p=0.528,
d=0.233). The difference in improvement did not reach significance for Vector vs. Scalar
groups, however (#(28)=1.66, p=0.108, 4=0.607). Taken together, these findings suggest that
vector error feedback tuned centroid representations in a more general manner, promot-

ing transfer to a separate perceptual task. For completeness, we additionally performed a2
phase (pre-test, post-test) x 3 condition (Vector, Scalar, Control) ANOVA on RTs, which
yielded no significant interaction between phase and condition (F(2,82)=0.556, p=0.576,
n2=0.013), although there was a main effect of condition (F(2,82)=6.14, p=0.003, 12=0.130)
and marginally significant effect of phase (£(1,82)=3.84, p=0.053, 12=0.04s). Follow-up
analyses of post-test RTs showed that median response times were lower in the post-test
than pre-test for all conditions (ps<0.039) and critically, in the Vector condition (t14)=3.06,
p=0.008, d=0.791), arguing against the possibility that a speed-accuracy tradeoft explained
the improvement in accuracy for Vector participants. The rate of decrease in RTs (exponen-
tial term in model fit) during the training phase did not correlate with the degree of accuracy

improvement for Vector participants (r=-0.119, p=0.673).
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4.2 EXPERIMENT 2: CENTER-OF-MASS DISCRIMINATION

In Experiment 1, we found that participants who received Vector feedback during training
showed better perceptual discrimination of the centroid in the post-test, although this was
not accompanied by significant performance changes during training. On the other hand,
we observed no learning in either of the Scalar and Control conditions. The current exper-
iment sought to expand these findings in two additional ways: First, to explore the possi-
bility that the lack of improvement during training might reflect ceiling performance in

this task, we sought to make the task more difficult. Having found that greater dot loca-
tion variability was associated with larger errors in Experiment 1, we reasoned that increasing
the amount of overall stimulus variability in the display might make the task more diffi-
cult, providing a broader dynamic range in which to observe performance changes during
the pointing task. We accomplished this by varying the size as well as location of dots, and
eliciting estimates of the center-of-mass of the array, where the area of each dot was taken
into account. Second, we sought to test the importance of error feedback, per se, to learning.
To accomplish this, we included a Guided condition in which participants were passively
guided to the correct location of the center-of-mass immediately after array offset. Thus,
this condition was identical to the Vector condition except that pointing response error was

virtually eliminated by the onset of the response cue.

421 METHODS
PARTICIPANTS

Sixty young adults (40 women, age range: 18-34y) participated.
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STIMULI AND PROCEDURE

On each trial, participants were presented with an array of 8 dots that varied in both size
and location (Fig. 2C). The diameter of individual dots was determined by sampling inde-
pendently from a Gaussian distribution centered on the base diameter used in Experiment 1
(0.9°) with o = 0.3° (only dots with positively valued diameter were used). Participants were
instructed to aim for the center-of-mass of the array, taking into account the area of the dots,
and treating the the dots as flat (as opposed to having volume). The center-of-mass is de-
fined as the average of the position coordinates of all dots, weighted by their surface area.
The coordinates of the center-of-mass, xc and yc, may be computed as the sum of the prod-
uct of the individual areas and coordinates of each dot, divided by the total area of all dots

on the display:

_ Z n;X;
> m;

(4.4)

Ye = % (4.5)

This experiment included Vector and Scalar conditions (N = 20 each) that were identi-
cal to those in Experiment 1. Because the Scalar condition provides a tighter control for the
Vector condition than the Control condition (which did not provide trial-by-trial feedback
at all), and the two conditions did not differ in Experiment 1, we did not recruit a separate
Control group. Another goal of this study was to isolate the contribution of error infor-
mation in feedback, per se. To accomplish this, we included a Guided condition (N = 20),

identical to the Vector condition except that the actual center-of-mass location was revealed
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1ooms after stimulus offset but prior to response. Guided participants were still instructed
to point to the location of the center-of-mass on each trial, but now it was marked with a
green crosshair until they made their response. If pairing each dot array with its center-of-
mass is sufficient to result in enhanced perceptual discrimination, then Guided participants
should show positive transfer to the quadrant task. On the other hand, if response error is
necessary to produce transfer, then Guided participants should not show positive transfer to

the quadrant task.

DaTa ANALYSIS

Response data were submitted to the same set of analyses as in Experiment 1. To quantify
how much stimulus variability affected center-of-mass estimation in the pointing task dur-
ing the training phase, here we used multiple regression to model the contribution of hor-
izontal location variability (s, ), vertical location variability (s, ), and variability in dot size

(i.e., area, sarea) to error magnitude across trials for each participant (error = s.Bs +

T T
Syi:BSy + Sarea,-:BSﬂri’ﬂ + gi)‘
4.2.2 RESULTs

PRE-TEST

Pre-test performance on the quadrant task in all groups was significantly better than chance
(60.2% correct vs. 25%; £(59)=32.3, p « 0.001, d=4.17), and did not differ among groups

(£(2,57)=0.998, p=0.375, 12=0.034). Estimates of c also did not differ between groups (Vec-
tor: .10 cm [s.e.m. = 0.070 cm ], Scalar: 1.1 cm [s.e.m. = 0.041 cm]; Guided: 1.20 cm [s.e.m.

= 0.094 cm]; F(2,57)=0.441, p=0.64s, 2=0.015), nor did median response time (F(2,57)=2.14,
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p=0.127, 12=0.070).

TRAINING

Overall. During training, participants received either Vector or Scalar error feedback fol-
lowing their response on each trial, or were shown the location of the center-of-mass prior
to making their response (Guided). As Guided participants had direct access to the location
of the center-of-mass while pointing to the display, their responses provide an approxima-
tion of noise in the motor response when perceptual uncertainty about the centroid loca-
tion is minimized. Overall, Guided participants made substantially smaller pointing errors
than Vector and Scalar participants (ts>15.4, p«o0.001, d>4.88; Vector RMSE: 1.94 cm; Scalar
RMSE: 1.91 cm; Guided RMSE: 0.358 cm). Consistent with Experiment 1, neither overall
training phase performance (RMSE; #(38)=0.285, p=0.777, d=0.090; Fig. 4A), radial error
(Vector: 1.70 cmy; Scalar: 1.67 cm; Guided: 0.304 cmy; ts<1) nor error variability (Vector: 0.935
cm; Scalar: 0.928 cm; Guided: 0.187 cmy; ts<r; Fig. 4B) differed between Vector and Scalar
conditions.

Time course. Our overall manipulation of task difficulty was successful (Experiment
2: Vector/Scalar pooled RMSE=1.93 cm vs. Experiment 1: Vector/Scalar/Control pooled
RMSE = 1.43 cm; £(83) = 7.23, p<o.0o1, d=1.57). However, there were no significant perfor-
mance changes (i.e., nonzero exponential learning rate) over the course of the training phase
in either the Scalar (#(19)= 1.32, p= 0.203, d=0.295) or Guided conditions (¢(19)= 0.770, p=
0.451, d=0.172); performance actually tended to get worse in the Vector condition (#(19)=
2.40, p= 0.027 d=0.538), perhaps due to fatigue. This shows that increasing stimulus vari-

ability was not sufficient to bring about performance changes over the course of the point-
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ing task.

Response times significantly decreased over the course of training in the Vector (#(19)=
3.77, p=0.001; d=0.843) and Scalar conditions (#(19)= 4.95, p<o.001; d=1.11), though there
was no significant trend in the Guided condition (#(19)= 0.785, p=0.442; d=0.175). This sug-
gests that some component of response planning may generally speed up with additional
task practice, but participants likely reached the minimum response time in the Guided con-
dition.

Relationship to stimulus variabiliry. To examine the relationship between stimulus vari-
ability and pointing task performance, we again used multiple linear regression to model
the contributions of variability in horizontal location, vertical location, and dot area to
errors over time. We found that all three of these factors reliably predicted error magni-
tude for Vector (Bg=0.118: #(19)=11.0, p<0.001; fB5,=0.150: £(19)=16.2, p<0.00I fssiz=0.754;
£(19)=3.96, p=0.001) and Scalar (Bsx=o0.112: £(19)=14.3, p<0.001; f5,=0.145: £(19)=16.1, p<0.00I
PBssize=0.719; 1(19)=3.44, p=0.003) participants, but not Guided (ts<r) participants. To com-
pare the degree to which these factors predicted error magnitude between conditions, we
performed a 2 condition (Vector, Scalar) x 3-predictor (horizontal location, vertical location,
size) ANOVA, which did not reveal a main effect of condition (F(1,114)=0.028, p=0.869,
12=0.0002). This suggests that returning vector error feedback does not necessarily reduce
the influence of stimulus variability on error.

Directional bias. Using the Hodges-Ajne test of uniformity in the angular component of
errors, we found that neither Vector (p=0.11) nor Scalar groups (p=0.59) showed systematic

evidence of directional bias.
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Figure 4.4: Experiment 2 Results. A) Overall performance (RMSE) on the pointing task as a function of trial number for
the Vector (Salmon), Scalar (Blue), and Guided (Purple) groups. All groups performed better than chance (dashed line),
with Guided participants making substantially smaller errors. B) Performance in the pointing task broken down into
accuracy (radial error) and precision (standard deviation). C) Percent change in accuracy between post-test and pre-test
in the quadrant task. Error bars represent 1 SEM *<0.05, <0.1.
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PosT-TEST

Post-test phase performance was again reliably enhanced in the Vector group (% change:

0.071; £(19)=2.63, p=0.017, d=0.588; Fig. 4C), but not in the Scalar group (% change: -0.007;
1(19)=0.257, p=0.800, d=0.058) nor the Guided group (% change: -0.008; #(14)=0.413, p=0.68s,
d=0.092). The degree of enhancement for Vector participants was marginally greater than

for Scalar participants (#(38)=2.09, p=0.044, d=0.660) or Guided participants (#(38)=2.38,
p=0.023, d=0.752), and Scalar and Guided performance did not differ from one another
(#(38)=0.04s, p=0.965, d=0.014). Median response time did not differ between groups
(£(2,57)=0.873, p=0.423, 12=0.030). These results provide additional evidence that display-

ing the location of the center-of-mass as vector error feedback during training — beyond
merely pairing this location with the dot array or returning scalar error feedback — is neces-
sary to observe positive transfer to another task. We additionally performed a 2 phase (pre-

test, post-test) x 3 condition (Vector, Scalar, Guided) ANOVA on RTs, which yielded no sig-
nificant interaction between phase and condition (£(2,112)=0.333, p=0.717, 12=0.006), and

no main effects of either condition (F(2,112)=1.96, p=0.145, 12=0034) nor phase (£(1,112)=0.416,
p=0.520,12=0.004). Median response times were numerically (though not significantly)

lower in the post-test than pre-test in the Vector condition (#(19)=1.19, p=0.249, d=0.266),
inconsistent with a speed-accuracy tradeoff. The rate of decrease in RTs (exponential term

in model fit) during the training phase did not significantly correlate with the degree of ac-

curacy improvement for Vector participants (r=-0.30s, p=0.191).
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4.3 EXPERIMENT 3: ROLE OF POINTING MOVEMENTS IN LEARNING

Experiments 1 and 2 manipulated access to vector error information by returning spatially
precise information about the location of the centroid with respect to the location of the
participant’s response, registered at the point of contact between the participant’s fingertip
and the display. Although prior studies of statistical summary perception have not involved
action toward the summary features, prior work in the field of motor learning suggests that
such actions are required to generate sensory-prediction error (for a review, see Shadmehr,
Smith, & Krakauer, 2010). Experiment 3 sought to test whether sensory (i.e., haptic and vi-
sual) feedback of this kind may have contributed to the learning observed in the first two
experiments. Towards this end, we designed a task that elicited perceptual estimates of the
centroid during training without a pointing movement towards the display. Instead, partici-
pants typed the spatial coordinates of the centroid according to its position in a grid overlay-

ing the display (grid task).
4.31 METHODS

PARTICIPANTS

Twenty young adults (11 women, age range: 18-34y) participated in Experiment 3.

STIMULI AND PROCEDURE

The presentation of the dot array was identical to that used in Experiment 1. During the
training phase, the entire display was overlaid by a rectangular grid whose cells measured

1.2° x 1.2°, about the size of a fingertip, in order to approximate the precision of responses
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afforded by the pointing task. Cells lying within the central 25 x 25-cell region (30.2° x 30.2°)
were labeled with an arbitrary 2-character alphanumeric code that varied from trial-to-trial
(Fig. 2D). Dot stimuli were of equal size and sampled in an identical manner to that used in
Experiment 1. Participants identified the grid cell containing the centroid and typed in the
corresponding code. Response entry caused the selected cell to become highlighted with a
white border. Error feedback was returned by marking the true location of the centroid with
a green crosshair. The grid was visible throughout the entire trial, whereas the 2-character
codes were only visible during response. A continuous measure of error was derived by com-
puting the distance between the center of the selected cell and the true centroid on each trial,
allowing us to submit these data to the same set of analyses used in Experiments 1 and 2.
This metric provides an unbiased measure of response accuracy because the centroid was
distributed uniformly across trials, but may result in slight underestimation of response pre-
cision owing to additional measurement error. Performance greatly exceeded that expected
by chance (p«o.0o1) or by only averaging a subsample of items on the display (p«o.0o1),
verifying that participants could perform the task. Prior to beginning the training phase,
participants completed 8 practice grid-task trials where only one target dot appeared on each
trial and the goal was to select the cell corresponding to this dot’s location. The pre-test and

post-test phase structure was identical to that used in the first two experiments.

4.3.2 REsSULTS
PRE-TEST

The pre-test and post-test phases were identically structured to those in the first two ex-

periments. Pre-test performance on the quadrant task was significantly better than chance
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(60.9% correct vs. 25%; £(19)=18.0, p « 0.001, d=4.02), and the value of ¢ (mean = 1.04 cm,
s.e.m. = 0.079 cm) did not differ from that of participants in Experiment 1 (#(63)=o0.113;

p=0.911; d=0.03).

TRAINING

Overall performance (RMSE=1.71 cm; mean radial error=1.47cm; error s.d.=o0.862cm; Fig.
sA) greatly exceeded chance (p«o.0or1). Moreover, although the grid task differed from the
pointing task both in the presence of gridlines on the display and the type of response, per-
formance was comparable to that for the pointing task in Experiment 1 (Vector RMSE=1.35c¢m)
& Experiment 2 (Vector RMSE=1.94cm). This shows that these changes to the display

and response modality did not greatly impact participants’ ability to estimate the centroid
location. Using the same Hodges-Ajne test of angular uniformity as in the previous ex-
periments, we found no evidence of directional bias (p=0.591). As in the previous experi-
ments, there was also no evidence of improvement over the course of training (#(19)=0.27s,
p=0.787, d=0.061). One potential concern is that if the grid cells were too large, partici-
pants might not have treated trials on which they selected the correct grid cell as errors, even
though their estimate of the centroid and the true centroid differed. However, the propor-
tion of trials on which the correct grid cell was selected was only 11.1% (s.e.m.=0.63%), show-

ing that the grid cells were small enough for participants to make errors on most trials.

PosT-TEST

If visual comparison (i.e., absent proprioceptive feedback) between the location of the se-

lected grid cell and the precise centroid location provides a sufhiciently strong error signal,
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Figure 4.5: Experiment 3 Results. A) Overall performance (RMSE) greatly exceeded chance, where continuous error
computed as distance between center of selected grid cell and the centroid. B) Performance in the grid task broken
down into accuracy (radial error) and precision (standard deviation). C) Percent change in accuracy between post-test
and pre-test in the quadrant task. Error bars represent 1 SEM *<0.05, <0.1.

1y



then training on the grid task should also result in positive transfer to the quadrant task.
However, post-test performance did not reliably differ from pre-test performance for partic-
ipants who trained on the grid task (% change: 2.69; #(19)=1.24, p=0.231, d=0.277; Fig. 5C).
These results are consistent with the possibility that sensory-prediction error — conveying
information about the mismatch between the expected centroid location (where response
movement was aimed) and the actual centroid location (green crosshair) — may play a cru-

cial role in tuning the perceptual representation of the centroid.

4.4 EXPERIMENT 4: CHANGE IN THE FIDELITY OF REPRESENTATION

In what ways can training alter centroid representations? Improvements on the quadrant
task in the Vector group (Experiments 1 and 2) showed that some change in the perceptual
representation occurred, but this was based on a relatively coarse measure — proportion
correct in a categorical judgment task. Experiment 4 sought to better quantify changes in
the accuracy and precision of the perceptual representation of the centroid. To accomplish
this, we used the grid task (from Experiment 3) to collect continuous reports of the centroid
location in the pre-test and post-test, allowing us to directly measure the quality of the per-

ceptual representation of the centroid before and after training on the pointing task.

4.41 METHODS
PARTICIPANTS

Twenty young adults (14 women, age range: 18-34y) participated in Experiment 4.
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STIMULI AND PROCEDURE

Dot stimuli were identical to those used in Experiments 1 and 3. Participants performed the
pointing task with vector error feedback during training, and the grid task without feedback

during the pre-test and post-test phases (Fig. 2E).

4.4.2 RESULTS
PRE-TEST

Pre-test performance on the grid task (RMSE=1.92 cm) greatly exceeded chance (p«o.oo1;
Fig. 6A) and did not differ from that of participants during the training phase (RMSE=1.71cm)

in Experiment 3 (#(38)=1.38; p=0.176; d=0.436).

TRAINING

Likewise, overall pointing task performance (RMSE=1.37c¢m) during the training phase

did not differ from that of the Vector group in Experiment 1 (RMSE=1.43cm; #(33)=0.156;
p=0.877; d=0.053). Moreover, radial error (1.20 cm) and error variability (0.659 cm) also did
not differ (ts<1). However, participant’s pointing errors significantly deviated from angu-
lar uniformity in(p=o0.03; 95% CI: [-56.6°, 15.5°]), consistent with an overall bias below and
to the right of the centroid. There was no evidence of performance changes (i.e., non-zero

learning rate) over the course of the training phase (#(19)= 1.52, p= 0.146, d=0.339).
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PosT-TEST

Consistent with the findings in Experiments 1 and 2, training on the pointing task with vec-
tor error feedback resulted in generalization to a different task requiring fine perceptual dis-
crimination of the centroid, as quantified by the reduction in RMSE on the grid task in the
post-test (£(19)=2.93; p=0.009; d=0.654; Fig. 6C and sD). This change in overall grid task

performance reflected both decreases in average radial error (£(19)=2.37; p=0.029; d=0.530),

as well as in the variability of errors (#(19)=2.80; p=0.011; d=0.626).

4.5 GENERAL DISCUSSION

In the present study, we sought to understand the role of learning in the formation of sta-
tistical summary representations. Specifically, we examined how error-related feedback al-
tered the fidelity of the perceptual representation of the centroid of a set of visual objects.
We found converging evidence across four experiments that providing vector error feedback
while participants practiced making pointing movements toward the centroid improved
the fidelity of their perceptual representation of the centroid, as measured by a separate per-
ceptual test conducted before and after training (quadrant task accuracy in Experiments 1
and 2; grid task RMSE in Experiment 4). By contrast, participants receiving no trial-by-trial
feedback (Control condition in Experiment 1) or only scalar feedback (Scalar condition in
Experiments 1 and 2)) did not show transfer to the separate perceptual test, suggesting that
spatially precise error feedback was necessary to improve the fidelity of centroid represen-
tations. Critically, feedback had to be in the form of a vector error; participants who were

passively guided toward the correct centroid location did not show transfer despite having
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precise centroid information (Guided condition in Experiment 2). Moreover, this form of
feedback was effective only when coupled with reaching movements towards the visual ob-
jects; training on a centroid estimation task that did not involve a pointing movement did
not result in learning (Experiment 3). To quantify changes in the perceptual representation,
we measured the quality of the perceptual representation before and after training using

a continuous measure (Experiment 4) and found that training with vector error feedback
enhanced both the accuracy (i.e. reduced bias) and precision (i.e., reduced variability) of cen-
troid estimates. As a whole, these findings suggest that sensory-prediction error — signaling
the mismatch between expected and actual consequences of an action — may play a previ-

ously unrecognized role in tuning perceptual representations.

4.5.1 ROLE OF FEEDBACK IN LEARNING

What might underlie the specific advantage for training with vector error feedback? In the
Vector condition, the true spatial location of the centroid was precisely marked immedi-
ately following a pointing response to the estimated centroid location. When these two
points do not coincide, the result is a sensory-prediction error defined as the difference be-
tween the pointing movement and the spatial position of the true centroid. On the other
hand, in the Scalar condition, numerical feedback was presented that reflected the accuracy
of the estimate, but the direction of displacement between the participant’s estimate and

the true centroid location was not provided. When the expected point score and the actual
score earned do not coincide, this type of feedback produces reward-prediction error, reflect-
ing a quantitative difference not tied to a particular sensory modality. Although this type

of reward-based feedback has been shown to exert an important influence on learning and
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decision-making (Rescorla & Wagner, 1972, Schultz et al., 1997, O’Doherty, 2004) , the role
of reward-prediction error in sensorimotor adaptation is less certain (Izawa & Shadmehr,
201b, Nikooyan & Ahmed, 2015). In the Guided condition, participants were not given the
opportunity to actively predict the location of centroid and thus did not experience sensory-
prediction error during training. Consistent with the notion that sensory-prediction error
may be necessary to induce perceptual learning, Guided participants, despite being provided
with exactly the same visual information as Vector participants, did not improve on the per-
ceptual task. An alternative explanation is that Guided participants may have ignored the
array, because the task did not demand them to compute its centroid. However, previous
investigations of statistical summary perception have shown that observers are able to ex-
tract summary features even at short presentation durations ( soms, Chong & Treisman,
2003), leading to the general belief that such features are automatically computed in a pre-
attentive manner. If true, participants would not be able to simply disregard this statistical
information upon being shown the array (without exerting cognitive control to actively
ignore the instructions). Future experiments could directly examine this possibility by in-
cluding catch trials designed to test whether participants were ignoring the array. Taken to-
gether, our findings suggest that the pointing response itself may have been critical for learn-
ing, as such visually guided movements provide rich and spatially precise sensory feedback
about the position of the fingertip with respect to the centroid target. In the Grid training
condition, both haptic feedback about finger position, as well as visual feedback about the
location of the response, was less precise than in the Vector condition. Owing to this lack

of precise sensory feedback during response, these participants only had access to a crude

visual error signal, even though the true location of the centroid was marked on every trial.
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These findings are consistent with prior studies of motor adaptation that show that sensory
feedback is weighted more heavily when this information is precise (Kording & Wolpert,
2004b, Izawa & Shadmehr, 201b). One intriguing and counterintuitive aspect of these re-
sults is that perceptual performance in the quadrant and grid tasks was enhanced in the Vec-
tor condition even though pointing task performance did not significantly improve over the
course of the training phase. There are multiple possible reasons for this, though at present
we can only offer speculative accounts that could be directly tested in future studies. One
straightforward possibility is that a single training phase was insufficient to see significant
improvements in response accuracy because such improvement depends on a slow form of
visuomotor learning that may be stable within-session but improves over multiple sessions
(Karni & Sagi, 1993). A second possibility is that additional engagement of the motor system
in the pointing task vs. the grid task may have been required for generalization. Although
we have emphasized the informational content carried in error feedback, classic neuropsy-
chological findings (Mishkin et al., 1983, Goodale & Milner, 1992) support a distinction be-
tween an action-oriented representation formed along the dorsal visual stream and a more
object-based representation along the ventral visual stream. Consistent with this account, it
is possible that the ‘dorsal representation’ supplemented the ‘ventral representation’ of the
centroid during visually-guided reaching to the centroid in the pointing task, yielding high
pointing accuracy. Moreover, in the Vector condition, pointing movements in conjunc-
tion with precise spatial feedback about the centroid location generated sensory-prediction
errors, which may have served to further tune the ventral representation, the benefits of
which were only revealed in the perceptual test after training. We also note that while the

lack of online improvement during training is puzzling, it was also observed in a prior study
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(Berens, 2009) that examined the time course of performance in a task requiring estimation
of a statistical summary feature (i.e., mean length of a set of lines) when participants received
different kinds of feedback. In that study, some participants were told their response was
correct when it was close to the arithmetic mean, while others received feedback based on
the quadratic or harmonic means, other mathematically valid ways to compute an average.
Participants in the harmonic mean and quadratic mean conditions initially made large er-
rors, which decreased over time. By contrast, participants in the arithmetic mean condition
made smaller errors throughout, and did not significantly improve with additional prac-
tice. These results suggest that participants default to the arithmetic mean, although binary
feedback can nudge them to bias their responses towards a different mean. We use this prior
work to support the idea that learning in the Vector condition more likely reflects fine tun-
ing of the centroid representation, rather than coarse calibration to task demands. In the
latter case, reduced error would not reflect enhancement in the underlying perceptual repre-
sentation, but rather participants’ figuring out which feature dimensions mattered for task
performance. In our study, calibration to the centroid estimation task may have even been
accomplished in the first few practice trials prior to the start of training. Nevertheless, vector
error feedback may be required for this training to further tune the underlying representa-
tion. Given that participants did not improve over the course of 6oo trials of training, an
open question concerns the amount of training required to give rise to the kind of learning
we observed. For example, it is possible that fewer trials may have been sufficient to induce
some amount of generalization. On the other hand, if learning driven by sensory-prediction
errors proceeds in a more incremental fashion, then a relatively long training session (as long

or longer than that used in this study) may be necessary. Future investigations that charac-
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terize the ‘dose-response’ curve relating the amount of training and degree of learning would
help to further illuminate the underlying components of error-driven learning in statistical

summary perception.

4.5.2 LEARNING MECHANISMS

What learning mechanisms might explain how sensory-prediction errors tune the perceptual
representation of the centroid? One possibility is that the representation of the individual
items in the array is enhanced by directly altering the tuning properties of units residing in
early visual areas (Fahle et al., 1995, Gilbert et al., 2001, Karni & Sagi, 1991b). Changes in the
representation at that level would be predicted to result in highly specific perceptual exper-
tise at trained locations, but be unlikely to result in generalization to novel locations (e.g.,
items in the left hemifield, if trained on the right). However, because such early changes al-
ter the fidelity of the inputs to the rest of the system, such training might be predicted to
transfer to other tasks involving precise representations of spatial position at these locations
(e.g., local change detection). In the present study, we are unable to directly test this pos-
sibility, as the locations of individual items varied widely from trial to trial. Nevertheless,
testing the spatial specificity of learning in statistical summary perception merits closer ex-
amination in future research. Another possibility is that sensory-prediction errors lead to
adjustment of the pattern of weights applied to the output from units in early visual areas
in accordance with the demands of the task (Dosher & Lu, 2009, Petrov et al., 2005). On
this account, errors in the centroid estimation task arise from improper weighting of units
coding for specific locations. Most models of learning proceed by incremental updating of

the weights associated with active units that contributed to the error (i.e., coding for posi-
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tion vectors that are correlated with the error vector), in proportion to error magnitude (i.e.,
gradient descent). Over several such trials of a centroid estimation task, such error-based
updating would result in convergence upon uniform weights, eliminating systematic bias
due to improper integration of individual item location information. This kind of learn-
ing mechanism would be predicted to facilitate generalization to novel displays with ran-
dom item locations, but not necessarily to new tasks requiring a different set of weights.
Although the centroid may be an already well-learned statistical summary feature for an
adult observer, such a learning mechanism may help to explain how novel (Bauer, 2009)

or high-level summary features (e.g., mean facial expression, Haberman & Whitney, 2007)
are learned. A third possibility is that participants learn statistical properties of the distribu-
tion that was most likely to have generated the visual arrays. This form of statistical learning
would allow the participant to generate perceptual expectations about the likely location
and dispersion of items on each trial, resulting in a more efficient representation of arrays
drawn from this distribution (Simoncelli & Olshausen, 2001, Chalk et al., 2010, Michael &
de Gardelle, 2014). Such an internal model of stimulus statistics does not prescribe how in-
formation about individual item locations should be combined in order to make a response
on any given trial. However, it may nevertheless exert an influence on how apparent outliers
are weighted in the centroid computation, that is, by discounting these items that appear
unlikely to have arisen from the same distribution as the others (Haberman & Whitney,
2010). In this scenario, vector error feedback may serve to correct for such a tendency to dis-
count outliers by increasing the internal estimate of the variability in item locations. This
account has intuitive appeal, as it posits that learning occurs by tuning a higher-order statis-

tical representation that mirrors the demands of the task (i.., estimating summary statistics
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from randomly sampled items). However, as an account of error-driven learning, it is com-
plicated by the fact that the correspondence between trial-by-trial vector error feedback and
updating of these model parameter estimates is underdetermined. Future studies employ-
ing more complex stimulus distributions may elucidate how learning such statistics interacts
with feedback. Although we interpret our findings as supporting the notion that spatially
precise sensory-error feedback enhanced the underlying centroid representation, these re-
sults are also consistent with the possibility that such transfer may only occur in the case of
perceptual tasks requiring a discrete response, as in the quadrant task (Experiments 1 and 2,
and the grid task (Experiment 4). Indeed, although participants do select a particular grid
cell when making their response, their responses carried spatial precision that was on the or-
der of what they were able to select with their fingertip in the pointing task. Thus, the grid
task provided quasi-continuous response data that were well suited for measuring continu-
ous changes to the fidelity of the centroid representation, irrespective of the discrete nature
of grid cell selection. What kinds of statistical summary representations are most responsive
to training? In this study, we focused on how feedback and task practice influenced averag-
ing over a simple visual feature, namely, location. However, it has been previously shown
that people are also able to extract averages for complex visual features (Haberman & Whit-
ney, 2007). There is recent evidence that multiple distinct mechanisms might underlie the
ability to extract low-level and high-level summary features (Haberman et al., 2015). The rel-
ative plasticity of different statistical summary representations may be constrained by the
type of mechanism that is responsible for performing these summary operations. In the case
of low-level summary perception, these features may be readily and automatically computed

(e.g., mean orientation) at a coarse level of resolution, but acuity may be enhanced based on
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Table 4.1: Median response time (SEM) by condition and phase, in milliseconds. *Latency to first keystroke in grid task.

Pre-test Training  Post-test
Vector 1217 (158)  761(109) 812 (86)
Er  Scalar 1031 (105)  771(s54) 843 (99)
Control 884(83)  673(s6)  737(s8)
Vector 923(m3)  755(71)  837(87)
E2  Scalar 887(73)  913(90)  829(s4)
Guided 698(50)  741(s6) 709 (85)
E3  Grid Training 880 (84) 1280 (69)* 796 (67)

E4 Vector 1727 (129)* 852 (70) 1465 (102)*

the actual statistics and range of feature values actually experienced. However, in the case of
high-level summary perception, experience and feedback may be especially critical for shap-

ing these summary representations over time. Characterizing the type of feedback and train-
ing required to induce improvement in the fidelity of statistical summary representations of

abstract, complex visual features would be a fruitful avenue for future research.

4.5.3 CONCLUSIONS

Overall, there are two main implications of our findings. First, they suggest that statistical
summary representations are not merely an automatic consequence of visual experience,
but can be tuned based on external feedback to further optimize performance given specific
perceptual goals. Moreover, they show that changes in the fidelity of these perceptual rep-
resentations may be dependent on the type of sensory error information available during

learning, suggesting constraints on the mechanisms by which such tuning may occur.
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Visual production as a window into

perception and learning

WHEN WE UNDERSTAND SOMETHING, we say that we ‘see’ it. We arrive at the solution to a

problem through ‘insight.” To better communicate our ideas, we aim to make them ‘clear.’
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That such metaphors likening cognitive processes to visual experience are so pervasive sug-
gests a close correspondence between how we think about and how we see the world. One
of the most compelling demonstrations of this lies in the wide range of technologies humans
have devised for creating graphical representations to convey knowledge. Some of these
technologies are ancient (e.g., using a stylus to draw or write), while others are quite modern
(e.g., computer graphics). The refinement of such representations over many generations
has resulted in useful abstractions (e.g., written language, the Cartesian coordinate system)
that have enabled sophisticated intellectual activities of broad cultural significance, includ-
ing: history and law, art and literature, as well as formal mathematics and science (Synofzik
et al., 2006, Norman, 1990).

In particular, it may be no accident that major theoretical advances in the sciences have
been frequently accompanied by the development of novel visualization tools and visual
conventions. For example, when the matrix-style representation of chemical elements in the
periodic table was introduced by Mendeleev in 1869, its intuitive layout not only exposed
orderly relations among the 66 elements then known, but suggested predictions about the
properties of ‘missing’ elements in the table yet to be discovered (Scerri, 2006).

The goal of this chapter is is to lay out a way to understand and systematically study
drawing, the most basic such visualization technique, as a form of visual production that
is intimately related to other aspects of cognition, including perception and learning. Draw-
ing has the potential to be illuminating in cognitive psychology for two reasons: (1) drawings
are very rich projections from our mental representations, and (2) because drawing generates

new representations, generating them may even lead to changes in the mind.
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S.I How DO VISUAL RECOGNITION AND PRODUCTION SUPPORT COMMUNICATION?

Although the retinal images cast by physical objects and line drawings differ dramatically,
humans effortlessly recognize objects in either format. How does the brain accomplish this
feat of visual abstraction? Moreover, with just a few well-placed strokes, humans are able to
communicate abstract ideas (e.g., object identity) by drawing. What are the mechanisms that
underlie the ability to produce a sketch that represents an object?

We examined the possibility that the ability to recognize objects and produce drawings of
objects are linked by a common internal substrate — a generalized object representation.
This premise is plausible, given the reciprocal functions of recognition and production
(Fig. 5.1). Specifically, visual recognition entails mapping an image from the external world
onto a specific idea in mind; visual production entails expressing a specific idea in mind as an
image residing in the external world. We test this hypothesis by evaluating two predictions it
makes: (1) that recognition of both objects and human drawings can be achieved by a com-
mon visual feature representation; and (2) that training on a novel drawing task can alter this
representation, just as training on visual recognition tasks can alter object representations

(Goldstone, 1998).

5.2 EXPERIMENT 1: RECOGNIZING PICTURES OF OBJECTS

People can recognize objects in the face of enormous variation in pose, size, position, light-
ing, and other sources of noise, a fact which belies the computational difficulty of this feat
(Pinto et al., 2008). This ability is supported by a set of hierarchically organized brain re-

gions known as the ventral visual stream (Malach et al., 2002), by which simple visual fea-
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Figure 5.1: Visual recognition entails mapping an
image onto a specific idea (e.g., object identity based on
a photograph). Visual production entails expressing a
H specific idea in an image (e.g., identifiable sketch based
iImage . o

on an object concept). (Art credit: Jeffery Thompson)

tures (e.g., orientation, spatial frequency) encoded in the lowest area, V1, are successively
combined and transformed in such a way as to support read out of abstract object proper-
ties (e.g., category, identity) at the top level in the hierarchy, inferior temporal (IT) cortex
(Hung et al., 2005).

Supplementing natural visual inputs from objects in the environment, humans have also
devised a wide range of technologies for producing pictures that represent objects. The most
ancient among these is drawing, whereby lines and marks are made on a surface by manip-
ulating a stylus (Clottes, 2008). Despite large differences between drawings of objects and
visual inputs from physical objects (or photorealistic images of objects), they are just as effec-
tive at evoking the real-world object (Biederman & Ju, 1988).

What commonalities across line drawings and photorealistic images (e.g., photographs,

3D-renderings) allow people to recognize the same object depicted in such different ways?
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Discovering the computational principles that underlie such robust recognition is a chal-
lenge that lies at the heart of human visual abstraction. Here we present a computational
approach to quantifying such commonalities (Fan et al., 2014, Yamins et al., 2014).

We first assembled a multi-domain imageset containing sketches, photographs, and 3D-
rendered images (Fig. 5.2). We then applied a recently developed deep convolutional neural
network (Yamins et al., 2014) to extract features from these images (Fig. 5.3a). Inspired by the
functional architecture of the ventral visual stream, this model was constructed by efficiently
searching the space of hierarchical model architectures for candidates that achieved high
performance on challenging object recognition tasks. In addition to achieving human-level
performance on these tasks, the higher layers of this model are also quantitatively predictive
of neural population responses in high-level visual cortex (e.g., V4 and IT). As such, it was
an attractive candidate for investigating the visual invariants that support recognition across

image domains.

OBJECT

sailboat submarine elephant dog piano ...

g

sketch

MODALITY
photo

3D model

Figure 5.2: Multi-domain imageset containing sketches, photographs, and 3D-rendered images of 105 real-world ob-
jects.



NEURALLY PREDICTIVE MODEL OF OBJECT RECOGNITION

We then applied a recently developed deep convolutional neural network model that was in-
spired by the functional architecture of the ventral visual stream in order to extract features
from these images ((Yamins et al., 2014); Fig. 5.3a). This model had been identified using hi-
erarchical modular optimization (HMO), a procedure for efficiently searching among mix-
tures of convolutional neural networks for candidate hierarchical model architectures that
achieve high performance on basic-level object recognition tasks. The HMO procedure was
performed on an independent imageset containing photographs only, with no objects in
common with the multi-domain imageset described above. In addition to achieving human-
level performance on these tasks, the higher layers of the resulting model are also quantita-
tively predictive of neural population responses in high-level visual cortex (e.g., V4 and IT).
As such, it was an attractive candidate for investigating the visual invariants that support

recognition across image domains.

5.2.1 RESULTS

The model uses a fixed, but large number of feature dimensions to represent all images. Each
image elicits a pattern of feature values at every layer in the model, which may be expressed
as a vector in this high-dimensional feature space. For a given image domain, we computed
average feature vectors within an object class, then derived correlation matrices based on
these feature vectors. This procedure was performed at each of the five layers of the model.
Each matrix entry represents the proximity between the average feature vectors from the
model for a pair of objects (Kriegeskorte et al., 2008). Higher values (cooler colors) reflect

relatively proximal pairs of objects, whereas smaller values reflect more distant object pairs.
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Each 1osx105 matrix provides a compact visualization of the layout of objects in the high-
dimensional feature space inherent to each layer of the model, for each image domain (see
Fig. 5.3b for first and top-layer matrices).

All matrices individually show clear block-diagonality, indicating the presence of higher-
order structure due to clustering of objects with similar features.

The matrices computed based on top-layer output also show striking cross-domain simi-
larities, both visually and as quantified by correlation distance (Fig. 5.3b, all ps<o.oo1). This
indicates an underlying commonality in the feature representations for the three image
modalities at the top layer in the model, the layer whose output has been previously shown

to be highly predictive of neural population responses in I'T cortex.
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Figure 5.4: Cross-domain similarity between image domains increases as a function of model layer.

By contrast, at the lowest layer in the model, the layer approximating the local/simple
features encoded in V1, cross-domain similarities were negligible, though statistically signif-

icant 7pporo,sketen. = 0.086, p<o.oo1. This shows that low-level image statistics (e.g., edge
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fragments) are insufficient to explain robust recognition across image modalities, especially
under conditions of high image variation.

We found that the strength of cross-domain similarities increased over successive layers in
the model (Fig. 5.4), quantified as the correlation between layer number and cross-domain
similarity for that layer (most critically: 7pnot0 sketen = 0.895 p<o.oor). This is consistent with
the understanding that the ventral visual stream computes progressively more abstract prop-
erties of objects over successive processing stages. Note that this top—layer cross—similarity is
still not at ceiling, however. This indicates that there is still substantial variation in the repre-
sentation of categories for these image domains. There are multiple possible sources of this
variation — it could reflect limitations in the imageset, for instance, the greater category-level
variation in the pose, size, and viewpoint in the photo domain relative to the sketches, which
tended to be depict objects in a more stereotyped fashion. Additionally, it is not surprising
that there is at least some variation across image domains — this would have to be present for
viewers to be able to distinguish berween sketches and photos of objects.

In sum, our results show that a hierarchical neural network model only optimized to rec-
ognize photorealistic images of objects generalized to abstract drawings of objects, having
produced congruent object-similarity ‘maps’ across image domains based on the same visual
feature representation. These results suggest that the capacity for visual abstraction may be

rooted in the functional architecture of the visual system.

53 EXPERIMENT 2: PRODUCING DRAWINGS OF OBJECTS

How does learning refine object representations? For example, although people tend to label

an object at the basic level (Mervis & Rosch, 1981), domain-specific expertise (e.g., knowl-
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edge of dogs) makes subordinate-level names (e.g., ‘schnauzer’) as accessible (if not more
accessible) than basic-level names for objects in the domain of expertise (Tanaka & Taylor,
1991). This suggests that initially similar stimuli can become more differentiated with prac-
tice. Expertise can also lead to unitization of features that were initially processed separately.
For instance, dog experts are worse at recognizing inverted images of dogs than non-experts
(Diamond & Carey, 1986), suggesting that extensive experience with an object can lead to
automatic binding of features into a viewpoint-specific functional unit.

Such findings suggest that training on recognition tasks can alter object representations.
Here we ask whether training on visual production tasks can also alter representations of ob-
jects. In the previous section, we found that computations approximating those performed
by the ventral visual stream produced congruent object similarity ‘maps’ for both photore-
alistic images and hand-drawn sketches of objects. Insofar as both the ability to recognize
sketches and to produce recognizable sketches recruit a common internal representation, we
hypothesized that practice drawing some objects (e.g., horse, cow) might affect the way that
those and other, related objects (e.g., sheep) are subsequently represented.

Since recognizability is a key attribute of successful drawings, a natural starting point for
examining learning is to identify objects for which untrained participants have trouble pro-
ducing clearly recognizable drawings — that is, that are frequently confused with drawings
of other objects. The most confusable objects are likely to be objects whose drawings share
many visual features, even if the objects themselves are not semantically related, per se (e.g.,
bell and pear). To define groups of related objects (i.e., ‘visual categories’), we exploit pre-
existing object clusters revealed by the model in the original sketch corpus collected by Eitz

etal. (2012).
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Figure 5.5: Task: On each trial, participants were prompted with a trial-unique photo (N=311) or word (N=282) that
referred to a target object for them to sketch. The computer guessed the identity of the drawn object in real time,
providing participants immediate feedback about the quality of their sketch. The rank of the target in the list of all

64 guesses (ordered by confidence) returned by the computer was used to track changes in performance across trials.
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5.3.1 METHODS
PARTICIPANTS

Six hundred and fifty-three participants were recruited via Amazon Mechanical Turk (AMT)
for the drawing experiment, with sixty excluded for failing to complete the session. Partici-
pants were paid a base amount of $1.50 and up to $3.00 bonus for high task performance.
Three hundred and twenty-seven additional participants were recruited (via AMT) to pro-
vide labels for the sketches from the drawing experiment, and were paid $0.8s for their par-

ticipation. All provided informed consent in accordance with the Princeton IRB.

STIMULI AND DESIGN

In order to identify groups of objects that are drawn similarly prior to training, we applied a
clustering algorithm (affinity propagation with damping=o.9; (Frey & Dueck, 2007)) to the
features extracted from the 105-object sketch corpus described above (Eitz et al., 2012). This
yielded 16 clusters containing between 3 and 20 objects each. Among clusters containing

at least 8 objects, we defined 8 visual categories containing 8 objects each (Fig. 5.6a). Each
participant was randomly assigned two of these categories. During training, participants
sketched 4 randomly selected objects in one category (Trained) multiple times. Before and
after training, participants sketched the other 4 objects in that category (Near), as well as the

objects in the second category (Far), once each (Fig. 5.6b).
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Task

The sketching task was performed in the context of a game (‘Guess My Sketch’) in which
participants teamed up with two avatars (red, blue) in order to earn points. At the start of
each trial, only the red avatar was onscreen. This avatar cued participants with either a trial-
unique photo (N=311) or word (N=282) that referred to a target object for them to sketch
(Fig. 5.5). After cue offset, the blue avatar appeared, prompting the participant to begin
sketching. Upon sketch submission, the blue avatar listed its top three guesses as to the iden-
tity of the drawn object, thus providing participants with immediate feedback about the
quality of their sketch. These guesses were listed in order of confidence. Participants earned
points if any of these guesses were correct, and more points the earlier the correct guess was
in the list.

In the image-cue version of the task, unique photographs were used as cues on every trial
in order to discourage overly stereotyped sketches. Participants were instructed to “make a
sketch in which someone else is likely to recognize the object depicted,” but were informed
that the sketch did not have to exactly depict what was in the photo. Other than the lack of

an image cue, the verbal-cue version of the task was identically structured.

FEEDBACK AND MEASUREMENT OF DRAWING PERFORMANCE

We trained a 64-way support vector machine (SVM) linear classifier on model responses to
photographs of the objects used in this study, but no sketches. (Thus, sketch-classification
during the experiment reflects pure generalization across image domains.) On each trial,
top-layer model features were extracted from the submitted sketch in real time, which were

passed to the 64-way classifier to determine feedback. The classifier returned a list of 64 mar-
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Figure 5.6: (a) Stimuli: Objects belonged to eight visual categories, each containing eight items. (b) Design: Each par-
ticipant was randomly assigned two of these categories. During training, participants drew four randomly selected
objects in one category (Trained) multiple times. Before and after training, participants drew the other four objects in
that category (Near), as well as the objects in the second category (Far), once each.

gin values, corresponding to the level of confidence that the test image belonged to each ob-
ject class. The three objects with the most positive margin values (highest confidence) were
returned to the participant as guesses. In the verbal-cue version of the task, when none of
the three top guesses were correct, the rank of the target in this ordered object list was also
returned to the participant (e.g., “Too bad... giraffe’ would have been my 9th guess.”). Because
this target rank value provides a consistent measure of the ‘goodness-of-fit’ of the submit-
ted sketch to the target object representation in the model, this value served as our primary
measure of task performance. Since the criteria for recognition by the model were fixed, we
interpret changes in task performance as reflecting changes to the participants’ internal ob-

ject representations.
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Figure 5.7: Sample sketches from the experiment, with target label and model’s top guess.

VALIDATING MODEL REPRESENTATION

Because the conditions used by Eitz et al. (2012) to collect sketches differ somewhat from
our own (e.g., only verbal cues were used, each participant sketched an object only once, and
could apply ‘undo’, ‘redo’, ‘clear’ on their sketches), we first sought to assess the similarity
between their sketch corpus and the sketches collected for this experiment. To accomplish
this, we extracted features of sketches from the verbal-cue and image-cue versions of the task
using top-layer output from the model.

For each version of the task, we computed the average feature vectors for all sketches
within an object class, then derived correlation matrices on these feature vectors. In both
the image-cue and verbal-cue datasets, we found that sketches of objects within a category
were highly similar, validating category assignments. The two matrices were also highly sim-
ilar to each other (Spearman’s p=0.890), suggesting that this feature representation success-
tully captured object identity despite low-level task differences. Moreover, both matrices
were highly similar to the original sketch corpus (image-original: p=0.71s; verbal-original:
p=0.708). An independent cohort of human participants (N=327) provided three labels to
each sketch from the image-cue experiment, in order of confidence, from the set of 64 object

labels. We found that human and model recognition performance (d’) was highly consistent
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Figure 5.8: An independent cohort of human participants guessed the identity of objects depicted in drawings from

the image-cue experiment. Human and computer recognition performance (d’) was highly consistent across objects
(r=0.649).
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across objects (Spearman’s p=0.649, Fig. 5.8).

DRrRAWING PERFORMANCE

Since the assignment of objects to condition was randomized across participants, no differ-
ences in performance (target rank) on Trained, Near, and Far objects were predicted dur-
ing the pre-test. To test this, we computed the mean target rank in each condition for each
participant (Trained: M=9.66, s.e.m.=0.318; Near: M=9.12, s.e.m.=0.297; Far: M=9.49,
s.e.m.=0.254), which we then analyzed using a 3-condition (Trained, Near, Far) x 2 cue-

type (image, verbal) repeated-measures ANOVA. There was no main effect of condition

on pre-test performance (£ 587=1.16, p=0.315). Cue type did have an effect (F 587=14.8,
p<o.oo1), with image-cue performance (M=8.69, SD=6.55) exceeding verbal-cue perfor-
mance (M=10.24, SD=7.58). Cue type did not interact with condition (£ 587=0.147, p=0.863),
however, so in subsequent analyses we collapsed across cue type. There were no restrictions
on how long participants could take to make their drawings, and participants spent on aver-
age 30.75 (95% CI: 8.325,85.6s) to produce each drawing.

Our primary aim in this study was to characterize changes in drawing performance as a
function of practice on the Trained objects. Despite the relatively short training period, we
hypothesized that participants would learn to produce more recognizable drawings of prac-
ticed objects. During the training phase, participants drew Trained objects five times each,
in an interleaved order. Otherwise, all aspects of the trial sequence were identical during the
training phase as during the pre-test and post-test. In order to test whether performance
improved across the five training repetitions of the trained objects, we computed the aver-

age rank across objects and participants for each repetition, then estimated the strength of
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the directional trend using Spearman’s p.In order to determine random-eftects reliability of
this correlation, we used a bootstrapping procedure (Efron & Tibshirani, 1986). On each

of 1000 iterations, 593 observers’ worth of data were randomly sampled with replacement
from the original 593 participants, and Spearman’s p computed based on this bootstrapped
pooled dataset. Across iterations, this procedure yielded an empirical distribution of correla-
tion coefficients. Using this approach, we found that performance improved across the five
training repetitions of the trained objects (Spearman’s p = -0.799; p=0.004).

We additionally sought to understand whether such focused practice would lead to gen-
eralized improvement on unpracticed objects. We tested for evidence of generalization at
two levels: the category-level, as measured by performance changes for Near objects, which
belong to the same visual category as Trained objects, and the task-level, as measured by Far
objects, which belonged to a different category.

To investigate these potential effects, we calculated the change in target rank for each item
(Arank = rankyess — rank,,), then averaged these A,k values for each condition within-
participant. We then performed the same type of ANOVA as was used for the pre-test analy-
sis, which revealed a highly significant difference among conditions (£ 118:=7.67, p<o.oor).
There was no main effect of cue-type (F1 501=1.66, p=0.198), and no interaction with condi-
tion (F7,1182=0.162, p=0.851), so in subsequent analyses we collapsed across cue-type.

A follow-up #-test revealed that sketches of Trained objects were better recognized by the
model following training (A < 0:£590=4.04, p<o.0001), and this improvement was
also statistically reliable when compared with performance on Far objects (Aauk trained <
Arank far: t592=2.91, p=0.004). By contrast, model performance for sketches of Near objects

did not improve relative to baseline (A5 < 0: t592=0.511, p=0.609) and did not differ from
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that of Far objects (Ayank near < Avank far: t502=115, p=0.252). Recognition of Far objects also
did not change significantly relative to baseline (A < 0: £500=1.22, p=0.223).

Taken together, these results indicate that the training primarily resulted in item-specific
benefits, with no clear evidence of generalization to other objects belonging to the same vi-
sual category, or generic improvement on the task overall.

If anything, drawings of within-category objects (Near) seemed to worsen relative to ob-
jects from a different category (Far). In an exploratory analysis, we restricted our analysis of
rank to objects in the same category as the target (resulting in rank scores ranging 1-8, as op-
posed to 1-64), and found that the decrement in performance for Near objects vs. Far objects
was significant (Amnkcmgo,y,near < Atnkegpegory far' 1592=2-40, p=o.017). These results are intrigu-
ing, providing a preliminary indication that changes in drawing performance may not be a

monotonic function of representational distance from trained exemplars.
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Figure 5.9: Changes in performance between post-test and pre-test for each condition: (left) when computing target
rank among all 63 distractors and (right) when computing target rank relative to remaining 7 objects within the target
category only. Error bars represent 1 s.e.m.



CHANGES TO MODEL REPRESENTATION

What underlying changes in the feature representation of Trained objects explain improved
recognition by the model in the post-test? If we consider each sketch to be a sample from a
probability distribution that corresponds to the high-level representation of the target ob-
ject, there are three intuitive levels at which object representations can change that lead to
increased classifier performance for Trained objects: First, the variance of individual Trained
object representations might decrease (within-item), manifesting as reduced variability across
successive sketches of the same object. Second, the centers of Trained object representations
might move further apart from one another (between-item, within-condition), leading to

an increase in the average feature distance among Trained objects, relative to that among
Near or Far objects. Third, the Trained objects as a whole might move further from the un-
practiced Near objects in the same cluster (between-condition, within-cluster), leading to an
increase in the average feature distance between Trained and Near objects, relative to corre-
sponding subdivisions of the Far cluster. It should be noted that these sources of representa-
tional change need not be mutually exclusive.

To examine each of these possibilities, we first extracted the top-layer feature representa-
tion of all sketches using the same model. We measured similarity between any given pair of
sketches as the correlation (p) between their feature vectors, and derived correlation matrices
based on these feature vectors. Conversely, we computed the feature distance between any
given pair of sketches as 1-(p) Synofzik et al. (2006)pKriegeskorte:2008bz.

Within-item. For each Trained object, we constructed the 7x7 feature distance matrix
relating successive drawings across the entire session (i.e., 1 pre + 5 training + 1 post), and

averaged these feature distance matrices across Trained objects from all participants. We
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quantified change in the feature distance between repeated drawings of the same Trained
object in two ways: (1) in a discrete fashion, computing the average distance among the
‘early’ sketches (first three) and the average distance among the ‘late’ sketches (final three),
and taking the difference; as well as (2) in a continuous fashion, using Spearman’s rank corre-
lation coefficient, a nonparametric measure of statistical dependence between two variables,
to quantify the strength of the negative trend in pairwise feature distances across successive
drawings of the same object. A negative trend would indicate ‘dampening’ in the variabil-
ity of sketches across repetitions, such that the amount by which each subsequent drawing
would differ from the previous decreased over the course of the session. Consistent with the
decreasing-variance hypothesis, we found that the feature distance between successive draw-
ings of the same Trained object reliably decreased, measured using both the discrete (A=-
0.061, p<o.0o1) and continuous (Spearman’s p=-0.979, p<o.oor) approaches. Moreover, we
found that the degree to which drawings became less variable (early vs. late) was significantly
correlated with improvement in drawing performance (A,,,x) across participants, p=0.187,
p<o.oo1, suggesting that reducing variability in visual production may help mediate object
learning.

Between-item, within-condition. For each participant, we first constructed a 32x32 feature
similarity matrix relating all 16 object drawings in the pre-test and post-test phases, then av-
eraged the resulting similarity matrix across participants (Fig. s.11). To evaluate the degree to
which Trained object representations had moved further apart from one another, we em-
ployed a measure of differentiation that involved anchoring on each Trained object before
training and comparing its similarity to other Trained objects before training (pre/pre) vs.

after training (pre/post). A decrease in similarity for pre/post vs. pre/pre in the Trained
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Figure 5.10: Feature distance (1-correlation) between successive drawings of the same object (Trained condition only).
condition that exceeds that for the Near and Far conditions would indicate that drawing
practice had differentiated Trained objects from one another. We found that, consistent
with this possibility, Trained objects had differentiated to a greater extent than Near objects
(#(592)=3.47, p=0.0006), and more than Far objects (¢(592)=3.40, p=0.0007). This suggests
that drawing practice may serve to enhance discriminability between object representations
by increasing the distance between practiced objects.

Between-condition, within-cluster. We used a similar approach to evaluate the extent to
which Trained objects, as 2 whole, had moved further from the Near objects. To measure
differentiation between Trained and Near conditions, we anchored on each Trained and
Near object before training and compared its similarity to all other objects in the other con-
dition before training (pre/pre) vs. after training (pre/post). To provide a baseline for com-

parison, we randomly partitioned objects in the Far cluster into two equally-sized sets of
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Figure 5.11: Representational similarity between conditions across phases (averaged over object identity): low val-
ues in the large off-diagonal blocks correspond to larger average correlation distances between objects in different
categories.

152



objects and evaluated between-‘condition’, within-cluster differentiation in the same way. A
decrease in similarity between Trained and Near relative to within the Far condition would
suggest that drawing practice had also moved Trained and Near objects, as a whole, further
apart from one another. In support of this possibility, we found that Trained and Near ob-
jects had indeed differentiate to a greater degree than had subsets of the Far objects from
each other (#(592)=2.52, p=0.012). This suggests that another factor that underlying im-
provement in drawing performance may be greater separation between repeatedly drawn

objects and other similar, but unpracticed objects.

5-4 EXPERIMENT 3: DOES VISUAL EXPOSURE TO SKETCHES SUFFICE TO INDUCE DIFFER-

ENTIATION?

What aspects of the drawing task led to improvements in performance? One possibility is
that it was not so much the practice drawing, but the exposure to additional sketches of
the trained objects that was responsible for these benefits. This would not be so surpris-
ing if it turned out to be the case, since most documented forms of perceptual learning are

attributable to viewing experience. The current study sought to test this alternative account.

5.4.1 METHODS
PARTICIPANTS

Five hundred and ninety-three naive participants were recruited via Amazon Mechanical

Turk and compensated in the same manner as in the previous study.
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PROCEDURE

For each session in the original cohort, we recruited a new participant to repeat the same se-
quence of trials, with the only difference being that instead of sketching during the training
phase, they would see the final sketch drawn by the participant from the original cohort.

To ensure visual processing of these sketches, these participants were instructed to “guess
what the computer thinks the sketch looks like” and received bonus points when their guess
matched that of the computer. Participants typed their guesses, and only guesses corre-
sponding to one of the 64 valid labels were accepted. Valid labels were displayed in a word
bank in the bottom half of the display. The pre-test and post-test phases were identical to

those in Experiment 1.

5.4.2 RESULTS

We found that training by viewing the series of sketches produced by the original cohort was
insufficient to yield reliable improvement in drawing performance for Trained objects, rela-
tive to control Far objects (#(592)=0.580, p=0.562). Moreover, there was no change in perfor-
mance for Near objects, relative to control objects (£(592)=0.714, p=0.475). This shows that
visual exposure to sketches was insufficient for improving drawing performance, even when
matching the image content and presentation order of sketches. These findings suggest that
some dynamic aspect of the drawing task may account for the improvement in the original

cohort.
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S-S EXPERIMENT 4: DOES OBSERVING SKETCH PRODUCTION INDUCE LEARNING?

The goal of the current experiment was to estimate the contribution of dynamic visual feed-
back generated while producing a sketch to improvement in drawing performance. To test
this, we recruited a third cohort of naive participants who watched video replays of each
drawing being produced, stroke-by-stroke, by their matched participant in the original co-

hort.

5.5. METHODS
PARTICIPANTS

Five hundred and ninety-three naive participants were recruited via Amazon Mechanical

Turk and compensated in the same manner as in the previous studies.
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PROCEDURE

As in the previous study, for each session in the original cohort, we recruited a new partic-
ipant to repeat the same sequence of trials, with the exception that instead of sketching
during the training phase, they would observe a stroke-by-stroke video replay of how the
original participant had produced their sketch. Again, these participants were instructed

to “guess what the computer thinks the sketch looks like” and received bonus points when
their guess matched that of the computer. The pre-test and post-test phases were identical to

those in Experiment 1.

5.5.2 RESULTS

These participants did significantly improve on the drawing task, though to a lesser degree
than the original cohort (#(592)=2.09, p=0.037; original Cohen’s 4 = 0.120 vs. dynamic ob-
servation d = 0.086). Again, there was no change in performance for Near objects, relative
to control objects (#(592)=0.751, p=0.453). Taken together with the results of the previous
study, these findings suggest that observing the dynamic process of drawing construction

plays a specific role in enhancing visual production skill.

5.6 DiscussioN

The present study sought to understand the relationship between the ability to recognize
objects — a biological endowment shared with other species — and to produce images of ob-
jects by drawing — a relatively recent technological development from human prehistory. We

examined the hypothesis that, despite salient differences between these two functions, that



they are served by a common representational substrate. We tested this by first comparing
the high-level feature similarity between photos and drawings of objects using a deep neural
network model of ventral visual cortex. The model, while originally only optimized to han-
dle image variation across photos (an approximation to natural variation in visual inputs),
produced highly congruent object-category maps for both image domains, suggesting that
our capacity to recognize drawings of objects is deeply rooted in the functional architecture
of the visual system.

These findings argue against a strong version of the hypothesis that the appearance of
line drawings are purely a product of on culturally-specific conventions (Goodman, 1976),
even if it is true that there also exist conventions for line drawings. Rather, our results res-
onate with previous evidence that line drawings can drive visual recognition as strongly as
natural visual inputs, including the finding that line drawings are recognized as efficiently
as color images of objects (Biederman & Ju, 1988), and that the neural representation of line
drawings depicting scenes is similar to that of the corresponding photograph (Walther et al.,
2011). The current findings are consistent with prior studies showing that humans from
remote communities without cultural exposure to pictorial art (Kennedy & Ross, 1975),
infants (Yonas & Arterberry, 1994), and chimpanzees (Tanaka, 2007) can recognize line
drawings. At present it seems more likely that the ability to interpret line drawings arises
from the same neural mechanisms that evolved to make sense of natural scenes (Sayim, 2o1r).
These include the role of orientation-tuned neurons in extracting edges, accomplished for
natural scenes by computing discrete changes in surface attributes (e.g., abrupt transitions
from light to dark). Line drawings may capitalize on this pre-existing sensitivity to contours,

since these same units also respond similarly to lines (defined by abrupt changes in light-
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ness), and even illusory contours (Von der Heydt et al., 1984).

Validation of the model for recognition of drawings equipped us to then use these top-
layer features to track changes to participants’ representations of objects by measuring feature-
level changes to their drawings as a consequence of training. In all experiments, participants
performed a visual communication task in which they attempted to convey object concepts
to a digital avatar (representing the neural network model) by drawing them. In our first
study, training consisted of drawing a subset of these objects repeatedly. We found that
practiced objects were better recognized by the model following training, relative to con-
trol objects belonging to a different visual category. This improvement was related to greater
feature-level differentiation of practiced objects at three levels: variance of individual ob-
ject representations, distance between practiced objects, and distance between the practiced
objects as a whole relative to unpracticed objects from the same visual category.

In order to examine which aspects of the drawing task had led to these improvements,
we recruited §93 naive participants who were each uniquely matched to a participant in the
original cohort. One possibility is that repeated visual exposure to drawn images may be suf-
ficient to improve performance. To test this, these new participants repeated the same pro-
cedure of drawing before and after training, except that instead of drawing during training,
they viewed the final sketch produced by their matched participant. They did not signifi-
cantly improve, despite receiving identical visual exposure — if not enhanced exposure (they
only viewed completed drawings). Another possibility is that the dynamic visual feedback
generated while constructing drawings was responsible for the improvement. To test this,
we repeated the experiment with a new cohort of 593 participants who watched video re-

plays of each drawing being produced, stroke-by-stroke, by their matched participant. These
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participants did significantly improve on the drawing task, though to a lesser degree than the
original cohort. Taken together, these additional experiments suggest that experiencing the
dynamic process of drawing construction, whether of one’s own drawing or via observation
of someone else’s, may play a specific role in enhancing visual production skill.

These results also suggest that executing the motor movements associated with producing
drawings is not necessary to improve (Mattar & Gribble, 2005). However, this might also
be attributable to pre-existing familiarity (and prior experience drawing) the real-world ob-
jects included in the current study. Future investigations should investigate whether such
motor experience may have a stronger effect when learning to draw novel objects. Moreover,
the results of the current study suggest that participants do not need to generate the strokes
themselves in order to improve, given that observing the dynamic construction of drawings,
even if produced by someone else, led to reliable learning. Nevertheless, the current data
are not decisive about the role of internally-directed processes, such as memory retrieval for
object features and action planning, since these may have nevertheless been engaged during
observation if participants were concurrently making predictions about the placement of
upcoming strokes, for example. It may be possible that because stimuli were familiar real-
world objects, there was already a large degree of overlap in how participants represented
them, such that a typical animation of someone else’s drawing may have reinforced the same
aspects of each object that would have been practiced in the drawing condition. The extent
to which generation, as such, may play a significant role in learning (Roediger & Karpicke,
2006b, Slamecka & Graf, 1978), may depend on how novel the objects are (and by exten-
sion, how difficult it is to retrieve their component details). To explore the contribution

of internally-mediated construction processes on their own, it would be valuable in future
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studies to test a condition in which participants are instructed to imagine drawing an object,
but not actually produce a drawing.

In the training studies, we did not manipulate the type of feedback returned to partici-
pants, which consisted of a ranked list of three object labels. Thus, while differences in feed-
back cannot explain differences across experiments, it would be valuable in future studies
to explore how other forms of feedback may affect learning. For example, if instead of re-
turning a verbal label the avatar were to suggest stroke-level adjustments to the participant’s
drawing that would improve its score, thereby providing a clearer error signal, this might
amplify/accelerate improvement in performance.

A component of visual production not isolated in the current studies includes the mo-
tor movements involved in producing a drawing. Our finding that participants were able to
improve by observing dynamic replay of another participant’s drawing suggests that execut-
ing the motor movements is not always necessary for some degree of learning. Nevertheless,
to directly estimate the contribution of the motor movements themselves, in a subsequent
study we plan to run a variant of the experiment in which participants trace along as each
sketch is generated.

Visual production is a complex behavior (Sommers, 1989), recruiting both internally-
directed cognitive processes, such as retrieval from existing knowledge, as well as providing
a means for externalizing retrieved representations in a richly structured form. The current
study understands visual production in these two ways: first, as a route by which people
may learn by actively engaging internal representations, and second, as a window into these
internal representations.

This first aspect builds on prior work in learning and memory that has demonstrated that
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such internally-directed cognitive processes can be beneficial for learning: generating exam-
ples from memory tends to promote recall to a greater degree than merely studying the same
examples (Crutcher & Healy, 1989, Slamecka & Graf, 1978, Karpicke & Roediger, 2008).
Moreover, producing explanations while learning new information has been shown to fa-
cilitate reading comprehension (Chi et al., 1994) and causal learning (Legare & Lombrozo,
2014) relative to matched exposure to the same information. Directing internal attention
to a feature of a recently-seen object can bias visual long-term memory for that object by
suppressing the accessibility of its other features during later recall (Fan & Turk-Browne,
2013a). The current study is also related to prior work on manual exploration of visual ob-
jects, which has shown that self-directed sampling of viewing angles enhances later recogni-
tion of those objects Harman et al. (1999).

The second aspect constitutes a discovery about the core visual abstractions that are ac-
complished by the ventral stream, such that even fairly iconic representations of objects,
such as the sketches elicited in this and other studies Eitz et al. (2012), can be recognized us-
ing a model of object recognition that was only explicitly trained to handle highly photore-
alistic inputs. Of course, this is not to say that there are no differences between photos and
drawings; after all, people can also easily distinguish these types of images. Nevertheless, our
findings suggest that one potential reason why even very simple sketches can so effectively
evoke real-world objects is that they contain features that coincide with what is computed
about objects during natural vision.

Humans draw for many reasons: to depict, to record, to plan, to explain, to create (Tver-
sky, 2010). Drawn images predate the historical record (Clottes, 2008), are pervasive in hu-

man culture (Gombrich, 1989), and are often produced prolifically in childhood (Kellogg,
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1969). Moreover, drawing is a powerful tool for communication — with just a few strokes

it is possible to convey the identity of a face (Bergmann et al., 2013) or express an intention
(Galantucci, 2005). Just as investigations of both verbal comprehension and production are
indispensable to theories about linguistic communication, a more complete understanding
of visual communication will entail examining how visual recognition and production inter-
act to achieve our goals. Ongoing experiments are examining how learning to draw objects
affects recognition of those and other objects in demanding recognition tasks, to further
evaluate the idea that visual production alters a generalized object representation that sup-
ports both recognition and production. Ultimately, inquiries into the psychological basis of
visual production may shed new light upon the origins of symbolic writing systems for com-
munication, and the very nature of our ability to apprehend abstract meanings from visual

artifacts.
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Conclusion

The goal of my dissertation research has been to elucidate how the interactive nature of per-
ception, memory, and action supports effective learning. In particular, this work has ex-
plored the role of cognitive actions — a class of operations performed over mental represen-
tations and which have the capacity to transform them through their very execution. As a

case study, I focused on object learning — that is, how people acquire knowledge about the
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diagnostic features of objects and adaptively exploit this knowledge to achieve their goals.
In some cases, these acts are not readily visible by external observers (e.g., memory retrieval).
In other cases, these acts are accompanied by motor movements that are externally observ-
able (e.g., reaching) or leave a visible trace (e.g., drawing). Understanding the consequences
of such cognitive actions is especially important because they are the essence of intelligent,
goal-directed behavior.

Chapters 1-3 described three studies I conducted to examine the consequences of internally-
directed cognitive actions (i.e., internal attention) on the organization of long-term memory
representations, as well as the subsequent influence of these memories on visual attention
and perception. In the first study, we discovered that directing internal attention to one
feature of an object biased visual long-term memory (VLTM) for that object by suppress-
ing the accessibility of its other features (e.g., if the location of a red object was practiced, its
color was less likely to be remembered later). In the second study, we found that these fea-
ture associations in VLTM automatically guided attention during visual search and captured
attention even when these features were no longer relevant to the task. In the third study,
we found that associations in VLTM and sensory inputs automatically combine to inform
perceptual judgments about other, similar objects.

Chapter 4 addressed the influence of task-related and sensory feedback (i.e., visual and
haptic) on statistical summary perception. We accomplished this by training participants to
estimate the centroid of an array of objects on a touchscreen display under different feed-
back conditions. Before and after training, they completed a transfer test requiring percep-
tual discrimination of the centroid. We found that vector error feedback, which conveys

error both in terms of distance and direction, was the only form of feedback that improved
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perceptual discrimination of the centroid on the transfer test. Moreover, this form of feed-
back was effective only when coupled with reaching movements toward the visual objects.
These findings suggest that sensory-prediction error — signaling the mismatch between ex-
pected and actual consequences of an action — may play a previously unrecognized role in
tuning perceptual representations.

Chapter s reported investigations of how training on visual production (i.e., drawing)
tasks reshapes the mental representation of visual object categories. We first examined the
possibility that a common internal representation of visual objects supported both recogni-
tion and production. We found that a model of ventral visual cortex only optimized to rec-
ognize objects in photographs generalizes to drawings of objects, suggesting that the capacity
for visual abstraction is rooted in the functional architecture of the visual system. Next, we
tested the effects of visual production practice and found that repeatedly sketched objects
were better recognized after training, and this reflected greater differentiation between them
in the model representation.

Traditional studies of learning have examined how people process the information pro-
vided to them by the world, yet this leaves aside the many ways in which people actively
direct their own learning (Bruner, 1961, Gureckis & Markant, 2012, Papert, 1980). This dis-
sertation provides converging evidence from diverse tasks (i.., episodic memory, visually-
guided pointing, visual production) that cognitive actions, broadly defined, play an im-
portant role in determining how well people learn. Moreover, they build on previous work
demonstrating the benefits of other kinds of cognitive actions: allocating visual attention to
an item during encoding enhances its later recognition (Chun & Turk-Browne, 2007, Unca-

pher et al., 2011). Retrieving examples from existing knowledge tends to improve recall more
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than passively acquiring examples from external sources (Crutcher & Healy, 1989, Slamecka
& Graf, 1978, Karpicke & Roediger, 2008). Self-directed exploration of viewing angles onto
novel visual objects enhances later recognition of those objects (Harman et al., 1999). Gen-
erating explanations while learning new information can improve reading comprehension
(Chi etal.,, 1994) and causal learning (Legare & Lombrozo, 2014) relative to matched expo-
sure to the same information. Goal-directed movements generate sensory feedback, which
can directly affect learning and generalization of motor performance to new contexts (Izawa
& Shadmebhr, 2011b).

However, these actions can also come with a cost: removing attention from an item dur-
ing encoding not only worsens recognition, but can actually produce a memory cost for
this item relative to novel items (Fox, 1995a, Tipper & Cranston, 198s). Recall of one item
from memory makes other related items less accessible for later recall, a now-classic effect
known as retrieval-induced forgetting (Anderson et al., 1994, 2000). Self-explanations can
sometimes impair learning of non-causal properties (Legare & Lombrozo, 2014) and lead
to overgeneralization (Williams & Lombrozo, 2013). There are limits to purely exploratory
learning: when confronted with difficult categorical distinctions, self-generated examples
may not confer any advantage over passively-received ones if learners fail to learn how to

select the most diagnostic cases (Markant & Gureckis, 2013).

6.1 FROM COGNITIVE ACTIONS TO COGNITIVE TECHNOLOGIES

To close, I will briefly describe avenues for future investigation that present opportunities to
further generalize our understanding of the integral role cognitive actions play in the men-

tal life of modern humans. I will focus on prospects for a rigorous and quantitative under-
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standing of visual production, since this activity is particularly representative of the power
and flexibility of cognitive actions, especially when amplified and externalized through tech-
nology (Donald, 1991, Kirsh, 2010).

Chapter 5 considered figurative drawing, one of the most ancient forms of visual pro-
duction. The earliest such images reside in the caves of Sulawesi (Aubert et al., 2014) and
Chauvet, and in modern life take the form of drawings, diagrams, maps, and graphs of all
varieties, be they digital, printed, or hand-drawn. While preceded by spoken language (Don-
ald, 1991, Pinker, 1995), such primarily graphical modes of visual production predate writ-
ten language by some 25,000 years. One key feature shared by both drawings and text is
that they endure. A spoken word fades as soon as it is uttered. Gestures, which are sponta-
neously used to augment, modity, or substitute for spoken utterances, are similarly fleeting
(Goldin-Meadow & Beilock, 2010). Unlike our private mental images, however, drawings
are visible to everyone, and can be shared and further modified by others. Because draw-
ings are necessarily abstractions, across many generations people have collectively figured
out how to make drawings and other visualizations to think, communicate, and create —

a few of the many ways in which visual production, as a form of cognitive technology, helps

humans achieve their goals.
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Figure 6.1: A: MendeleeV’s Periodic Table as of 1871. B: Drawings of four Galapagos finch specimens highlighting differ-
ences in beak morphology. C: A Feynman diagram depicting the exchange of one quantum between two electrons.



6.1.1 FOUNDATION FOR REASONING AND INFERENCE

In the history of science, diagrams have played an important role in revealing deeper struc-
ture in natural phenomena (Daston & Galison, 2010, Kaiser, 2009). In chemistry, when
the matrix-style representation of chemical elements in the periodic table was introduced
by Mendeleev in 1869, its intuitive layout not only exposed orderly relations among the

66 elements then known, but suggested properties of ‘missing’ elements in the table yet to
be discovered (Fig. 6.1a, Scerri 2006). In biology, 19th century ornithologist John Gould’s
now-iconic renderings of the Galipagos finches made differences in beak structure plainly
visible, thereby influencing Charles Darwin’s thinking about how biological variation and
natural selection drive speciation (Fig. 6.1b, Darwin & Jones 2010). In physics, Feynman di-
agrams provide an intuitive means of simulating the evolution of subatomic-particle states
(Fig. 6.1¢c, Feynman 1949). Since being introduced in the late 1940, they have become not
only adopted widely by practicing theoretical physicists, but also a key pedagogical tool for
cultivating the physical intuitions of training physicists (Kaiser, 2009, 2005).

Today, knowing how to make a quantitative graph is a critical component of any prac-
ticing scientist’s repertoire, as a tool to discover patterns when exploring a complex dataset
(Wickham et al., 2010), as well as to communicate empirical findings to other scientists and
the public (Johnson et al., 2006). Scientists use graphs in various ways: to query them for
numerical information, compare elements, detect clusters, assess relationships between vari-
ables, or identify outliers or other anomalies (Springmeyer et al., 1992, Haroz & Whitney,
2012). In many cases, multiple formats may be available for representing the same informa-
tion. Whereas some formats make interpretation difficult (e.g., numerical tables), others

(e.g., bar graphs, scatterplots, heat maps) can expose patterns and nuanced structure (e.g.,
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nonlinear relationship, bimodal distribution) that simple summary statistics may obscure
(Card etal., 1999). Indeed, figuring out which representations are best suited for expressing
the underlying structure in a dataset constitutes a central aspect of scientific discovery.
These historical examples serve as conceptual touchstones for examining the broader role
of graphical techniques in human cognition. Future research should address the following
questions: First, when trying to understand something, how do people translate their intu-
itions into the elements of a visualization? Second, how do such visualizations then guide

and constrain their understanding?

6.1.2 GRAPHICAL COMMMUNICATION

Diagrams are efficient carriers of meaning — an abstract sketch can effortlessly evoke a real
object (Fig. 6.2a), and a simple schematic can convey a complex procedure (Fig. 6.2b). This
expressivity is enabled by a shared knowledge about the meaning of graphical forms, such as
lines, blobs, and arrows.
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Figure 6.2: A:'Bull - plate 11’ by Pablo Picasso. B: Algorithmically-generated assembly instructions for a TV stand.
From Agrawala, M,, et al., 2003, ACM Transactions on Graphics, 22(3), 828.

Graphical representations are necessarily selective, emphasizing content most relevant to

the topic at hand, while omitting irrelevant details. Of course, which content is considered
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to be most relevant may differ depending on the context. For example, a subway map and
geographical map prioritize different features of the world, reflecting their different pur-
poses. To help passengers figure out how to get from one station to another, a subway map
need only preserve the topological relationships among stations.

Future research should address the following questions: First, how does a pragmatic com-
municator design her diagrams to be most informative? This is especially important in ped-
agogical contexts, wherein a teacher who understands what his students know (and do not
know) is more effective than one who does not (Shafto et al., 2012). Second, how do inter-
locutors coordinate shared meanings for graphical forms to achieve a common goal (Wu &

Keysar, 2007, Galantucci et al., 2006, Healey et al., 2001)?

6.1.3 DESIGN PROBLEM SOLVING

Design sketches are proposals not for what-is, but what-could-be — the architect and engi-
neer’s drawing board is the wellspring of the built world (Fig. 6.3). And virtually all designed
objects — despite their present materiality — began as ambiguous, untidy, fragmentary
sketches full of indeterminate contours, smudges, and blank space. Yet because finished
structures do not spring forth whole, their plans must be painstakingly worked out from
rough sketch to polished design.

How do exploratory modes of visual production, such as sketching, support the iterative,
open-ended, constructive thinking that lies at the heart of design problem-solving? Sketch-
ing is a technique that apparently balances two competing objectives — preserving percep-
tual indeterminacy and progressive constraint satisfaction — a balance that tilts toward the

latter as the design process continues. Initially, ambiguity in sketches is considered to be an
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asset, as it enables continual reinterpretation and analogical ‘leaps’ that promote discovery of
more original solutions (Tversky et al., 2003, Suwa & Tversky, 2003, Fish & Scrivener, 1990,
Goldschmidt, 1992). Meanwhile, each mark set to the page constrains the placement of sub-
sequent marks, and promotes evaluation of the sketch against objective constraints, such as
internal consistency and adherence to functional specifications.

These ideas may be formalized in a type of algorithm similar to that used in the field of
computer graphics to procedurally generate complex visual content from sets of proba-
bilistic rules (Ritchie et al., 2015a,b). These programs allow designers to rapidly create and
explore alternative design possibilities, by iteratively proposing and evaluating candidate
solutions on the basis of their estimated performance. Using these programs as a point of
departure, future research might construct generative computational models that mirror the

dynamics by which humans explore and evaluate potential design solutions.

Figure 6.3: Early architectural sketch of “Fallingwater” by Frank Lloyd Wright (left) with recent photograph (right).

Human cognition is inherently dynamic. By investigating the learning principles that
govern how people actively make sense of new experiences, we advance our understanding
of how the human mind transforms mere information into meaningful knowledge. In the
long run, the fruit of these investigations may help to inspire new representational tech-

niques that further expand the intellectual reach of human perception and action.
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